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INTRODUCTION TO THIS FREEBOOK
RESEARCH METHODS

This FreeBook is a curated selection of chapters from books published by Guilford 
Press and Routledge that are focused on research methods. It is essential reading for 
graduate students in psychology, human development, education, sociology, public 
health, communication, and management, as well as instructors in psychology, 
applied researchers who want to refresh their skills, and behavioral and social 
researchers who want to increase their knowledge of measurement theory, scaling, 
test development, and test analysis.

Guilford Press is an independent publisher of books, periodicals, software, and DVDs 
in mental health, education, geography, and research methods. Guilford Press is 
distributed in the UK and Europe by Taylor & Francis. To order in other countries,  
visit www.guilford.com.

CHAPTER 1: INTRODUCTION

Using the principles of ordinary least squares regression, in Introduction to Mediation, 
Moderation, and Conditional Process Analysis, Second Edition: A Regression-Based 
Approach, Andrew F. Hayes carefully explains procedures for testing hypotheses 
about the conditions under and the mechanisms by which causal effects operate,  
as well as the moderation of such mechanisms.

“Research that establishes the mechanism or mechanisms by which effects operate or  
the -conditions that facilitate and inhibit such effects deepens our understanding of the 
phenomena scientists study. Mediation analysis and moderation analysis are used to establish 
evidence or test hypotheses about such mechanisms and boundary conditions. Conditional 
process analysis is used when one’s research goal is to describe the boundary conditions of 
the mechanism or mechanisms by which a variable transmits its effect on another.”

CHAPTER 2: MULTIPLE REGRESSION: MORE DETAILS

Multiple Regression and Beyond offers a conceptually oriented introduction to 
multiple regression (MR) analysis and structural equation modeling (SEM), along  
with analyses that flow naturally from those methods. In this chapter Timothy Z. Keith 
delves into detail about multiple regression and explains some concepts.

“One way of thinking about multiple regression is that it is creating a synthetic variable 
that is an optimally weighted composite of the individual variables and using it to predict 
the outcome. This composite, weighting each independent variable by its regression 
weight, is then used to predict the outcome variable.”

R O U T L E D G E R O U T L E D G E . C O M
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CHAPTER 3: STATISTICAL CONTROL AND LINEAR MODELS 

Emphasizing conceptual understanding over mathematics, Regression Analysis  
and Linear Models: Concepts, Applications, and Implementation introduces linear 
regression analysis. In this chapter Richard B. Darlington & Andrew F. Hayes 
introduce linear modelling:

“Researchers routinely ask questions about the relationship between an independent 
variable and a dependent variable in a research study. In experimental studies, 
relationships observed between a manipulated independent variable and a measured 
dependent variable are fairly easy to interpret. But in many studies, experimental control 
in the form of random assignment is not possible. Absent experimental or some form  
of procedural control, relationships between variables can be difficult to interpret but can 
be made more interpretable through statistical control. After discussing the need for 
statistical control, this chapter overviews the linear model—widely used throughout the 
social sciences, health and medical fields, business and marketing, and countless other 
disciplines. Linear modeling has many uses, among them being a means of implementing 
statistical control.”

CHAPTER 4: SOME IMPORTANT METHODOLOGICAL AND STATISTICAL ISSUES

Multilevel Analysis Techniques and Applications, 3rd Edition is an accessible 
introduction that helps readers apply multilevel techniques to their research. The book 
also includes advanced extensions, making it useful as both an introduction for 
students and as a reference for researchers. Basic models and examples are discussed 
in nontechnical terms with an emphasis on understanding the methodological and 
statistical issues involved in using these models. In this chapter authors Joop J. Hox, 
Mirjam Moerbeek and Rens van de Schoot address a number of issues that often arise 
in modeling multilevel data.

“The multilevel regression model is more complicated than the standard single-level 
multiple regression model. One difference is the number of parameters, which is much 
larger in the multilevel model. This poses problems when models are fitted that have 
many parameters, and also in model exploration.”

R O U T L E D G E R O U T L E D G E . C O M
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CHAPTER 5: WHAT IS ACADEMIC WRITING?

Using rich examples and engaging pedagogical tools, Successful Academic Writing 
equips readers to master the challenges of academic writing in graduate school and 
beyond. Anneliese A. Singh and Lauren Lukkarila delve into nitty-gritty aspects of 
structure, style, and language, and offer a window onto the thought processes and 
strategies upon which strong writers rely on. 

“Quite literally, academic writing is more than just another way to write; it is a different 
culture with its own language.

So, how do you learn academic writing? This is the question that guides this book.”

CHAPTER 6: WRITING HAPPENS THROUGHOUT QUALITATIVE RESEARCH

How to Write Qualitative Research uses clear prose, helpful examples, and lists to 
break down and explains the most common writing tasks in qualitative research, and 
each chapter suggests step-by-step how-to approaches writers can use to tackle 
those tasks. As Marcus B. Weaver-Hightower explains:

“You might trace your final assertions in the book (or report or article) to early notes and 
proposals, at least as progenitors of what came to be. Qualitative research requires 
archiving that history, detailing methods as they evolved, tracing results from bits of data 
collected at various times, and assembling implications or recommendations based in 
empirical observation. Writing provides the thread for this complex tapestry.”

CHAPTER 7: VALIDITY 

Which types of validity evidence should be considered when determining whether  
a scale is appropriate for a given measurement situation? What about reliability 
evidence? Using clear explanations illustrated by examples from across the social 
and behavioral sciences, in Measurement Theory and Applications for the Social 
Sciences Deborah L. Bandalos prepares readers to make effective decisions about 
the selection, administration, scoring, interpretation, and development of 
measurement instruments.

“Validity is arguably the most important quality of a test because it has to do with  
the fundamental measurement issue of what our measurements instruments are  
really measuring.”

R O U T L E D G E R O U T L E D G E . C O M
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CHAPTER 8: VALIDITY IN PSYCHOLOGICAL RESEARCH 

The seventh edition of Research Methods and Statistics in Psychology provides 
readers with the most readable and comprehensive survey of research methods, 
statistical concepts and procedures in psychology today. In this chapter Hugh 
Coolican investigates issues of experimental validity and links this with the different 
threats to validity relevant to experiments, in particular, and to all.

“A little boy once said to another ‘Frogs have their ears in their legs, you know. I can  
prove it’. ‘Rubbish!’ said the other. ‘How could you possibly prove that?’ The first boy 
(nasty little brat) proceeded to chop off a frog’s legs and started to shout at the frog 
‘Jump! Go on jump! … See, he can’t hear me!’”

As you read through this FreeBook you will notice that some excerpts reference 
previous or further chapters. Please note that these are references to the original 
text and not the FreeBook.

R O U T L E D G E R O U T L E D G E . C O M
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Excerpted from Introduction to Mediation, Moderation, and Conditional Process Analysis

CHAPTER 1

Research that establishes the mechanism or mechanisms by 
which effects operate or the conditions that facilitate and inhibit 
such effects deepens our understanding of the phenomena 
scientists study. Mediation analysis and moderation analysis are 
used to establish evidence or test hypotheses about such 
mechanisms and boundary conditions. Conditional process 
analysis is used when one’s research goal is to describe the 
boundary conditions of the mechanism or mechanisms by which a 
variable transmits its effect on another. Using a regression-based 
path-analytic framework, this book introduces the principles of 
mediation analysis, moderation analysis, and their unification as 
conditional process analysis. In this initial chapter, I provide a 
conceptual overview of moderation and mediation and describe 
an example of a conditional process analysis that combines 
elements of both mediation and moderation analysis. After 
articulating my perspective on the use of statistical methods 
when testing causal processes, followed by a discussion of 
conceptual and statistical diagrams, I end with a synopsis of each 
of the chapters in this book.

A SCIENTIST IN TRAINING

As an undergraduate student studying psychology at San Jose State University back 
in the late 1980s, one of the first empirical research projects I undertook was a study 
on the relationship between students’ attitudes about college and their selection of 
seat in the classroom. I developed an instrument that purportedly (although in 
hindsight, not really) measured whether a person felt getting a college education was 
generally a good and important thing to do or not. After the participants in the study 
completed the instrument, I presented each of them with a diagram of a generic 
college classroom, with seats arranged in a 6 (row) by 5 (column) matrix, and I asked 
them to mark which seat they would choose to sit in if they could choose any seat in 
the classroom. Based on which row he or she selected, I scored how close to the 
front of the room that participant preferred (6 = front row, 5 = second row, 4 = third 
row, and so forth).

With these two measurements collected from over 200 students at San Jose State,  
I could test my prediction that students with a more positive attitude about college  
(i.e., who scored higher on my attitude scale) would prefer sitting closer to the front of 

R O U T L E D G E R O U T L E D G E . C O M

https://www.routledge.com/Introduction-to-Mediation-Moderation-and-Conditional-Process-Analysis/Hayes/p/book/9781462534654?utm_source=shared_link&utm_medium=post&utm_campaign=B181002578


10

INTRODUCTION

Excerpted from Introduction to Mediation, Moderation, and Conditional Process Analysis

CHAPTER 1

the classroom. Indeed, when I calculated Pearson’s coefficient of correlation between 
the two measurements, I found the relationship was positive as expected, r = 0.27. 
Furthermore, a hypothesis test revealed that the probability of obtaining a correlation 
this extreme or more extreme from zero (positive or negative, as I tested the hypothesis 
two-tailed even though my prediction was directional) was too small (p < .001) to 
consider it just a fluke or “chance.” Naturally, I  was excited, not realizing as I do now 
that any result is exciting whether consistent with a prediction or not. Unfortunately, 
three anonymous reviewers did not share my enthusiasm, and the then-editor of the 
Journal of Nonverbal Behavior let me know in no uncertain terms that this finding was 
neither of sufficient interest nor derived with sufficient rigor to warrant publication. 
Rather than rewriting the paper and resubmitting elsewhere, I filed the paper away and 
moved to upstate New York to pursue a PhD in social psychology.

After more than 20 years, I still have this paper, and now and then I take it out of my 
file drawer when reflecting on where I have been in my professional life and where I 
am going. Looking at it now, it is clear to me that the reviewers were correct and the 
editor’s decision sound and justified. Even if the study had been conducted with the 
kind of rigor I now ask of myself and my own students, in the paper I offered nothing 
but speculation as to why this association existed. Furthermore, I could not establish 
the direction of cause, if any. Although I argued that variations in attitudes caused 
variation in seat choice, it is just as plausible that where one sits influences one’s 
attitude about college. For example, perhaps students who sit closer to the front 
receive more attention and feedback from the instructor, can hear and see better and 
therefore learn more, and this in turn leads them to feel better about the college 
experience in general. Even if I was able to ascertain why the association exists or the 
direction of cause, I was in no position to be able to describe its boundary conditions, 
such as the type of people in whom this relationship would be expected to be larger 
or smaller. For instance, no doubt there are many bright students who love the 
college experience but for one reason or another choose to sit in the back, just as 
there are students who sit in the front even though they would much rather be 
somewhere else—anywhere else—than in that classroom.

I have learned many lessons about research over the years—lessons that began with that 
first early and unsuccessful attempt at academic publishing. I have learned that research 
is tough, that it takes patience, and that our egos often get too involved when we interpret 
feedback from others. Although this particular study never was published, I have learned 
that resilence to rejection combined with persistence following failure often does lead to 
success. But I think one of the more important lessons I’ve learned being both a producer 

R O U T L E D G E R O U T L E D G E . C O M
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and a consumer of research is how much more impressive a study is when it can speak 
to more than just whether an effect exists, whether a relationship is different from zero, 
or whether two groups differ from each other. Instead, some of the best research I have 
done and the best research I have read goes further by answering not only “whether” or 
“if,” but also “how” and “when.” Approaches to analyzing one’s data with the goal of 
answering these latter two questions is the topic of this book.

QUESTIONS OF WHETHER, IF, HOW, AND WHEN

Questions of “whether” or “if” focus primarily on whether two variables are related, 
causally or otherwise, or if something is more or less likely to happen in one set of 
circumstances or conditions than another. Such questions are often the first ones a 
scientist-in-training asks, sometimes merely by observing the world around him or 
her and wondering about it. For example, when I ask undergraduate students in a 
research methods class to conceive and design a research project, one of the popular 
topics is the effects of exposure to the thin-is-ideal standard on self-esteem and body 
dissatisfaction. Term after term, students want to design a study to see if women who 
are exposed to images of women depicted in beauty magazines, the Internet, popular 
television, and music videos—as thin and beautiful—suffer in some way from this 
exposure. I believe this is such a popular topic because it is nearly impossible to avoid 
the daily bombardment by the media of depictions of what the ideal woman should 
look like and, by extension, what society seems to value. Naturally, many wonder 
whether this is bad for women and society—if women’s sense of worth, image of their 
bodies, and likelihood of disordered eating are affected by this exposure.

Questions of the whether or if variety also serve as a starting point in our quest to 
understand the effects of something that has happened in society, when a new 
technology is developed, when a new problem confronts the people of a community  
or nation, and so forth. After the twin towers of the World Trade Center in New York City 
were brought down by terrorists on September 11, 2001, researchers started asking 
whether and what kind of physical and psychological health effects it had on those who 
experienced it (e.g., Cukor et al., 2011; DiGrande et al., 2008), those who only observed 
it from a distance (e.g., Mijanovich & Weitzman, 2010), or how people’s behavior 
changed after the event (e.g., Richman, Shannon, Rospenda, Flaherty, & Fendrich, 
2009). And a genre of television known as political entertainment has spawned much 
research about its viewers and whether programs like The Daily Show serve to politically 
educate, mobilize, or demotivate those who view them (e.g., Baumgartner & Morris, 
2006; Xenos & Becker, 2009).

R O U T L E D G E R O U T L E D G E . C O M
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The empirical literature in most every scientific discipline is replete with research that 
provides answers to questions of whether or if, and for good reason. Many theoretical 
and applied questions in the sciences focus on whether there is evidence of association 
between some presumed causal antecedent X and some putative consequent or 
outcome Y. Is a particular therapeutic method effective at reducing depression (e.g., 
Hofmann & Smits, 2008)? Does combining drugs with psychotherapy work better than 
therapy alone (e.g., Cuijpers, van Straten, Warmeredam, & Andersson, 2009)? Does 
playing violent video games or watching violent television make people aggressive (e.g., 
Anderson & Bushman, 2001; Anderson et al., 2010)? Does exposure to negative political 
advertisements turn people off from participating in the political process (e.g., Lau, 
Silegman, Held- man, & Babbit, 1999)? Are the children of divorced parents more prone 
to behavioral or psychological problems than children of married parents (e.g., Amato, 
2001; Amato & Keith, 1991; Weaver & Schofield, 2015)? Does rewarding performance at 
work increase employee satisfaction and reduce turnover (e.g., Judge, Piccolo, 
Podsakoff, Shaw, & Rich, 2010)? What sets science apart from armchair speculation is 
that we can answer such questions by collecting data. Being able to establish that two 
variables are associated—that an effect or relationship of some kind exists—is in part 
what science is about, and research that does so is worth undertaking. Indeed, the 
drive to answer questions of this sort is one of the things that motivates scientists to 
get up in the morning.

But establishing association does not translate into deep understanding even when  
a causal association can be established. We know that we better understand some 
phenomenon when we can answer not only whether X affects Y, but also how X exerts 
its effect on Y, and when X affects Y and when it does not. The “how” question relates 
to the underlying psychological, cognitive, or biological process that causally links  
X to Y, whereas the “when” question pertains to the boundary conditions of the causal 
association—under what circumstances, or for which types of people, does X exert  
an effect on Y and under what circumstances, or for which type of people, does X not 
exert an effect?

FIGURE 1.1  •  A simple mediation model with a single mediator variable M causally located between X and Y.

R O U T L E D G E R O U T L E D G E . C O M
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MEDIATION

A researcher whose goal is to establish or test how X exerts its effect on Y frequently 
postulates a model in which one or more intervening variables M is located causally 
between X and Y. One of the simplest forms of such a model is depicted in Figure 1.1. 
These intervening variables, often called mediators, are conceptualized as the 
mechanism through which X influences Y. That is, variation in X causes variation in 
one or more mediators M, which in turn causes variation in Y. For example, there is 
evidence that exposure to the thin ideal through the mass media is a risk factor if not 
an actual cause of body dissatisfaction in women (e.g., Grabe, Ward, & Hyde, 2008; 
Levine & Murnen, 2009). But how does this occur? Research suggests that 
internalization of the norm functions as a mediator of this relationship (Lopez-
Guimera, Levine, Sanchez-Cerracedo, & Fauquet, 2010). Women who report greater 
exposure (or who are given greater exposure experimentally) to the thin-as-ideal 
image of women are more likely to internalize this image and seek thinness as a 
personal goal than those with less exposure. Such internalization, in turn, leads to 
greater body dissatisfaction (Cafri, Yamamiya, Brannick, & Thompson, 2005). So 
internalization of the standard portrayed by the media is one mechanism that links 
such exposure to body dissatisfaction. Of course, other mechanisms may be at work 
too, and Lopez-Guimera et al. (2010) discuss some of the other potential mediators of 
the effect of such exposure on women’s beliefs, attitudes, and behavior.

Investigators interested in examining questions about mechanism resort to process 
modeling to empirically estimate and test hypotheses about the two pathways of 
influence through which X carries its effect on Y depicted in Figure 1.1, one direct 
from X to Y and the other indirect through M. More popularly known as mediation 
analysis, this type of analysis is extremely common in virtually all disciplines. Some of 
the most highly cited journal articles in methodology both historically (e.g., Baron & 
Kenny, 1986) and more recently (e.g., MacKinnon, Lockwood, Hoffman, & West, 2002; 
Preacher & Hayes, 2004, 2008a) discuss mediation analysis and various statistical 
approaches to quantifying and testing hypotheses about direct and indirect effects of 
X on Y. I describe the fundamentals of mediation analysis in Chapters 3 through 6.

MODERATION

When the goal is to uncover the boundary conditions of an association between two 
variables, moderation analysis is used. An association between two variables X and Y 
is said to be moderated when its size or sign depends on a third variable or set of 
variables W. Conceptually, moderation is depicted as in Figure 1.2, which represents 
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moderator variable W influencing the magnitude of the causal effect of X on Y. 
Moderation is also known as interaction. For example, experimental studies of 
exposure to the thin-as-ideal standard reveal that such exposure tends to have a 
larger effect on body dissatisfaction and affect among women who have already 
internalized the thin-as-ideal standard (see, e.g., Groetz, Levine, & Murnen, 2002).  
In other words, relative to women who strive for thinness as a personal goal, women 
who buy in less to the social norm that thinner is better are less likely to show 
evidence of body dissatisfaction after exposure to thin models through media images. 
So internalization of the norm (W) functions as moderator of the effect of exposure to 
images reflecting the thin-as-ideal norm (X) on body dissatisfaction (Y).

FIGURE 1.2  •  A simple moderation model with a single moderator variable W influencing the size of  
X’s effect on Y.

Statistically, moderation analysis is typically conducted by testing for linear interaction 
between X and W in a model of Y. With evidence that X’s effect on Y is moderated by W, 
the investigator typically will then quantify and describe the contingent nature of the 
association or effect by estimating X’s effect on Y at various values of the moderator, 
an exercise known as probing an interaction. The principles of moderation analysis are 
introduced in Chapters 7 to 10.

This example illustrates that the answers to how and when questions can be 
intertwined. A variable could function as either a mediator or a moderator,  
depending on how the phenomenon under investigation is being conceptualized and 
tested. And in principle, the same variable could serve both roles simultaneously for 
certain processes that evolve and operate over long periods of time. For instance, 
early exposure to media images that portray the thin-as-ideal norm can persuade 
adolescents that thin is indeed better, which results in body dissatisfaction given that 
few women can live up to this unrealistic and even unhealthy standard. Of course, not 
all young women will buy into this message. Among those who do, once this norm 
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has been internalized and adopted as a personal goal, it is more likely to influence 
how such women perceive themselves following later exposure to this norm relative 
to those who don’t believe thinner is better.

CONDITIONAL PROCESS ANALYSIS

It is not difficult to find examples of mediation and moderation analysis in the 
empirical literature, and there have been numerous papers and book chapters 
emphasizing the value of moderation and mediation analysis to further 
understanding processes of interest to researchers in specific disciplines, many of 
which also provide methodological tutorials (e.g., Baron & Kenny, 1986; Breitborde, 
Srihari, Pollard, Addington, & Woods, 2010; Bryan, Schmiege, & Broaddus, 2007; 
Dawson, 2014; Dearing & Hamilton, 2006; Eveland, 1997; Fairchild & McQuillin, 2010; 
Frazier, Tix, & Barron, 2004; Gogineni, Alsup, & Gillespie, 1995; Harty, Sella, & 
Kadosh, 2017; Hayes & Rockwood, 2017; Holbert & Stephenson, 2003; James & 
Brett, 1984; Kraemer, Wilson, Fairburn, & Agras, 2002; Krause, Serlin, Ward, & Rony, 
2010; Lockhart, MacKinnon, & Ohlrich, 2011; MacKinnon, Fairchild, & Fritz, 2007; 
Magill, 2011; Maric, Wiers, & Prins, 2012; Mascha, Dalton, Kurz, & Saager, 2013; 
Namazi & Namazi, 2016; Preacher & Hayes, 2008b; Ro, 2012; Schmidt & 
Scimmelmann, 2014; VanderWeele, 2016; Whisman & McClelland, 2005; Windgassen, 
Goldsmith, Moss-Morris, & Chalder, 2016). However, many of these articles don’t 
discuss the combination of mediation and moderation in the same model. This lesser 
attention to the integration of moderation and mediation analysis may be due in part 
to the fact that analytical procedures that combine moderation and mediation were 
introduced to the research community in anything resembling a systematic fashion 
only in the last 15 years or so. For instance, Muller, Judd, and Yzerbyt (2005) write 
about the mediation of a moderated effect and the moderation of a mediated effect, 
Edwards and Lambert (2007) provide a framework for testing hypotheses that 
combine moderation and mediation using path analysis, and Preacher, Rucker, and 
Hayes (2007) introduce the concept of the “conditional indirect effect” as a 
quantification of the contingent nature of a process or mechanism and provide 
techniques for estimation and inference (additional articles include Morgan-Lopez & 
MacKinnon, 2006; Fairchild & MacKinnon, 2009).

In part as a result of these articles, researchers are now frequently throwing around 
terms such as “mediated moderation,” “moderated mediation,” and “conditional 
indirect effects,” but often are only somewhat awkwardly implementing the 
corresponding analytical methods because of a lack of clear guidance from 
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methodologists for how to properly do so and write about it. To be sure, the few 
methodology articles that do exist attempt to speak to the user, and some provide 
statistical software code or tools to ease the implementation of the methods 
discussed, but only so much can be accomplished in a single journal article. 
Furthermore, the advice that does exist is fragmented and spread across multiple 
articles in different journals. Part IV of this book is dedicated to the analytical 
integration of mediation and moderation using a data-analytical strategy I termed 
conditional process modeling or conditional process analysis in the first edition of this 
book in 2013 as well as in a book chapter published around the same time (Hayes & 
Preacher, 2013). Since then, the term has gained some traction and is now appearing 
not only in the text of scientific articles but even in the titles of the articles themselves 
(e.g., Barz et al., 2016; Beullens & Vandenbosch, 2016; Desorsiers, Vine, Curtiss, & 
Klemanski, 2014; Livingston, Christianson, & Cochran, 2016; Palmer, Koenig-Lewis, 
& Assad, 2016; Quratulain & Khan, 2015).

Conditional process analysis is used when one’s research goal is to describe the 
conditional nature of the mechanism or mechanisms by which a variable transmits 
its effect on another and testing hypotheses about such contingent effects. As 
discussed earlier, mediation analysis is used to quantify and examine the direct and 
indirect pathways through which an antecedent variable X transmits its effect on a 
consequent variable Y through one or more intermediary or mediator variables.1 
Moderation analysis is used to examine how the effect of antecedent variable X on a 
consequent Y depends on a third variable or set of variables. Conditional process 
analysis is both of these in combination and focuses on the estimation and 
interpretation of the conditional nature (the moderation component) of the indirect 
and/or direct effects (the mediation component) of X on Y in a causal system. 
Although not always described using this term, the methodology articles mentioned 
earlier have prompted an increasingly widespread adoption of this analytical method. 
It is not difficult to find examples of conditional process analysis in the empirical 
literature of many disciplines, including social psychology (Kung, Eibach, & 
Grossmann, 2016; Osborne, Huo, & Smith, 2015; Wu, Balliet, & Van Lange, 2015), 
health psychology (Webb, Fiery, & Jafari, 2016), developmental psychology (Canfield 
& Saudino, 2016; Thomas & Bowker, 2015), clinical psychology and psychiatry 
(Goodin et al., 2009; Lee, Ahn, Jeong, Chae, & Choi, 2014; Rees & Freeman, 2009; 
Torres & Taknint, 2015), cognitive psychology (Rodriguez & Berry, 2016), public health 
(Blashill & Wal, 2010), sociology (Augustine, 2014; Li, Patel, Balliet, Tov, & Scollon, 
2011), women’s studies (Gaunt & Scott, 2014; Sibley & Perry, 2010), public 
administration (Smith, 2016), biological psychology and neuroscience (Little et al., 
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2015; Oei, Tollenaar, Elzinga, & Spinhoven, 2010; Thai, Taber-Thomas, &  
Pérez-Edgar, 2016), business, marketing, and management (Felipe, Rodan,  
& Leal-Rodriguez, 2016; Karnal, Machiels, Orth, & Mai, 2016; Smith, Martinez,  
& Sabat, 2016), and communication (Goodboy, Martin, & Brown, 2016; Gvirsman, 
2014; Johnson, Slater, Silver, & Ewoldsen, 2016), among others.

A concrete example will help to clarify just what conditional process analysis is all 
about. In 2011, the U.S. Congress held the American and world economies hostage 
over largely politically motivated disagreements and fighting over the conditions under 
which the amount of money the government is allowed to borrow can be raised—the 
so-called debt ceiling. In part as a result of this political bickering and a failure of 
Congress to adequately address spending and revenue problems, Standard & Poor’s 
lowered the credit rating of the U.S. government for the first time in history, from AAA 
to AA+. In this time frame, U.S. unemployment was at a recent high at over 9%, housing 
prices were falling, and so too was the value of people’s retirement portfolios. In 
roughly this same time frame, the Greek economy was bailed out by the International 
Monetary Fund, the European Union was facing economic instability, and an 
earthquake followed by a tsunami and near-nuclear meltdown at a power plant in 
Japan roiled the Japanese people and its economy. Not to downplay the significance of 
a bad economy for the public at large, but imagine owning a business in this kind of 
environment, where your economic livelihood and your ability to pay your workforce and 
your creditors depends on a public that is reluctant to let go of its money.

It is in this context that Pollack, VanEpps, and Hayes (2012) conducted a study 
examining the affective and cognitive effects of economic stress on entrepreneurs.  
Of primary interest was whether economic stress prompts business owners to 
contemplate pursuing other careers, giving up their entrepreneurial roles, and just 
doing something else instead. But Pollack et al. (2012) went further than asking only 
whether economic stress is related to such “withdrawal intentions.” They proposed 
that such economic stress leads to depressed affect, which in turn enhances a 
business owner’s intention to leave entrepreneurship and pursue another vocation. 
This is a question about not whether but how. On top of this, they proposed that 
entrepreneurs who are more socially connected to others in their field would be less 
susceptible to the deleterious effects of economic stress. Having the support of other 
entrepreneurs in your business community could help to buffer the effects of that 
stress on depression and, in turn, the desire  to leave the business. This proposed 
explanation addresses a question of when. Under what circumstances, or for which 
type of people, is the effect of stress on depression and business withdrawal 
intentions large versus small or even zero?
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To conduct this study, Pollack et al. (2012) sent a survey to members of Business 
Networking International, a social networking group for small business owners. The 
262 respondents were asked a series of questions used to score the economic stress 
they felt related to their business (higher score = more stress), whether and how 
much they thought about withdrawing from entrepreneurship (higher score = greater 
intentions to leave), the extent to which they felt various emotions (e.g., discouraged, 
hopeless, inadequate) related to their business over the last year (higher score = 
more depressed affect), and how many people they spoke to, e-mailed, or met with 
face-to-face about their business on a daily basis from this networking group (higher 
score = more social ties).

Somewhat surprisingly perhaps, there was no evidence of an association between 
economic stress and withdrawal intentions. Entrepreneurs who reported feeling 
more economic stress were no more or less likely to report greater intentions to 
withdraw from their business than those who felt less stress (r = 0.06, p > .05). But 
that is not the whole story, for this finding belies what is a more interesting, nuanced, 
and, ultimately, conditional process. A moderation analysis revealed that those who 
reported relatively higher stress did report relatively higher withdrawal intentions 
compared to those with lower stress (i.e., the relationship was positive), but this was 
true only among those with relatively few social ties with network members. Among 
those who reported relatively more social ties, there was little or even a negative 
association between economic stress and withdrawal intentions. So social ties 
seemed to buffer the effects of stress on desire to withdraw from their business 
enterprise. This is moderation; social ties moderates the effect of economic stress on 
withdrawal intentions.

FIGURE 1.3  •  A conceptual diagram of a conditional process model corresponding to the Pollack et al. 
(2012) study.
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Pollack et al. (2012) proposed that the effect of economic stress on entrepreneurial 
withdrawal intentions operated through business-related negative affect. That is, 
economic uncertainty and the resulting stress it produces bums business owners 
out, makes them feel inadequate and helpless, and leads them to choose to pursue 
other careers. This is mediation. In fact, participants who reported more economic 
stress did report more depressed affect (r = 0.34, p < .01), and those who reported 
more depressed affect reported greater intentions to withdraw (r = 0.42, p < .01). But 
this process, according to Pollack et al. (2012), can be “interrupted” by strong social 
ties. Having people you can lean on, talk to, or bounce ideas off to manage the 
business-related stress can reduce the effects of such stress on how you feel and 
therefore how you think about your future as a business owner. The evidence was 
consistent with the interpretation that economic stress affects how business owners 
feel, depending on their social ties. Entrepreneurs under relatively more economic 
stress who also had relatively few social ties reported relatively more business-
related depressed affect. But among those with relatively more social ties, economic 
stress was unrelated or even negatively related to negative affect. So social ties 
moderated the effect of stress on negative affect as well as on withdrawal intentions.

A conceptual diagram of a conditional process model corresponding to this example 
can be found in Figure 1.3. This diagram depicts what some have called moderated 
mediation and others have called mediated moderation. In fact, it depicts both. It has 
been given other labels as well, such as a direct effect and first stage moderation 
model (Edwards & Lambert, 2007). Regardless, observe that this diagram depicts  
two moderated relationships, one from economic stress to depressed affect (X  M), 
and the other from economic stress to withdrawal intentions (X  Y), both of which 
are diagrammed as moderated by social ties (W). In addition, there is an indirect 
effect of economic stress on withdrawal intentions through depressed affect depicted 
(X  M  Y), but because this indirect effect includes a component that is proposed 
as moderated (the X  M association), the indirect effect is also moderated or 
conditional. The direct effect of economic stress on withdrawal intentions (X  Y) is 
also depicted as moderated. According to this diagram, it too is conditional, for it 
depends on social ties. Thus, the process linking economic stress to withdrawal 
intentions through depressed affect is moderated or conditional, hence the term 
conditional process model. Throughout this book I describe how to piece the 
components of this model together and estimate and interpret direct and indirect 
effects, moderated as well as unmoderated.2
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The example depicted in Figure 1.3 is only one of the forms that a conditional process 
model can take.  A few additional possibilities can be found in Figure 1.4, but these 
still represent only some of the many, many ways that moderation and mediation can 
be combined into a single integrated model. Panel A depicts a model in which the  
M  Y effect is moderated by W, called a second stage moderation model in terms 
introduced by Edwards and Lambert (2007). For examples of this model in published 

FIGURE 1.4  •  Some variants of a conditional process model, from quite simple (A) to fairly complex (F).
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research, see Boren and Veksler (2015), Canfield and Saudino (2016), and Kuwabara, 
Yu, Lee, and Galinsky (2016). The model in panel B adds moderation of the X  M 
effect to the model in panel A, yielding a first and second stage moderation model 
(Edwards & Lambert, 2007). Papadaki and Giovalolias (2015) and Thai et al. (2016) 
provide examples of this model. Panel C is like the model in panel A but adds 
moderation of the direct effect of X (X  Y) by Z. Panel D depicts moderation of the  
M  Y effect by W, which itself is moderated by Z. See Fries, Brown, Carroll, and Arkin 
(2015) and Krieger and Sarge (2013) for examples. Panels E and F show models with 
more than one mediator. The model in panel E is similar to panel B but includes 
moderation by W of all effects to and from M1 and M2 (see, e.g., Jones et al., 2013; 
Takeuchi, Yun, & Wong, 2011). Panel F depicts a complex model (see Andreeva et al., 
2010) with three mediators and two moderators. In this model, the XM3 effect is 
moderated by both W and Z, the X  M1 effect is moderated by Z, and the M2Y effect 
is moderated by W.

CORRELATION, CAUSALITY, AND STATISTICAL MODELING

The study of economic stress in entrepreneurs just described illustrates what 
conditional process analysis is all about, but it also illustrates what some construe as 
a weakness of mediation analysis in general, as well as how liberally people often 
attribute causality as the mechanism producing the associations observed in any kind 
of study. These findings come from a cross-sectional survey. This study is what is 
often called called observational rather than experimental. All measurements of 
these entrepreneurs were taken at the same time, there is no experimental 
manipulation or other forms of experimental control, and there is no way of 
establishing the causal ordering of the relationships observed. For example, people 
who are feeling down about their business might be more likely to contemplate 
withdrawing, and as a result they work less, network less often with other business 
leaders, and feel more stress from the economic pressures that build up as a result. 
The nature of the data collection makes it impossible to establish what is causing 
what. In terms of the three criteria often described as necessary conditions for 
establishing causation (covariation, temporal ordering, and the elimination of 
competing explanations), this study establishes, at best, only covariation between 
variables in the causal system.

Experimentation and, to a lesser extent, longitudinal research offer some advantages 
over cross-sectional research when establishing causal association. For example, 
suppose economic stress was experimentally manipulated in some way, but 
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otherwise the same results were found. In that case, we would be in a much better 
position to argue direction of cause, at least in part. Random assignment to levels of 
economic stress would ensure that neither social ties, depressed affect, nor 
withdrawal intentions could be affecting the stress the study participants felt. It also 
guarantees that economic stress and depressed affect are not spuriously associated, 
meaning they share a common cause. But random assignment would not help 
establish the correct temporal ordering of depressed affect and withdrawal 
intentions. Although it could be that economic stress influences depressed affect 
which, in turn, influences withdrawal intentions (XMY), it remains possible that 
economic stress influences withdrawal intentions, which then influences depressed 
affect (XYM).

To deal with this limitation of one-shot experimental studies, a sequence of 
experimental studies can help to some extent (see Stone-Romero & Raposa, 2010). 
First, one attempts to establish that X causes M and Y in one experimental study. 
Success at doing so can then be followed with a second experimental study to 
establish that M causes Y rather than Y causing M. The estimates from such analyses 
(perhaps including a moderation component as well) could then be pieced together to 
establish the nature (conditional or not) of the indirect effects of X on Y through M. 
But as Spencer, Zanna, and Fong (2005) note, it is not always easy or even possible to 
establish convincingly that the M measured in the first study is the same as the M 
that is manipulated in the second study. Absent such equivalence, the ability of a 
sequence of experiments to establish a causal chain of events is compromised.

Collecting data on the same variables over time is an alternative approach to studying 
causal processes, and doing so offers some advantages. For instance, rather than 
measuring entrepreneurs only once, it would be informative to measure their 
experience of economic stress on multiple occasions, as well as their depressed 
affect and intentions to withdraw from entrepreneurial activity. If economic stress 
influences withdrawal intentions through its effect on depressed affect, then you’d 
expect that people who are under more stress than they were before would express 
stronger intentions to withdraw than they expressed earlier as a result of feeling more 
depressed affect than they were feeling earlier. But covariation over time does not 
imply cause, just as covariation at a single time fails to establish a causal association. 
There are statistical procedures that attempt to disentangle contemporaneous from 
time-lagged association (e.g., Finkel, 1995), and there is a growing literature on 
moderation and mediation analysis, as well as their combination, in longitudinal 
studies (e.g., Bauer, Preacher, & Gil, 2006; Cole & Maxwell, 2003; Cheong, 
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MacKinnon, & Khoo, 2003; Selig & Preacher, 2009). With the exception of a brief 
treatment in section 14.7, I do not address this literature or corresponding methods 
in this book.

Some advance the argument that scientists really should not attempt to model 
purportedly causal processes with data that do not afford causal interpretation, such as 
when the data are purely correlational in nature. For instance, Maxwell, Cole, and 
Mitchell (2011) take the position that trying to get at causal processes using mediation 
analysis with correlational data is “almost certainly futile” (p. 836). And Trafimow (2015) 
edited an entire issue of Basic and Applied Social Psychology dedicated to the position 
that mediation analysis as widely practiced and interpreted is fundamentally flawed, 
and published with “no effort to be locally fair” as a goal but, rather, to “reduce the 
dependence of social psychologists on this questionable paradigm.”3

My perspective is much more relaxed than these extreme positions. We don’t use 
statistical methods to make causal inferences. Establishing cause and effect is more a 
problem in research design and logical analysis than one in data analysis. Statistical 
methods are just mathematical tools that allow us to discern order in apparent chaos, 
or signals of processes that may be at work amid random background noise or other 
processes we haven’t incorporated into our models. The inferences that we make about 
cause are not products of the mathematics underneath the modeling process. Rather, 
the inferences we make are products of our minds—how we interpret the associations 
we have observed, the signal we believe we have extracted from the noise. To be sure, 
we can and should hold ourselves to a high standard. We should strive to design 
rigorous studies that allow us to make causal inferences with clarity when possible. 
But we won’t always be able to do so given constraints on resources, time, the 
availability of data, the generosity of research participants, and research ethics. We 
should not let the limitations of our data collection efforts constrain the tools we bring 
to the task of trying to understand what our data might be telling us about the 
processes we are studying. But we absolutely should recognize the limitations of our 
data and couch our interpretations with the appropriate caveats and cautions.

Causality is the cinnamon bun of social science. It is a sticky concept, and 
establishing that a sequence of events is a causal one can be a messy undertaking. 
As you pick the concept apart, it unravels in what seems like an endless philosophical 
spiral of reductionism. Even if we can meet the criteria of causality when testing a 
simple XMY model, what is the mechanism that links X and M, and M to Y? 
Certainly, those causal processes must themselves come into being through some 
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kind of mechanism. What are the mediators of the individual components of the 
causal chain? And what mediates the components of those components? And if those 
mediators can be established as such, what mediates those effects?

In other words, we have never really explained an association entirely, no matter how 
many intervening variables we propose and account for linking X and Y. This does not 
mean that it is not worth thinking deeply about what cause means or discussing and 
debating what kinds of standards we must hold ourselves to as scientists in order to 
accept causal interpretations. But that isn’t going to happen in this book. There are 
other books and journal articles on the topic of causality if you want to explore the 
concept on your own (e.g., Davis, 1985; Holland, 1986; Morgan & Winship, 2007; 
Pearl, 2009), and there is a growing chorus of quantitative social scientists who reject 
the regression-based orientation I outline here on the grounds that linear modeling 
and statistical adjustment simply don’t do the job many people claim it does. That 
said, this book is about statistically modeling relationships—relationships that may 
but may not be causal in the end—and I think you will find the techniques and tools 
described here useful in your quest to understand your data and test some of your 
theoretical propositions and hypotheses. Just how large an inferential chasm 
between data and claim you attempt to leap is your decision to make, as is how you 
go about justifying your inference to potential critics. I will not, nor should I or anyone 
else, forbid you to use the methods described here just because your data are only 
correlational in nature.

STATISTICAL AND CONCEPTUAL DIAGRAMS, AND ANTECEDENT AND 

CONSEQUENT VARIABLES

When discussing our ideas about the relationships between variables with colleagues 
or when giving a lecture or trying to describe our ideas in research articles, we often 
do so using what I am calling a conceptual diagram in this book. I have already used 
conceptual diagrams three times in this introductory chapter, once for mediation in 
Figure 1.1, one for moderation in Figure 1.2, and again for the conditional process 
model depicted in Figure 1.3. A conceptual diagram represents a set of relationships 
between variables, with the direction of the arrow representing what we are treating 
as either the direction of causal flow, or merely denoting which variable is considered 
predictor (with an arrow pointing away from it) and which is considered outcome (with 
an arrow pointing at it) in the process one is describing or theorizing.  Conceptual 
diagrams are not the same as what are known as path diagrams in the structural 
equation modeling literature. A conceptual diagram does not represent a set of 
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mathematical equations the way that a path diagram does. A conceptual diagram is 
used merely to convey ideas about relationships, whether causal, noncausal, or 
moderated, between variables.

A statistical diagram, by contrast, is like a path diagram, in that it represents a set of 
equations, in visual form, corresponding to a conceptual diagram. The statistical 
diagram visually depicts how the effects represented in a conceptual diagram would 
actually be estimated by a mathematical model, such as a linear regression model. 
An example of a statistical diagram for a simple moderation model as depicted in 
conceptual form in Figure 1.5, panel A, can be found in Figure 1.5, panel B. In a 
statistical diagram, boxes represent explicitly measured or observed variables  
(i.e., variables that actually exist in one’s dataset), and the solid unidirectional arrows 
represent predictor of or predicted from, depending on whether the arrow points to  
or from the variable. It may be that two variables connected by an arrow are in fact 
causally related, with the direction of causal flow represented by the direction of the 
arrow. But resist the temptation to interpret solid unidirectional arrows in a statistical 
diagram as necessarily implying something about causality. That may not be what 
they are intended to convey, although they may, depending on context. No distinction 
is made in a statistical diagram between “cause of” and “predictor of.”

Throughout this book, any variable in a statistical diagram that has an arrow pointing 
at it I will call a consequent variable, and any variable that has an arrow pointing away 
from it I will call an antecedent variable. I will also use these terms when referring to 
variables in a model expressed in equation form. Antecedent is synonymous with 
predictor or independent variable, and consequent is synonymous with dependent or 
outcome variable. If a variable in a statistical diagram has an arrow pointing at it, it is 
a consequent variable by definition, and it is being predicted by all antecedents that 
send an arrow to it. The number of consequent variables in a statistical diagram 
corresponds to the number of equations the diagram represents.

A consequent variable may or may not be an antecedent variable, depending on 
whether it sends an arrow to another variable. A variable can be both antecedent and 
consequent in some models discussed later in the book, meaning that the same 
variable can be an outcome or dependent variable in one equation but a predictor or 
independent variable in another equation. Antecedent and consequent variables are 
similar to but not the same as exogeneous and endogeneous variables in the language 
of structural equation modeling. An endogeneous variable in structural equation 
modeling is a consequent variable by definition, but an endogeneous variable can’t 
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also be an exogeneous variable in structural equation modeling terms, whereas a 
consequent variable can also be an antecedent variable if it sends an arrow to 
another variable.

Looking at Figure 1.5, it is apparent that there are four observed variables in this model, 
three of which are antecedent and one of which is consequent. Because there is only one 
consequent variable in this diagram, it represents a single equation of the form

as will be discussed in detail in Chapter 7. In this model, the consequent variable Y  
is being predicted by three antecedent variables, X, W, and XW (the latter being the 
product of X and W) because Y receives an arrow from each of these antecedents. 
That is, these three antecedents are predictors of the consequent Y because they 
point an arrow at Y.

Any variable functioning as a consequent in a statistical model is assumed to be 
predicted from its antecedent variables with some degree of error. The error in 
estimation of a consequent variable is represented in a statistical diagram with the 
letter e and a dashed line pointing at its corresponding consequent variable. The 
subscript for an error will be the same as the label given to the consequent variable  
it is attached to. I use a dashed line rather than a solid line because we don’t usually 
think of the error in estimation as a predictor of the consequent (which would be 
denoted by a solid arrow), although it could be construed in that way.

Observe in Figure 1.5 that each arrow in the statistical diagram has a label attached 
to it. Labels attached to arrows between variables represent the regression 
coefficients for each antecedent variable in the statistical model of the consequent. 
Depending on whether the diagram depicts a model prior to estimation of the 
coefficients or conveys the results after model estimation, these labels will either be 
numbers or some other symbol, such as a letter of the alphabet. For instance, 
without information about the values of b1, b2, and b3, it makes sense to label them 
symbolically and generically in this way, because their values are not known. 
However if a diagram is being used to depict the results after estimation of the 
model, one might instead use the actual regression coefficients calculated using the 
data available. In this case, b1, b2, b3 could be replaced with numbers like 0.235, 
-0.127, and 0.221, respectively. Alternatively, one might use the labels in the diagram 
but place their estimated values in a table corresponding to the diagram. The label 

Equation 1.1
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attached to an arrow leading from a consequent’s error in estimation will typically be 
1, as errors in estimation are almost always given a weight of 1 in a linear model.4

In regression analysis, we generally assume that the antecedents of a common 
consequent either are or might be correlated with each other. Such assumed 
covariation between antecedent variables is often depicted in path diagrams using 
curved bidirectional arrows. However, I will not depict such covariation in a statistical 
diagram, because doing so can very quickly make a compact visual representation of 
a set of equations very complex and cluttered, and its meaning harder to discern. As 
a general rule, all antecedent variables not connected with a unidirectional arrow are 
assumed to be correlated. There may be occasions when it is necessary to include 
certain covariances in a statistical diagram in order to convey important estimation 
information, such as in models that combine moderation and mediation. I will do so 
when needed.

Linear regression models such as those represented by equation 1.1 typically contain  
a regression constant or intercept, denoted here as iY because equation 1.1 is a model of 

FIGURE 1.5  •  A simple moderation model depicted as a conceptual diagram (panel A) and a statistical 
diagram (panel B).
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consequent Y. It may be that this constant is fixed to zero as a result of certain 
transformations of the data, such as mean centering or standardization, but that 
doesn’t mean it doesn’t exist when it isn’t formally specified in the equation. I will not 
visually depict the constant in a statistical diagram corresponding to that model 
because, like covariation between antecedents, doing so adds unnecessary visual 
clutter while providing no information that is particularly relevant to interpretation. But 
its absence from the diagram should not be interpreted as its absence from the model.

To reduce the potential for confusing a conceptual diagram and a statistical diagram, 
I make clear in the figure captions whether a diagram corresponds to a model in 
statistical or conceptual form. In addition, because a conceptual diagram is not 
intended to be a representation of an equation or set of equations, a conceptual 
model will not depict the errors in estimation, whereas a statistical model will. 
Finally, all variables in a conceptual model will be denoted by gray boxes, as opposed 
to the white boxes used in a statistical diagram.

STATISTICAL SOFTWARE

I believe that the widespread adoption of modern methods of analysis is greatly 
facilitated when these methods are described using software with which people are 
already familiar. Most likely, you already have access to the statistical software I will 
emphasize in this book, primarily SAS and IBM SPSS Statistics (the latter of which I 
refer to henceforth simply as SPSS). Although other software could be used (such as 
Mplus, LISREL, AMOS, or other structural equation modeling programs), most of 
these don’t implement at least some of the procedures I emphasize in this book. And 
by eliminating the need to learn a new software language, I believe you more quickly 
develop an understanding and appreciation of the methods described herein.

Throughout the pages that follow I will emphasize estimation of model parameters 
using ordinary least squares (OLS) regression. Although any program that can 
conduct OLS regression analysis can estimate the parameters of most of the models 
I describe, such programs can only get you so far when taken off the shelf. For 
instance, no program I am aware of implements the Johnson–Neyman technique for 
probing interactions, and neither SPSS nor SAS can generate bootstrap confidence 
intervals for products of parameters, a method I advocate for inference in mediation 
analysis and conditional process analysis. Over the last several years, I have been 
publishing on moderation and mediation analysis and providing various tools for 
SPSS and SAS in the form of “macros” that simplify the analyses I describe in this 
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book. You may have used one of these tools yourself, such as INDIRECT (Preacher & 
Hayes, 2008a), MODMED (Preacher et al., 2007), SOBEL (Preacher & Hayes, 2004), or 
MODPROBE (Hayes & Matthes, 2009). 

But each of these tools was designed for a specific task and not others, and keeping 
track of which tool should be used for which analysis can be difficult. So rather than 
confuse you by describing the ins-and-outs of each of these tools, I designed a new 
macro, released with the first edition of this book, called PROCESS that integrates 
most of the functions of my earlier macros into one handy command or dialog box, 
and with additional features not available in my other macros. PROCESS has become 
very popular, and my prediction is that you will come to love PROCESS and will find 
yourself turning to it again and again in your professional life. If you have used 
PROCESS before, you will find the latest version is dramatically improved relative to 
earlier releases described in the first edition of this book. PROCESS is freely available 
and can be downloaded from www.processmacro.org, and its features are documented 
with various examples throughout this book and also in Appendix A. I recommend 
familiarizing yourself with the documentation before attempting to use PROCESS.  
You should also check back now and then with www.processmacro.org to see if any 
updates have been released since you last downloaded it.

The advent of the graphic user interface (GUI) in the 1980s made data analysis a 
point-and-click enterprise for some and turned what is a distasteful task for many 
into something that is actually quite fun. Yet I still believe there is value to 
understanding how to instruct your preferred software package to perform using 
syntax or “code.” In addition to providing a set of instructions that you can easily save 
for use later or give to collaborators and colleagues, syntax is easier to describe in 
books of this sort than is a set of instructions about what to click, drag, point, click, 
and so forth, and in what sequence. Users of SAS have no choice but to write in code, 
and although SPSS is highly popular in part because of its easy-to-navigate user 
interface, and I do provide a GUI-based version of PROCESS, I nevertheless will 
describe all SPSS instructions using syntax. In this book, all code for whatever 
program I am using or describing at that moment will be denoted with courier 
typeface in a box. For SPSS commands, the code will be set in a black box with white 
text, as below.

 process y=intent/x=exposure/m=attitude/w=social/model=8/boot=10000.
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But for SAS code, I will use a white box with black text. So the SAS version of the 
command above will look like

 %process (data=example,y=intent,x=exposure,m=attitude,w=social,model=8, 

     boot=10000);

Some commands will not fit in a single line in this book and must be carried below to 
the next line. When this occurs, it will be denoted by in- dentation of the continuing 
text, as in the SAS example above. A command has ended when you see a command 
terminator. In SPSS, the command terminator is a period (“.”), whereas in SAS it is 
the semicolon (“;”). A failure to include a command terminator at the end of your 
command is likely to confuse your software, and a string of errors is likely.

New to this edition of the book, in several chapters I provide R code for visualizing 
interactions and moderated direct and indirect effects. R code will stand out from  
the SPSS and SAS code through the use of a gray box and black letters, as in

 plot(y=attitude,x=skeptic,pch=15)

OVERVIEW OF THIS BOOK

This book is divided into five thematic parts as well as a few appendices. The first 
part, which you are reading now, consists of the introductory material in this chapter 
as well as an overview of the fundamentals of linear regression analysis in Chapter 2. 
These chapters should be considered important prerequisite reading. If you are not 
familiar with linear regression analysis, almost nothing in this book will make any 
sense to you. So although the temptation to skip the material in this first part may be 
strong, do so at your own risk.

Chapters 3 through 6 define the second part, which is devoted to mediation analysis. 
Chapter 3 illustrates the principles of elementary path analysis, with a focus on the 
partitioning of the total effect of antecedent variable X on consequent variable Y into 
direct and indirect effects, as well as means of making statistical inference about direct 
and indirect effects. Chapter 4 discusses the disadvantages of older approaches to 
mediation analysis, some controversies such as confounding and causal order, and it 
addresses models with multiple causal antecedent or consequent variables. Chapter 5 
extends the principles and methods introduced in Chapter 3 into the realm of multiple 
mediator models—models of causal influence that are transmitted by two or more 
intervening variables operating in parallel or in sequence. This second part of the book 
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ends with Chapter 6, new to this edition, that focuses on mediation analysis when the 
causal antecedent variable X is multicategorical.

The third part is Chapters 7 through 10, and the topic is moderation analysis. In 
Chapter 7, I define the concept of a conditional effect and show how to set up a linear 
model that allows the effect of one variable on another to depend linearly on a third 
variable. I illustrate how a hypothesis of moderation is tested and how to interpret the 
regression coefficients of the corresponding model. I also introduce a few methods of 
dissecting the conditional nature of association and show how to construct a visual 
representation of moderation. Chapter 8 illustrates the generality of the procedure 
introduced in Chapter 7, including interaction between quantitative variables or 
between dichotomous moderators and focal antecedents. Chapter 9 addresses 
various miscellaneous issues in the estimation of models that allow one variable’s 
effect to depend on another, such as models with multiple interactions, and a 
debunking of myths and misunderstandings about centering and standardization in 
moderation analysis. Chapter 10, new to this edition, concludes the moderation 
analysis section of the book by extending the principles described in the prior 
chapters to models with a multicategorical focal antecedent or moderator.

Chapters 11 through 13 define the fourth part of the book. The topic is conditional 
process analysis. Chapter 11 provides numerous examples of conditional process 
models proposed and estimated in the literature, introduces the important concepts 
of conditional and unconditional direct and indirect effects, describes how they are 
defined mathematically, and shows how they are estimated. Chapter 12 provides a 
slightly more complex analytical example of conditional process analysis while also 
illustrating the distinction between moderated mediation and mediated moderation. 
Chapter 13 integrates principles from Chapters 6, 10, 11, and 12, applying them to a 
conditional process analysis with a multicategorical antecedent variable.

The fifth section of the book contains only one chapter that closes the body of the 
book. Chapter 14 addresses various miscellaneous issues and frequently asked 
questions about the analysis of the mechanisms and their contingencies. Some of the 
topics include how to approach a complex analysis, scientific writing, a brief 
treatment of repeated measures designs, and whether a variable can be both 
moderator and mediator in the same model.

Most statistical methods books include appendices, and this one is no exception. 
Appendix A is the documentation for PROCESS, a macro freely available for SPSS and 
SAS that greatly simplifies the analyses I describe in this book. PROCESS has evolved 
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considerably since the release of the first edition of this book, and a new Appendix B 
describes one of its greatest new features: a new syntax structure allowing you to 
build a model from scratch rather than having to rely on the preprogrammed models. 
PROCESS has become quite popular in the last few years, but not everyone trying to 
use it understands clearly just what it does or exactly how it works. I recommend 
reading the documentation before using PROCESS in any research you are going to 
attempt to publish.

This is an introductory book, and so there are many important, interesting, and some 
could say critical points and controversies that I gloss over or completely ignore. For 
example, all of the analyses I illustrate are done using OLS regression-based path 
analysis, which assumes fixed effects, continuous outcomes, and the absence of 
random measurement error. Of course, we generally don’t measure without error, and 
it is well known that a failure to account for random measurement error in the 
variables in a linear model can produce bias and possibly misleading results. And often 
our outcomes of interest are not continuous. Rather, they may take one of two values or 
perhaps are measured on a course ordinal scale. In such cases OLS regression is not 
appropriate. I also neglect repeated measures and multilevel designs, with the 
exception of a brief discussion in section 14.7. These are all interesting and important 
topics, to be sure, and there is a developing literature in the application of mediation 
and moderation analysis, as well as their combination, to such problems. But assuming 
you don’t plan on abandoning OLS regression any time soon as a result of some of its 
weaknesses and limitations, I believe you will be no worse for the wear and, I predict, 
even a bit better off once you turn the last page and have developed an understanding 
of how to use OLS regression to model complicated, contingent processes.

CHAPTER SUMMARY

The outcome of an empirical study is more impressive, more influential, and more 
helpful to our understanding of an area of scientific inquiry if it establishes not only 
whether or if X affects Y but also how and when that relationship holds or is strong 
versus weak. If all effects exist through some kind of mechanism, and all effects have 
some kind of boundary conditions, then the most complete analysis answers both the 
how and when question simultaneously. In this chapter I have introduced the 
concepts of mediation (how X influences Y) and moderation (when X influences Y) and 
their combination in the form of a conditional process model. Although data analysis 
cannot be used to demonstrate or prove causal claims, it can be used to determine 
whether the data are consistent with a proposed causal process. Thus, the methods 
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described in this book are useful for testing causal processes even absent data that 
lend themselves to unequivocal causal interpretation. My emphasis throughout this 
book is on the use of regression-based path analysis as a means of estimating 
various effects of interest (direct and indirect, conditional and unconditional). In order 
to grasp the material throughout this book, the basic principles of linear modeling 
using regression analysis must be well understood. Thus, the next chapter provides 
on overview of the fundamentals of linear regression analysis.
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In this chapter we will delve into a little more detail about multiple regression and 
explain some concepts a little more fully. This chapter probably includes more 
formulas than in any other, but I will try to explain concepts several different ways to 
ensure that at least one explanation makes sense to every reader. The chapter is 
short, but if math and statistics do not come easily to you, you may need to read this 
chapter more than once. Your perseverance will pay off with understanding!

WHY R2 ≠ r2 + r2

I noted in the last chapter that, as a general rule, R2 is not equal to r2 + r2 and briefly 
mentioned that this was due to the correlation between the independent variables. 
Let’s explore this phenomenon in more detail. To review, in the example used in the 
beginning of Chapter 2, r2 HWork•Grades = .3272 = .107, and r2 ParEd•Grades = .2942 = .086.

The R2 from the regression of GPA on Homework and Parent Education was .152. 
Obviously, .152 ≠ .107 + .086. Why not? We’ll approach this question several different 
ways. First, recall one of the formulas for R2:

Note that the squared multiple correlation depends not only on the correlation 
between each independent variable and the dependent variable but also on the 
correlation between the two independent variables, r12, or, in this case rHWork•ParEd,  
a value of .277.

Next, look at Figure 3.1. The circles in the figure represent the variance of each 
variable in this regression analysis, and the areas where the circles overlap represent 
the shared variances, or the r2’s, among the three variables. The shaded area marked 
1 (including the area marked 3) represents the variance shared by Grades and 
Homework, and the shaded area marked 2 (including the area marked 3) represents 
the variance shared by Parent Education and Grades. Note, however, that these areas 
of overlap also overlap each other in the doubly shaded area marked 3. This overlap 
occurs because Homework and Parent Education are themselves correlated. The 
combined area of overlap between Homework and Grades and between Parent 
Education and Grades (areas 1 and 2) represents the variance of Grades jointly 
accounted for by Homework and Parent Education, or the R2. As a result of the joint 
overlap (3), however, the total area of overlap is not equal to the sum of areas 1 and 2; 
area 3 is counted once, not twice. In other words, R2 is not equal to r2 + r2.
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Using this logic, it follows that if the correlation between the two independent 
variables is zero then R2 will equal r2  + r2. Such a situation is depicted in Figure 3.2, 
where the area of overlap is indeed equal to the sum of areas 1 and 2, because the 
two independent variables do not themselves overlap. Likewise, turning to the 
formula for R2, you can see what happens when r12 is equal to zero. The formula is

When zero is substituted for r12,

the formula reduces to R2
y.12=r2

y1+r2
y2.

Figure 3.1  •  Venn diagram illustrating the shared 
variance (covariance) among three variables. The 
shaded areas show the variance shared by each 
independent variable with the dependent variable.  
Area 3 shows the variance shared by all three variables.

Figure 3.2  •  Venn diagram illustrating the shared variance 
among three variables. In this example, there is no correlation 
(and no shared variance) between the two independent variables.
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Figure 3.3  •  Multiple regression results when there is no correlation between the two independent 
variables.

<< Figure 3.4  •  Path 
representation of the 
effects of Parents’ 
Education and Homework 
on Grades when there is a 
correlation of zero between 
the two predictors. Note 
that the standardized 
regression coefficients  
are the same as their 
correlations with Grades.
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Let’s double-check. Figure 3.3 shows the results of the regression of Grades on 
Homework and Parent Education in the (unlikely) event that the correlation between 
Homework and Parent Education is zero (the data are simulated). Note that the 
correlations between Parent Education and Grades (.294) and between Homework 
and Grades (.327) are the same as in Chapter 2, but that the correlation between 
Parent Education and Homework is now zero. And consistent with our reasoning 
above, R2 now equals r2 + r2.

R2 Grades⋅ HWork⋅ ParEd = r2 Grades⋅ ParEd + r2 Grades⋅ HWork

.193= .2942 + .3272

.193= .193

Also note that when the independent variables are uncorrelated, the β’s are again 
equal to the correlations (as with simple regression). The reason why is, of course, 
that the formula for β,

reduces to β1 = ry1 when r12 = 0.

Figure 3.4 shows this regression in path format. Notice the correlation of zero 
between the two independent variables. With this lack of relation between the two 
variables, the standardized coefficients are the same as the correlations and the  
R2 = r2 + r2.

To reiterate, the R2 depends not only on the correlations of the independent variable 
with the dependent variable, but also on the correlations among the independent 
variables. As a general rule, the R2 will be less than the sum of the squared 
correlations of the independent variables with the dependent variable.1 The only time 
R2 will equal r2 + r2 is when the independent variables are uncorrelated, and this 
happens rarely in the real world.

PREDICTED SCORES AND RESIDUALS

It is worth spending some time examining more detailed aspects of multiple regression, 
such as the residuals and the predicted scores. Understanding these aspects of 
regression will help you more completely understand what is going on in multiple 
regression and also provide a good foundation for topics that we will cover later.
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Among other things, residuals (the error term from the regression equation) are useful 
for diagnosing problems in regression, such as the existence of outliers, or extreme 
values. We will address the use of residuals for diagnostic purposes in Chapter 9.

In Chapter 2 we saw how to use the regression equation to predict an individual’s score 
on the outcome. Simply plug a person’s values for the two independent variables (i.e., 
Parent Education and Homework time) into the regression equation and you get the 
person’s predicted grade-point average. So, using the first regression equation from the 
previous chapter, an 8th-grade student who reports 5 hours of homework per week, and 
with a parent education level of 16 (four years of college), would have a predicted GPA of 
82.103. We also may be interested in the predicted outcomes for everyone in our data set. 
In this case, it is simple to have our statistics program calculate the predicted scores as a 
part of the multiple regression analysis. In SPSS, for example, simply click on the Save 
button in multiple regression and highlight Predicted Values; Unstandardized (see  
Figure 3.5). While we’re at it, we’ll also ask for the unstandardized residuals. In SAS, you 
can get predicted values and residuals using an OUTPUT statement.

<< Figure 3.5  •  Generating predicted 
values and residuals in SPSS.
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Figure 3.6  •  Partial listing comparing Grades (Y), Predicted Grades (Y’), and the residuals as output by the 
computer program, and the error term as computed by subtraction (Y−Y’).

GRADES PREDGRAD RESID_1 ERROR_1

78 76.52082 1.47918 1.47918

79 81.34282 –2.34282 –2.34282

79 75.53297 3.46703 3.46703

89 79.48435 9.51565 9.51565

82 80.12053 1.87947 1.87947

77 78.49651 –1.49651 –1.49651

88 79.48435 8.51565 8.51565

70 77.50866 –7.50866 –7.50866

86 81.2256 4.7744 4.7744

80 80.35498 –.35498 –.35498

76 78.14484 –2.14484 –2.14484

72 79.48435 –7.48435 –7.48435

66 76.63804 –10.63804 –10.63804

79 79.36713 –.36713 –.36713

76 75.88464 0.11536 0.11536

80 86.56656 –6.56656 –6.56656

91 84.18914 6.81086 6.81086

85 83.08407 1.91593 1.91593

79 82.44789 –3.44789 –3.44789

82 78.37928 3.62072 3.62072

94 81.57727 12.42273 12.42273

91 79.60157 11.39843 11.39843

80 80.35498 –.35498 –.35498

73 82.33067 –9.33067 –9.33067

77 78.61373 –1.61373 –1.61373

76 82.09622 –6.09622 –6.09622

84 76.63804 7.36196 7.36196

81 82.09622 –1.09622 –1.09622

97 87.03545 9.96455 9.96455

80 82.21344 –2.21344 –2.21344

74 82.09622 –8.09622 –8.09622

83 87.15267 –4.15267 –4.15267

78 80.4722 –2.47220 –2.47220

64 84.94254 –20.94254 –20.94254
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I again regressed Grades on Parent Education and Homework using the 8th-grade 
data from Chapter 2, but this time saved the predicted scores and residuals.  
Figure 3.6 shows Grades (first column) and the Predicted Grades (PredGrad) for  
the first 34 cases of our Homework & Grades data from Chapter 2. Note that for 
some students we predict higher grades based on the regression equation than they 
actually earned, whereas for other students their actual grades were higher than 
their predicted grades. Obviously, the prediction is not exact; in other words, there is 
error in our prediction.

The third column in this figure shows the residuals from this regression (Resid_1). 
What are the residuals? Conceptually, the residuals are what is left over or 
unexplained by the regression equation. They are the errors in prediction that we 
noticed when comparing the actual versus predicted Grades. Remember one form of 
the regression equation (with two independent variables): y = a + bX1 + bX2 + e. In this 
equation, the residuals are equal to e, the error term from the regression.

Remember also the other form of the regression equation, using the predicted scores on 
Y (symbolized as Y’), in this case the predicted grades: Y’ = a + bX1 + bX2. We can subtract 
this formula from the first formula to figure out how to solve for e, the residuals:

Thus, in the present example, the residuals are simply the predicted grades 
subtracted from  the actual grades. The final column in Figure 3.6 (Error_1) shows 
the results of Y − Y’, in which I simply subtracted the predicted grades from actual 
grades. Notice that this error term is identical to the residuals (RESID_1). The 
residuals are what are left over after the predicted outcome variable is removed  
from the actual outcome variable; they are the inaccuracies, or errors of prediction. 
Another way of thinking of the residuals is that they are equivalent to the original 
dependent variable (Grades) with the effects of the independent variables (Parent 
Education and Homework) removed.

REGRESSION LINE

With simple regression, we can also understand the predicted scores and residuals 
using the regression line. With simple regression, we can find the predicted scores 
using the regression line: find the value of the independent variable on the X-axis,  
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go straight up to the regression line, and then find the value of the dependent  
variable (Y-axis) that corresponds to that point on the regression line. The regression 
line, with simple regression, is simply a line connecting the predicted Y’s for each 
value of X. With multiple regression, however, there are multiple regression lines  
(one for each independent variable). But wait; if the regression line is equivalent to 
the predicted scores, then the predicted scores are equivalent to the regression line. 
In other words, with multiple regression, we can, in essence, get an overall, single 
regression line by plotting the predicted scores (X-axis) against the actual scores 
(Y-axis). This has been done in Figure 3.7, which includes both the regression line of 
the plot of predicted versus actual GPA, and each data point.

First note that the r2 (.152, shown in the lower right of Figure 3.7) from the regression 
of Grades on Predicted Grades (with Grades predicted by Homework and Parent 
Education) is identical to the R2 from the multiple regression of Grades on Homework 
and Parent Education (.1521), further evidence that this can be thought of as the 
overall regression line for our multiple regression of Grades on Homework and 
Parent Education. This finding also points to another way of thinking about R2: as the 
correlation between Y and predicted Y (Y’).

Figure 3.7 Plot, with regression line, of Grades (Y) versus Predicted Grades (Y’).
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If the line represents the predicted Grades, then the deviation of each actual Grade 
(each data point) from the line represents what? The residuals—if you subtract the 
value (on the Y-axis) of the regression line from the value of each data point (on the 
Y-axis), you will find the same values for the residuals as shown in Figure 3.6. Again, 
this is simply Y − Y’. You can see this most easily by focusing on the data point in the 
lower-right corner of the graph, defined as X = 84.94 and Y = 64. This is also the final 
data point in Figure 3.6. Follow the line from this point to the regression line and then 
over to the Y-axis. The value on the Y-axis is also 84.94. The residual is thus 64 − 
84.92 = −20.94, also the same value shown for the residual in Figure 3.6. (Here’s an 
extra-credit question for you: since in this figure every point on the regression line 
has the same values for both the X- and the Y-axes, what is the value for b?

Remember that b is the slope of the regression line.) It is also possible to depict the 
residuals in a path display of regression results, as is done in Figure 3.8. There, the 
small circle labeled r1 represents the residual. A circle is used rather than a 
rectangle to indicate that we don’t have actual measures of the residuals in our 
original data set. We could (and just have) generated estimates of the residuals,  
but these are a product of our regression, not a part of our original data. In the 
framework of path models (Part 2), this is an “unmeasured” variable, and you can 
think of it as all other influences on Grades other than the two variables (Parent 
Education and Homework) shown in the model. This depiction will come in handy 
when you learn about partial and semipartial correlations (Appendix C).

Figure 3.8 Figural (path) display of residuals. The variable r1 is in a circle rather than a rectangle to show 
that it is an unmeasured variable. Such variables are explored in depth in Part 2.
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LEAST SQUARES

Recall that I said in Chapter 2 that the two independent variables were “optimally 
weighted.” What does this mean? Why not just weight each of the two variables by  
½ to predict GPA; in other words, why not just standardize the two independent 
variables, average them, and use that composite to predict GPA using simple 
regression? Or why not weight them in some other logical combination? The reason 
is that the prediction will not be as good, as accurate. The explained variance (R2) will 
not be as high, and the unexplained variance (1 − R2) will be higher. Another way of 
saying this is to state that the regression line shown in Figure 3.7 is the best fitting of 
all possible (straight) lines that could be drawn through these data points. 

So what does best fitting mean? Again, it means the line that minimizes the error of 
prediction, or the unexplained variance. Take a look at the line again. Suppose you 
were to measure the distance from each data point to the regression line and 
subtract from it the corresponding point from the regression line. This is what we just 
did for a single data point (84.94, 64), and we found that these are the same as the 
residuals. These are the errors in prediction. If you were to sum these values, you 
would find that they summed to zero; the positive values will be balanced by negative 
values. To get rid of the negative values, you can square each residual and then sum 
them. If you do this, you will find that the resulting number is smaller than for any 
other possible straight line. This best fitting line thus minimizes the errors of 
prediction; it minimizes the squared residuals. You will sometimes hear simple or 
multiple regression referred to as least squares regression or OLS (ordinary least 
squares) regression. The reason is that the regression weights the independent 
variables so as to minimize the squared residuals, thus least squares.

Figure 3.9 displays descriptive statistics for some of the variables we have been 
discussing: Grades (Y), Predicted Grades (Y’), and the Residuals. Also shown are 
descriptive statistics for the squared Residuals (ResidSq). Note that the means and 
sums for Grades and Predicted Grades are the same. The Predicted Grades have a 
narrower range (73.91 to 87.15) than do the actual Grades (64 to 100) and a smaller 
variance (8.84 compared to 58.11), which should be obvious when looking at the figure 
that shows the regression line (Figure 3.7). The Y-axis on the figure has a much wider 
range than does the X-axis. Note that the sum of the residuals is zero. Note also the 
sum of the squared residuals: 4878.17. As mentioned in the previous paragraph, the 
regression line minimizes this number; any other possible straight line will result in  
a larger value for the sum of the squared residuals. If you turn back to Chapter 2, you 
can compare this number to the Sum of Squares for the residual in Figure 2.4; they 
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are the same (4878.17). The residual sums of squares is just that: the sum of the 
squared residuals.

DESCRIPTIVE STATISTICS

N Minimum Maximum Sum Mean Variance

GRADES Grade Point 
Average

100 64.00 100.00 8047.00 80.4700 58.110

PREDGRAD 
Unstandardized Predicted 
Value

100 73.90895 87.15267 8047.000 80.47000 8.836

RESID_1
Unstandardized Residual

100 -20.94254 14.18684 .00000 -8.8E-15 49.274

RESIDSQ 100 .01 438.59 4878.17 48.7817 4431.695

Valid N (listwise) 100

Figure 3.9  •  Descriptive statistics for Grades, Predicted Grades, the residuals, and the squared residuals.

I argued that the independent variables are weighted so that this sum of squared 
residuals is minimized and the R2 is maximized. In our current example, Parent 
Education was weighted .220 (the standardized regression coefficient), and 
Homework was weighted by .266, close to a 50/50 ratio. What would happen if we 
chose a different weighting? Perhaps, for some reason, you believe that Parent 
Education is not nearly as important as Homework for explaining Grades. Therefore, 
you decide to weight Parent Education by .25 versus .75 for Homework when 
predicting Grades. This solution may be satisfying in other ways, but the resulting 
prediction is not as accurate and is more error laden. Using the least squares 
solution of multiple regression in Chapter 2, we explained 15.2% of the variance in 
Grades (R2 = .152). If, however, you regress Grades on a composite that weighted 
Parent Education by .25 and Homework by .75, our logically determined solution, you 
will find that this solution explains slightly less variance in Grades: 14% (see Figure 
3.10). As noted previously, the error variance (residual sum of squares) was 4878.171 
using the least squares solution. In contrast, using this 25/75 solution, the sum of 
squared residuals is larger: 4949.272 (Figure 3.10). The least squares, multiple 
regression, solution minimized the residual, or error, sums of squares and 
maximized the R2, or the variance in Grades explained by Parent Education and 
Homework. As a result (and given the adherence to necessary assumptions), the 
estimates produced by the least squares solution will be the best possible estimates 
and the least biased (meaning the most likely to reproduce the population values).
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Perhaps it is obvious that the variability of points around the regression line is closely 
related to the accuracy in prediction. The closer the data points in Figure 3.7 cluster 
around the regression line, the less error involved in prediction. In addition, the closer 
the data points are to the regression line, the more likely the regression is to be 
statistically significant, because this lowered variability will reduce the variation in 
residuals. The value of F depends, in part, on the variability in the residuals:

In addition, the variability in the residuals is related to the standard error of the 
regression coefficient (seb), which is used to calculate the statistical significance of b 
(t = b/seb).

Figure 3.10  •  Regression results with Parent Education weighted at 25% and Homework weighted at 75%. 
Note that the R2 decreases, and the sum of squared residuals increases.

REGRESSION EQUATION = CREATING A COMPOSITE?

These last few sections hint at a different way of conceptualizing what happens in 
multiple regression. We saw under Predicted Scores and Residuals that we could 
create a single score, the predicted dependent variable (in this case, predicted 
Grades), that functions the same way in a simple regression analysis as do the 
multiple independent variables in a multiple regression analysis. We saw, for 
example, that the R2 from multiple regression is the same as r2 between Y and Y1.  
We hinted in the section Least Squares that we could also create such a single 
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independent variable by weighting the multiple independent variables. Is it therefore 
possible to use this weighting method to create a single independent variable that 
matches the predicted score?

The answer is yes. Instead of weighting the standardized Homework and Parent 
Education variables by .75 and .25, we could have weighted them by β’s from the multiple 
regression equation (.266 and .220) to create a composite. Even more directly, we could 
create a composite using the unstandardized values of Homework and Parent Education, 
weighting each according to its b from the multiple regression in Chapter 2 (.988 and .871, 
respectively). Either of these approaches would have created a composite of Homework 
and Parent Education that predicted Grades just as well as did our predicted Grades 
variable and just as well as did the original Homework and Parent Education variables.

I am not suggesting that you do this in practice; the multiple regression does it for 
you. Instead, you should understand that this is one way of thinking about how 
multiple regression works: MR provides an optimally weighted composite, a synthetic 
variable, of the independent variables and regresses the dependent variable on this 
single composite variable. This realization will stand you in good stead as you ponder 
the similarities between multiple regression and other statistical methods. In fact, 
this is what virtually all our statistical methods do, from ANOVA to structural equation 
modeling. “All statistical analyses of scores on measured/observed variables actually 
focus on correlational analyses of scores on synthetic/latent variables derived by 
applying weights to the observed variables” (Thompson, 1999, p. 5). Thompson goes 
on to note—tongue in cheek—what you may have long suspected, that we simply give 
these weights different names (e.g., factor loadings, regression coefficients) in 
different analyses so as to confuse graduate students.

ASSUMPTIONS OF REGRESSION AND REGRESSION DIAGNOSTICS

Given the conceptual nature of this book, I have just touched on the issues of 
residuals and least squares regression. Analysis of residuals is also a useful  
method for detecting violations of the assumptions underlying multiple regression 
and outliers and other problems with data. I want to postpone discussion of the 
assumptions underlying regression until you have a deeper understanding of how  
to develop, analyze, and interpret regression analyses. These assumptions are 
presented in Chapter 9 as an important topic and one worthy of additional study. 
Likewise, we will postpone discussion of the regression diagnostics until that time, 
along with diagnosis of other potential problems in regression (e.g., multicollinearity).
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It is worth noting that residuals have other uses, as well. Suppose, for example, that 
you were studying student performance on a test across various age levels, but 
wanted to remove the effects of age from consideration in these analyses. One 
possible solution would be to regress the test scores on age and use the residuals as 
age-corrected test scores (e.g., Keith, Kranzler, & Flanagan, 2001). Darlington (1990) 
discussed using residuals for other research purposes.

SUMMARY

This chapter has focused on some of the nitty-gritty of multiple regression analysis, 
including the nature of R2 compared to r2, the conceptual and statistical meaning of 
predicted scores and residuals, and the method by which multiple regression 
produces the “optimal” prediction. We found that R2 depends not only on the original 
correlation of each independent variable with the dependent variable but also on the 
correlations of the independent variables with each other. As a result, R2 is usually 
less than the sum of the r2’s and only equals the sum of the r2’s when the independent 
variables are themselves uncorrelated. Likewise, the β’s are not equivalent to and are 
usually smaller than the original r’s. Only when the correlations among the 
independent variables are zero do the β’s equal the r’s.

Residuals are the errors in prediction of a regression equation and the result of 
subtracting the predicted scores on the dependent variable (predicted via the 
regression equation) from the actual values of participants on the dependent variable. 
Multiple regression works to minimize these errors of prediction so that the residual 
sums of  squares, the sum of the squared residuals, is the smallest possible number. 
For this reason, you will sometimes see regression referred to as least squares 
regression. One way of thinking about multiple regression is that it is creating a 
synthetic variable that is an optimally weighted composite of the individual variables 
and using it to predict the outcome. This composite, weighting each independent 
variable by its regression weight, is then used to predict the outcome variable.

Do not be overly worried if all the concepts presented in this chapter are not crystal 
clear; opaque will do for now! I do encourage you, however, to return to this chapter 
periodically as you become more familiar and fluent in multiple regression; I believe 
this chapter will make more sense each time you read it and will also deepen your 
understanding of other topics.
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EXERCISES

1. Use the Grades, Parent Education, and Homework example from Chapter 2;  
make sure you can reproduce the residual analyses from this chapter (i.e., those 
summarized in Figures 3.6, 3.7, and 3.9). Output residuals and predicted scores, 
and examine their descriptive statistics and correlations with Grades and each 
other. Make sure you understand why you obtain the relations you find.

2. Create a composite variable weighting Parent Education and Homework by their 
regression weights as found in Exercise 1. Regress Grades on this composite. 
Note that you can weight the original variables using the unstandardized 
regression weights, or you can first standardize Parent Education and Homework 
(convert them to z-scores) and then weight them by the appropriate β’s. How do 
the R2 and sums of squares compare to the multiple regression results?

3. Now try creating a composite that weights the Parent Education and Homework  
by some other values (e.g., 25% and 75%). Note that to do this you will need to 
standardize the variables first. What happens to the R2 and sum of squared residuals?

4. Reanalyze the regression of Grades on Parent Education and Family Income from 
Chapter 2 (Exercise 4). Output the unstandardized predicted values and residuals. 
Compute the correlation between Grades and Predicted Grades. Is the value the 
same as the R from the multiple regression? Explain why it should be. Create a 
scatterplot of Predicted Grades with Grades, along with a regression line. Pick a 
data point in the raw data and note the actual value for Grades, Predicted Grades, 
and the Residual. Is the residual equal to Grades minus Predicted Grades? Now 
find the same data point on the scatterplot and mark the value on the graph for 
that person’s Grades and Predicted Grades. Show graphically the residual.
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Researchers routinely ask questions about the relationship 
between an independent variable and a dependent variable in a 
research study. In experimental studies, relationships observed 
between a manipulated independent variable and a measured 
dependent variable are fairly easy to interpret. But in many 
studies, experimental control in the form of random assignment 
is not possible. Absent experimental or some form of procedural 
control, relationships between variables can be difficult to 
interpret but can be made more interpretable through statistical 
control. After discussing the need for statistical control, this 
chapter overviews the linear model—widely used throughout  
the social sciences, health and medical fields, business and 
marketing, and countless other disciplines. Linear modeling  
has many uses, among them being a means of implementing 
statistical control.

STATISTICAL CONTROL

THE NEED FOR CONTROL

If you have ever described a piece of research to a friend, it was probably not very 
long before you were asked a question like “But did the researchers account for 
this?” If the research found a difference between the average salaries of men and 
women in a particular industry, did it account for differences in years of employment? 
If the research found differences among several ethnic groups in attitudes toward 
social welfare spending, did it account for income differences among the groups?  
If the research found that males who hold relatively higher-status jobs are seen as 
less physically attractive by females than are males in lower-status jobs, did it 
account for age differences among men who differ in status?

All these studies concern the relationship between an independent variable and a 
dependent variable. The study on salary differences concerns the relationship between 
the independent variable of sex and the dependent variable of salary. The study on 
welfare spending concerns the relationship between the independent variable of 
ethnicity and the dependent variable of attitude. The study on perceived male 
attractiveness concerns the relationship between the independent variable of status 
and the dependent variable of perceived attractiveness. In each case, there is a need 
to account for, in some way, a third variable; this third variable is called a covariate. 
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The covariates for the three studies are, respectively, years of employment, income, 
and age.

Suppose you wanted to study these three relationships without worrying about 
covariates. You may be familiar with three very different statistical methods for 
analyzing these three problems. You may have studied the t-test for testing questions 
like the sex difference in salaries, analysis of variance (also known as “ANOVA”) for 
questions like the difference in average attitude among several ethnic groups, and 
the Pearson or rank-order correlation for questions like the relationship between 
status and perceived attractiveness. These three methods are all similar in that they 
can all be used to test the relationship between an independent variable and a 
de- pendent variable; they differ primarily in the type of independent variable used. 
For sex differences in salary you could use the t-test because the independent 
variable—sex—is dichotomous; there are two categories—male and female. In the 
example on welfare spending, you could use analysis of variance because the 
independent variable of ethnicity is multicategorical, since there are several 
categories rather than just two—the various ethnic groups in the study. You could use 
a correlation coefficient for the example about perceived attractiveness because 
status is numerical—a more or less continuous dimension from high status to low 
status. But for our purposes, the differences among these three variable types are 
relatively minor. You should begin thinking of problems like these as basically similar, 
as this book presents the linear model as a single method that can be applied to all of 
these problems and many others with fairly minor variations in the method.

FIVE METHODS OF CONTROL

The layperson’s notion of “accounting for” something in a study is a colloquial 
expression for what scientists refer to as controlling for that something. Suppose you 
want to know whether driver training courses help students pass driving tests. One 
problem is that the students who take a driver training course may differ in some way 
before taking the course from those who do not take the course. If that thing they 
differ on is related to test performance, then any differences in test performance may 
be due to that thing rather than the training course itself. This needs to be accounted 
for or “controlled” in some fashion in order to determine whether the course helps 
students pass the test. Or perhaps in a particular town, some testers may be easier 
than others. The driving schools may know which testers are easiest and encourage 
their students to take their tests when they know those testers are on duty. So the 
standards being used to evaluate a student driver during the test may be 
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systematically different for students who take the driver training course relative to 
those who do not. This also needs to be controlled in some fashion.

You might control the problem caused by preexisting difference between those who do 
and do not take the course by using a list of applicants for driving courses, randomly 
choosing which of the applicants is allowed to take the course, and using the rejected 
applicants as the control group. That way you know that students are likely to be equal 
on all things that might be related to performance on the test before the course begins. 
This is random assignment on the independent variable. Or, if you find that more women 
take the course than men, you might construct a sample that is half female and half 
male for both the trained and untrained groups by discarding some of the women in the 
available data. This is control by exclusion of cases.

You might control the problem of differential testing standards by training testers  
to make them apply uniform evaluation standards; that would be manipulation of 
covariates. Or you might control that problem by randomly altering the schedule 
different testers work, so that nobody would know which testers are on duty at a 
particular moment. That would not be random assignment on the independent 
variable, since you have not determined which applicants take the course; rather, it 
would be other types of randomization. This includes randomly assigning which of two 
or more forms of the dependent variable you use, choosing stimuli from a population 
of stimuli (e.g., in a psycholinguistics study, all common English adjectives), and 
manipulating the order of presentation of stimuli.

All these methods except exclusion of cases are types of experimental control since 
they all require you to manipulate the situation in some way rather than merely 
observe it.  But these methods are often impractical  or impossible. For instance,  
you might not be allowed to decide which students take the driving course or to train 
testers or alter their schedules. Or, if a covariate is worker seniority, as in one of our 
earlier examples, you cannot manipulate the covariate by telling workers how long to 
keep their jobs. In the same example, the independent variable is sex, and you cannot 
randomly decide that a particular worker will be male or female the way you can 
decide whether the worker will be in the experimental or control condition of an 
experiment. Even when experimental control is possible, the very exertion of control 
often intrudes the investigator into the situation in a way that disturbs participants or 
alters results; ethologists and anthropologists are especially sensitive to such issues. 
Experimental control may be difficult even in laboratory studies on animals. 
Researchers may not be able to control how long a rat looks at a stimulus, but they 
are able to measure looking time.
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Control by exclusion of cases avoids these difficulties, because you are manipulating 
data rather than participants. But this method lowers sample size, and thus lowers 
the precision of estimates and the power of hypothesis tests.

A fifth method of controlling covariates—statistical control—is one of the main topics of 
this book. It avoids the disadvantages of the previous four methods. No manipulation of 
participants or conditions is required, and no data are excluded. Several terms mean 
the same thing: to control a covariate statistically means the same as to adjust for it or 
to correct for it, or to hold constant or to partial out the covariate.

Statistical control has limitations. Scientists may disagree on what variables need to 
be controlled—an investigator who has controlled age, income, and ethnicity may be 
criticized for failing to control education and family size. And because covariates must 
be measured to be controlled, they will be controlled inaccurately if they are 
measured inaccurately. We return to these and other problems in Chapters 6 and 17. 
But because control of some covariates is almost always needed, and because the 
other four methods of control are so limited, statistical control is widely recognized 
as one of the most important statistical tools in the empiricist’s toolbox.

EXAMPLES OF STATISTICAL CONTROL

The nature of statistical control can be illustrated by a simple fictitious example, 
though the precise methods used in this example are not those we emphasize later. 
In Holly City, 130 children attended a city-subsidized preschool program and 130 
others did not. Later, all 260 children took a “school readiness test” on entering  
first grade. Of the 130 preschool children, only 60 scored above the median on the 
test; of the other 130 children, 70 scored above the median. In other words, the 
preschool children scored worse on the test than the others. These results are shown 
in the “Total” section of Table 3.1; A and B refer to scoring above and below the test 
median, respectively.

But when the children are divided into “middle-class” and “working-class,” the 
results are as shown on the left and center of Table 1.1. We see that of the 40 middle-
class children attending preschool, 30, or 75%, scored above the median. There were 
90 middle-class children not attending preschool, and 60, or 67%, of them scored 
above the median. These values of 75 and 67% are shown on the left in Table 1.2. 
Similar calculations based on the working-class and total tables yield the other 
figures in Table 1.2. This table shows clearly that within each level of socioeconomic 
status (SES), the preschool children outperform the other children, even though they 
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appear to do worse when you ignore socioeconomic status (SES). We have held 
constant or controlled or partialed out the covariate of SES.

When we perform a similar analysis for nearby Ivy City, we find the results in  
Table 1.3. When we inspect the total percentages, preschool appears to have a 
positive effect. But when we look within each SES group, no effect is found. Thus,  
the “total” tables overstate the effect of preschool in Ivy City and understate it in  
Holly City. In these examples the independent variable is preschool attendance 
and the dependent variable is test score. In Holly City, we found a negative simple 
relationship between these two variables (those attending preschool scored lower  
on the test) but a positive partial relationship (a term more formally defined later) 
when SES was controlled. In Ivy City, we found a positive simple relationship but no 
partial relationship.

By examining the data more carefully, we can see what caused these paradoxical 
results, known as Simpson’s paradox (for a discussion of this and related phenomena, 
see Tu, Gunnel, & Gilthorpe, 2008). In Holly City, the 130 children attending preschool 
included 90 working-class children and 40 middle-class children, so 69% of the 
preschool attenders were working-class. But the 130 nonpreschool children included 
90 middle-class children and 40 working-class children, so this group was only 31% 
working-class. Thus, the test scores of the preschool group were lowered by the 
disproportionate number of working-class children in that group. This might have 
occurred if city-subsidized preschool programs had been established primarily in 

Raw Frequencies

Middle-class Working-class Total

A B Total A B Total A B Total

Preschool 30 10 40 30 60 90 60 70 130

Other 60 30 90 10 30 40 70 60 130

TABLE 3.1  •  Test Scores, Socioeconomic Status, and Preschool Attendance in Holly City

Percentage scoring above the median

Middle-class Working-class Total

Preschool 75 33 46

Other 67 25 54

TABLE 3.2  •  Socioeconomic Status and Preschool Attendance in Holly City
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poorer neighborhoods. But in Ivy City this difference was in the opposite direction: 
The preschool group was 75% middle-class, while the nonpreschool group was only 
25% middle-class; thus, the test scores of the preschool group were raised by the 
disproportionate number of middle-class children. This might have occurred if 
parents had to pay for their children to attend preschool. In both cities the effects of 
preschool were seen more clearly by controlling for or holding constant SES.

All three variables in this example were dichotomous—they had just two levels each. 
The independent variable of preschool attendance had two levels we called 
“preschool” and “other.” The dependent variable of test score was dichotomized into 
those above and below the median. The covariate of SES was also dichotomized.  
Such dichotomization is rarely if ever something you would want do in practice (as 
discussed later in section 5.1.6). Fortunately, with the methods described in this 
book, such categorization is not necessary. Any or all of the variables in this problem 
could have been numerically scaled. Test scores might have ranged from 0 to 100, 
and SES might have been measured on a scale with very many points on a 
continuum. Even preschool attendance might have been numerical, such as if we 
measured the exact number of days each child had attended preschool. Changing 
some or all variables from dichotomous to numerical would change the details of the 
analysis, but in its underlying logic the problem would remain the same.

Consider now a problem in which the dependent variable is numerical. At Swamp 
College, the dean calculated that among professors and other instructional staff 
under 30 years of age, the average salary among males was $81,000 and the average 
salary among females was only $69,000. To see whether this difference might be 

Raw Frequencies

Middle-class Working-class Total

A B Total A B Total A B Total

Preschool 90 30 120 10 30 40 100 60 160

Other 30 10 40 30 90 120 60 100 100

Percentage scoring above the median

Middle-class Working-class Total

Preschool 75 25 62

Other 75 25 38

TABLE 3.3  •  Socioeconomic Status and Preschool Attendance in Ivy City
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attributed to different proportions of men and women who have completed the Ph.D., 
the dean made up the table given here as Table 3.4.

If the dean had hoped that different rates of completion of the Ph.D. would explain  
the $12,000 difference between men and women in average salary, that hope was 
frustrated. We see that men had completed the Ph.D. less often than women:  
10 of 40 men, versus 15 of 30 women. The first column of the table shows that among 
instructors with a Ph.D., the mean difference in salaries between men and women is 
$15,000. The second column shows the same difference of $15,000 among instructors 
with no Ph.D. Therefore, in this artificial example, controlling for completion of the 
Ph.D. does not lower the difference between the mean salaries of men and women,  
but rather raises it from $12,000 to $15,000.

This example differs from the preschool example in its mechanical details; we are 
dealing with means rather than frequencies and proportions. But the underlying  
logic is the same. In the present case, the independent variable is sex, the dependent 
variable is salary, and the covariate is educational level. Again, the partial relationship 
differs from the simple relationship, though this time both the simple and partial 
relationships have the same sign, meaning that men make more than women, with  
or without controlling for education.

Ph.D. completed

Yes No Total

Men $90,000 
n = 10

$78,000 
n = 30

$81,000 
n = 40

Women $75,000 
n = 15

$63,000 
n = 15

$69,000 
n = 30

TABLE 3.4  •  Average Salaries at Swamp College

AN OVERVIEW OF LINEAR MODELS

The examples presented in section 1.1.3 are so simple that you may be wondering 
why a whole book is needed to discuss statistical control. But when the covariate is 
numerical, it may be that no two participants in a study have the same measurement 
on the covariate and so we cannot construct tables like those in the two earlier 
examples. And we may want to control many covariates at once; the dean might want 
to simultaneously control teaching ratings and other covariates as well as completion 
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of the Ph.D. Also, we need methods for inference about partial relationships such as 
hypothesis testing procedures and confidence intervals. Linear modeling, the topic of 
this book, offers a means of accomplishing all of these things and many others.

This book presents the fundamentals of linear modeling in the form of linear 
regression analysis. A linear regression analysis yields a mathematical equation—a 
linear model—that estimates a dependent variable Y from a set of predictor variables 
or regressors X. Such a linear model in its most general form looks like

Y = b0 + b1X1 + b2X2 + ··· + bkXk + e

Each regressor in a linear model is given a numerical weight—the b next to each X in 
equation 1.1—called its regression coefficient, regression slope, or simply its regression 
weight that determines how much the equation uses values on that variable to 
produce an estimate of Y. These regression weights are derived by an algorithm that 
produces a mathematical equation or model for Y that best fits the data, using some 
kind of criterion for defining “best.” In this book, we focus on linear modeling using 
the least squares criterion.

Linear modeling has many uses, among them being the process of statistical control 
introduced conceptually in the prior section. Linear modeling is widely used 
throughout the behavioral sciences, medical research and public health, business 
and marketing, and countless other fields. It is safe to say that one really cannot 
progress far in one’s development as a scientist without a solid understanding of 
linear modeling. Most universities offer at least one and typically several courses on 
linear regression analysis. Indeed, it is so important that many if not most academic 
departments whose faculty use the scientific method regularly offer their own version 
of a course on linear modeling in one form or another.

The basic linear model method imposes six requirements:

1. As in any statistical analysis, there must be a set of “participants,” “cases,” or 
“units.” In most every example and application in this book, the data come from 
people, so we use the term “participant” frequently. But case, unit, and 
participant can be thought of as synonymous and we use all three of these terms.

2. Each of these participants must have values or measurements on two or more 
variables, each of which is numerical, dichotomous, or multicategorical. Thus, 
the raw data for the analysis form a rectangular data matrix with participants in 
the rows and variables in the columns.

Equation 1.1

R O U T L E D G E R O U T L E D G E . C O M

https://www.routledge.com/Multiple-Regression-and-Beyond-An-Introduction-to-Multiple-Regression/Keith/p/book/9781138811959?utm_source=shared_link&utm_medium=post&utm_campaign=B181002579
https://www.routledge.com/Regression-Analysis-and-Linear-Models-Concepts-Applications-and-Implementation/Darlington-Hayes/p/book/9781462521135?utm_source=shared_link&utm_medium=post&utm_campaign=B181002574


59

STATISTICAL CONTROL  
AND LINEAR MODELS 

Excerpted from Regression Analysis and Linear Models Concepts, Applications, and Implementation

CHAPTER 3

3. Each variable must be represented by a single column of numbers. For instance, 
the dichotomy of sex can be represented by letting the number 1 represent male 
and 0 represent female, so that the sexes of 100 people could be represented by  
a column of 100 numbers, each 0 or 1. A multicategorical variable with, say, five 
categories  can be represented by a column of numbers, each 1, 2, 3, 4, or 5.   
For both dichotomous and multicategorical variables, the numbers representing 
categories are mere codes and are arbitrary. They carry no meaning about 
quantity and can be exchanged with any other set of numbers without changing 
the results of the analysis so long as proper coding methods are used. And of 
course a numerical variable such as age can be represented by a column of ages.

4. Each analysis must have just one dependent variable, though it may have several 
independent variables and several covariates.

5. The dependent variable must be numerical. A numerical variable  is something 
like age or income with interval properties, such that values can be meaningfully 
averaged.

6. Statistical inference from linear models often requires several additional 
assumptions that are described elsewhere in this book, such as in section 4.1.2 
and Chapter 16.

Within these conditions, linear models are flexible in many ways:

1. A variable might be a natural property of a participant, such as age or sex, or 
might be a property manipulated in an experiment, such as which of two or more 
experimental conditions into which the participant is placed through a random 
assignment procedure. Manipulated variables are typically categorical but may 
be numerical, such as the number of hours of practice at a task participants are 
given or the number of acts of violence on television a person is exposed to 
during an experiment.

2. You may choose to conduct a series of analyses from the same rectangular data 
matrix, and the same variable might be a dependent variable in one analysis and 
an independent variable or covariate in another. For instance, if the matrix 
includes the variables age, sex, years of education, and salary, one analysis may 
examine years of education as a function of age and sex, while another analysis 
examines salary as a function of age, sex, and education.

3. As explained more fully in section 3.1.2, the distinction between independent 
variables and covariates may be fuzzy since linear modeling programs make  
no distinction between the two. The program computes a measure of the 
relationship between the dependent variable and every other variable in the 
analysis while controlling statistically for all remaining variables, including both 
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covariates and other independent variables. Independent variables are those 
whose relationship to the dependent variable you wish to discuss or are the  
focus of your study, while covariates are other variables you wish to control or 
otherwise include in the model for some other purpose. Thus, the distinction 
between the two determines how you describe the results of the analysis but is 
not used in writing the computer commands that specify the analysis or the 
underlying mathematics.

4. Each independent variable or covariate may be dichotomous, multicategorical, or 
numerical. All three variable types may occur in the same problem. For instance, 
if we studied salary in a professional firm as a function of sex, ethnicity, and age 
while controlling for seniority, citizenship (American or not), and type of college 
degree (business, arts, engineering, etc.), we would have one independent 
variable and one covariate from each of the three scale types.

5. The independent variables and covariates may all be intercorrelated, as they are 
likely to be in all these examples. In fact, the need to control a covariate typically 
arises because it correlates with one or more independent variables or the 
dependent variable or both.

6. In addition to correlating with each other, the independent variables and 
covariates may interact in affecting the dependent variable. For instance, age or 
sex might have a larger or smaller effect on salary for American citizens than for 
noncitizens. Interaction is explained in detail in Chapters 13 and 14.

7. Despite the names “linear regression” and “linear model,” these methods can 
easily be extended to a great variety of problems involving curvilinear relations 
between variables. For example, physical strength is curvilinearly related to age, 
peaking in the 20s. But  a linear model could be used to study the relationship 
between age and strength or even to estimate the age at which strength peaks. 
We discuss how in Chapter 12.

8. The assumptions required for statistical inference are not extremely limiting. 
There are a number of ways around the limits imposed by those assumptions.

There are many statistical methods that are just linear models in disguise, or closely 
related to linear regression analysis. For example, ANOVA, which you may already be 
familiar with, can be thought of as a particular subset of linear models designed 
early in the 20th century, well before computers were around. Mostly this meant 
using only categorical independent variables, no covariates, and equal cell 
frequencies if there were two or more independent variables. When a problem does 
meet the narrow requirements of ANOVA, linear models and analysis of variance give 
the same answers. Thus, ANOVA is just a special subset of the linear model method. 
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As shown in various locations throughout this book, ANOVA, t-tests on differences 
between means, tests on Pearson correlations—things you likely have already been 
exposed to—can all be thought of as special simple cases of the general linear 
model, and can all be executed with a program that can estimate a linear model.

Logistic regression, probit regression, and multilevel modeling are close relatives of 
linear regression analysis. In logistic and probit regression, the dependent variable 
can be dichotomous or ordinal, such as whether a person succeeds or fails at a task, 
acts or does not act in a particular way in some situation, or dislikes, feels neutral, or 
likes a stimulus. Multilevel modeling is used when the data exhibit a “nested” 
structure, such as when different subsets of the participants in a study share 
something such as the neighborhood or housing development they live in or the 
building in a city they work in. But you cannot fruitfully study these methods until you 
have mastered linear models, since a great many concepts used in these methods 
are introduced in connection with linear models.

WHAT YOU SHOULD KNOW ALREADY

This book assumes a working familiarity with the concepts of means and standard 
deviations, correlation coefficients, distributions, samples and populations, random 
sampling, sampling distributions, standardized variables, null hypotheses, standard 
errors, statistical significance, power, confidence intervals, one-tailed and two-tailed 
tests, summation, subscripts, and similar basic statistical terms and concepts. It 
refers occasionally to basic statistical methods including t-tests, ANOVA, and 
factorial analysis of variance. It is not assumed that you remember the mechanics of 
these methods in detail, but some sections of this book will be easier if you 
understand the uses of these methods.

STATISTICAL SOFTWARE FOR LINEAR MODELING AND STATISTICAL CONTROL

In most research applications, statistical control is undertaken not by looking at simple 
association in subsets of the data, as in the two examples presented earlier, but 
through mathematical equating or partialing. This process is conducted automatically 
through linear regression analysis and will be described starting in Chapter 3. Suffice it 
to say now that statistical control is usually accomplished by computer software. Only 
the simplest linear models are practical without the aid of a computer.

Fortunately, most statistical packages that researchers have access to in one way or 
another include routines that conduct linear regression analysis. There are many 
statistical packages that can conduct regression analysis; examples include SPSS, 

R O U T L E D G E R O U T L E D G E . C O M

https://www.routledge.com/Multiple-Regression-and-Beyond-An-Introduction-to-Multiple-Regression/Keith/p/book/9781138811959?utm_source=shared_link&utm_medium=post&utm_campaign=B181002579
https://www.routledge.com/Regression-Analysis-and-Linear-Models-Concepts-Applications-and-Implementation/Darlington-Hayes/p/book/9781462521135?utm_source=shared_link&utm_medium=post&utm_campaign=B181002574


62

STATISTICAL CONTROL  
AND LINEAR MODELS 

Excerpted from Regression Analysis and Linear Models Concepts, Applications, and Implementation

CHAPTER 3

SAS, SYSTAT, Minitab, and STATA, and most are available for Windows and MacOS. 
These are all commercial programs and can be quite expensive. Fortunately most 
universities purchase licenses for one or more of these programs that provide free  
or low-cost access to its faculty, staff, and students. Over the last decade, a freely 
available statistical language and program called R has become quite popular. It also 
has procedures built in that conduct the kind of analyses described in this book.  
R can be downloaded at no charge from www.r-project.org.

This book is about the principles of linear modeling, not about using software that 
implements the methods we describe. These principles are not software specific.  
We assume you already have some working familiarity with at least one statistics 
program capable of doing the types of analyses described in this book. In many 
chapters we include code for SPSS, SAS, or STATA that generates output pertinent to 
the analyses described. In Appendix B we offer a brief primer on the use of R for 
linear regression analysis. We chose to emphasize SPSS, SAS, and STATA because 
these pro- grams are arguably most readily available and widely used by researchers 
in the social sciences, medical and health fields, business and marketing, and 
elsewhere. But you will not become an expert on the use of any of these programs by 
reading this book. It is no substitute for the documentation, a book dedicated to 
specific software packages, or a local expert who can guide you on its use.

SAS and R require the user to write syntax or code instructing the software which 
analysis is desired, which variables are playing the roles of independent and 
dependent variable, what options to produce in output, and so forth. SPSS is often 
chosen by beginners or adopted by instructors of introductory statistics classes 
because it has a friendly menu-based interface that allows the user to select various 
analyses and options by pointing and clicking on the screen rather than by typing 
instructions. STATA has a similar interface, though most users instruct STATA using 
code. For consistency, and because we believe that ultimately researchers need to be 
familiar with how to write code for their chosen program, we offer SPSS syntax rather 
than point-and-click instructions. Consult a local SPSS expert for guidance on how to 
type in and execute syntax in SPSS if you are not already familiar with this.

A convention we follow in this book is to use different text colors and background for 
code corresponding to different programs. For SPSS code, we use white text in a 
black box. For example, SPSS code to produce a scatterplot, such as the one found in 
the beginning of Chapter 2, would appear in this book as

 graph/scatterplot plays with points.

R O U T L E D G E R O U T L E D G E . C O M

https://www.routledge.com/Multiple-Regression-and-Beyond-An-Introduction-to-Multiple-Regression/Keith/p/book/9781138811959?utm_source=shared_link&utm_medium=post&utm_campaign=B181002579
https://www.routledge.com/Regression-Analysis-and-Linear-Models-Concepts-Applications-and-Implementation/Darlington-Hayes/p/book/9781462521135?utm_source=shared_link&utm_medium=post&utm_campaign=B181002574


63

STATISTICAL CONTROL  
AND LINEAR MODELS 

Excerpted from Regression Analysis and Linear Models Concepts, Applications, and Implementation

CHAPTER 3

For SAS, the code will be set in black text in a white box. Thus, the corresponding SAS 
code to produce this scatterplot would look like

  proc sgscatter data=golf;plot points*plays;run;

STATA code will appear as white text in a gray box. So corresponding STATA code 
would would appear as

 proc sgscatter data=golf;plot points*plays;run;

Data files we use are archived on the web page for this book at www.afhayes.com in 
the native data file formats of SPSS and STATA as well as text files, along with code  
to produce corresponding data files in SAS. Throughout this book, when we provide 
computer instructions, we assume you already have a data file available for analysis 
and know how to open or generate data files in your chosen software. Therefore, we 
do not provide code or instructions for how to do so. We refer to data files by name 
using CAPITAL letters. Variables in those data files we refer to in the text using an 
italicized courier font. When we otherwise refer to computer code within the 
body of the text of this book rather than set in boxes as described above, we use the 
boldface courier font.

ABOUT FORMULAS

If you glance through this book, you will see many algebraic formulas. If formulas 
frighten you, relax. You can master the material in this book without memorizing any 
formulas. Most of the formulas in this book, or variations closely related to these 
formulas, are applied by computer programs. They are provided here merely so you 
will know what the program is doing. Many other formulas are for relatively 
uncommon problems. Still other formulas are so simple that they merely express 
concepts you can easily put into words. For instance, in Chapter 2 we define a 
deviation score xi as the difference between a raw score Xi and the sample mean,  
and another formula defines a variance Var(X) as the mean of the squared deviation 
scores. In this book there are only a few formulas that you can expect to ever have to 
actually apply to your own data by hand, without the assistance of a computer. That 
said, understanding the formulas is sometimes a good way of learning what the 
formulas represent conceptually as well as mathematically.

ON SYMBOLIC REPRESENTATIONS

If you were to lay three or four statistical methods books side by side and open to 
chapters on a common topic, you would find a considerable lack of consistency in the 
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symbols the authors use to refer to the same concepts. Although there would be 
some overlap—for instance, the use of the Greek letter mu (μ) to refer to a population 
mean and the Roman letter r as a reference to a correlation coefficient are both 
nearly universal—it would be hard to generalize your learning from one book to 
another if you relied entirely on symbolic representations of ideas used by one author. 
And two people who learn statistics from different books, who are taught by different 
instructors who use particular (and perhaps idiosyncratic) symbols to communicate 
ideas, or who come from different fields may appear to both outsiders and insiders to 
be speaking different languages even when talking about the same thing.

The Greek letter “beta” (β) and Roman letter b or B are examples. Some use β to 
refer to a population regression weight, whereas others use this symbol to refer to a 
sample regression weight. Still others might use β when talking about a standardized 
regression weight. SPSS labels some regression coefficients in its output with the 
word “beta” and others with B, and it is not uncommon to hear people talk about the 
“beta weights” or simply the “betas” in a regression model. You might be asked by 
someone if you aren’t clear in a presentation whether you are presenting “bees or 
betas” from your model. The questioner may be asking whether you are reporting 
standardized or unstandardized regression coefficients, though others in the 
audience may not understand the meaning of this question as phrased if they were 
trained elsewhere or used a different book. Others restrict the use of Roman letters 
such as b or B to refer to estimates from a sample and reserve Greek symbols for 
parameters. But not all Greek letters refer to parameters in scientific discourse.  
For instance, people commonly report Cronbach’s α calculated in a sample of 
participants who filled out some kind of measurement instrument used to measure 
personality or attitude.

Ultimately, symbols are arbitrary. We can use whatever symbols we want to 
communicate ideas so long as we communicate what those symbols refer to when 
using them for the first time. Because there are relatively few conventions in the 
literature and books on linear modeling, we do not attempt to follow any of them.  
We introduce various symbols we use along the way—symbols that may at times be 
idiosyncratic to this book—but we always communicate what those symbols refer to 
unless there is a very strong convention in existence. As a reader, your job is to avoid 
assuming that one symbol that we use has the same meaning as this symbol when 
used by others. Such an assumption will inevitably result in confusion in your mind  
at some point.
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CHAPTER SUMMARY

Association between two variables X and Y can be difficult to interpret or obscured 
when a third variable Z is related to both X and Y. Researchers have a variety of 
procedural tricks they can employ to deal with such circumstances either prior to or 
following data collection, such as random assignment to X or other forms of 
randomization, case deletion, and maintaining strict control over various aspects of  
the research design and its administration. When none of these are possible, as is often 
the case, statistical control is an option and can render relationships easier to interpret 
and less susceptible to competing explanations. Linear modeling is one of the more 
frequently used procedures for statistical control by behavioral scientists, business  
and marketing researchers, investigators in health and medical fields, and many other 
disciplines. This book introduces the linear model in the form of linear regression 
analysis not only as a means of implementation of statistical control but also as a 
general and flexible tool that can be used for a variety of data-analytic tasks.
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SUMMARY

This chapter treats a number of issues that often arise in modeling multilevel data. 
The multilevel regression model is more complicated than the standard single-level 
multiple regression model. One difference is the number of parameters, which is 
much larger in the multilevel model. This poses problems when models are fitted 
that have many parameters, and also in model exploration. This chapter outlines an 
analysis strategy that proceeds from a simple model with no predictors to more 
complex models. A second difference is that multilevel models often contain 
interaction effects in the form of cross-level interactions. Interaction effects are 
tricky, and analysts should deal with them carefully. Interactions are often estimated 
using predictors that have been centered on their grand mean. In multilevel data, 
there is also the option to center predictors on their group means. The implications 
of these choices are treated here.

The existence of different levels, and having residual variance terms on all levels, 
 raises the issue of how much variance is explained at the separate levels. This chapter 
explains a simple method originally proposed by Bryk and Raudenbush (1992), and a 
more elaborate method originally proposed by Snijders and Bosker (1994).

The existence of several levels also raises issues with mediation models where 
mediation may span several levels. A related issue is multilevel modeling where  
the outcome variable is not on the lowest but on one of the higher levels. Simple 
aggregation to the level of the outcome variable is not the best way to deal with  
these analysis problems. This chapter discusses the issues involved, with reference 
to Chapter 15 on multilevel path models, which are the most attractive techniques  
for these analysis problems.

Finally, real data often contain missing values. In multilevel analysis, these can 
become very problematic if these missing values are on a higher level, because one 
single missing value for a group variable (e.g. teacher age) will result in deletion of 
the whole group (e.g. the entire class), although all individual variables may be 
completely observed. This is wasteful, but also statistically problematic because 
listwise deletion of incomplete cases (be they subjects or groups) makes strong 
assumptions. Two solutions are treated in this chapter: estimation methods that can 
include incomplete cases, and multilevel multiple imputation. Both turn out to work 
well under weaker assumptions than listwise deletion needs to make.
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ANALYSIS STRATEGY

The number of parameters in a multilevel regression model can easily become very 
large. If there are p explanatory variables at the lowest level and q explanatory 
variables at the highest level, the multilevel regression model for two levels is given 
by Equation 4.1:

The number of estimated parameters in the model described by Equation 4.1 is given 
in the list below.

Parameters Number

Intercept 1

Lowest-level error variance 1

Fixed slopes for the lowest-level predictors p

Highest-level error variance 1

Highest-level error variances for these slopes p

Highest-level covariances of the intercept with all slopes p

Highest-level covariances between all slopes p(p-1)/2

Fixed slopes for the highest-level predictors q

Fixed slopes for cross-level interactions pq

An ordinary single-level regression model for the same data would estimate only  
the intercept, one error variance, and p + q regression slopes. The superiority of the 
multilevel regression model is clear, if we consider that the data are clustered in 
groups. If we have 100 groups, estimating an ordinary multiple regression model 
would require adding 99 dummy variables to the model to accommodate the 100 
groups, plus all interactions of the 99 dummies with the p individual level variables  
to accommodate possible varying slopes. At the cost of estimating many parameters, 
this model, called a fixed effects model (cf. Allison, 2009) incorporates all group 
effects in the model, without making assumptions about their distribution. It also 
makes no claims about generalization to a larger population of groups, it just 
describes the available groups. Multilevel regression, which is a random effects 
model, replaces estimating an intercept for the reference group plus 99 dummies  
for the group effects by estimating a mean intercept plus a residual variance term 
across groups, assuming a normal distribution for these residuals. Thus, multilevel 
regression analysis replaces estimating 100 separate coefficients by estimating two 

Equation 4.1
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parameters: the mean and variance of the intercepts, plus a normality assumption. 
The same simplification is used for the regression slopes. Instead of estimating  
100 slopes for the explanatory variable pupil extraversion, we estimate the mean 
slope along with its variance across groups, and assume that the distribution of the 
slopes is normal. Nevertheless, even with a modest number of explanatory variables, 
multilevel regression analysis implies a complicated model.

If we have no strong theories, we can use an exploratory procedure to select a model. 
Model building strategies can be either top-down or bottom-up. The top-down 
approach starts with a model that includes the maximum number of fixed and 
random effects that are considered for the model. Typically, this is done in two steps. 
The first step starts with all the fixed effects and possible interactions in the model, 
followed by removing non-significant effects. The second step starts with a rich 
random structure, followed by removal of non-significant effects. This procedure is 
described by West, Welch and Gatecki (2007). In multilevel modeling, the top-down 
approach has the disadvantage that it starts with a large and complicated model, 
which leads to longer computation time and sometimes to convergence problems.  
In this book, the opposite strategy is mostly used, which is bottom-up: start with a 
simple model and proceed by adding parameters, which are tested for significance 
after they have been added. Typically, the procedure starts by building up the fixed 
part, and then the random part. The advantage of the bottom-up procedure is that  
it tends to keep the models simple.

It is attractive to start with the simplest possible model, the intercept-only model,  
and to add the various types of parameters step by step. At each step, we inspect  
the estimates and standard errors to see which parameters are significant, and how 
much residual error is left at the distinct levels. Since we have larger sample sizes at the 
lowest level, it makes sense to build up the model from there. In addition, since fixed 
parameters are typically estimated with much more precision than random parameters, 
we start with the fixed regression coefficients, and add variance components at a later 
stage. The different steps of such a selection procedure are given below.

STEP 1

Analyze a model without explanatory variables. This model, the intercept-only model, 
is given by the model of Equation 2.8, which is repeated here:

Equation 4.2
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In Equation 4.2, γ00 is the regression intercept, or simply the mean of Y in the sample, 
and u0j and eij are the usual residuals at the group and the individual level. The intercept-
only model is useful because it gives us an estimate of the intra-class correlation

where su
2
0

 is the variance of the group-level residuals u0j, and s e
2 is the variance of the 

individual-level residuals eij. The intercept-only model also gives us a benchmark 
value of the deviance, which is a measure of the degree of misfit of the model, and 
which can be used to compare models as described in Chapter 3.

STEP 2

Analyze a model with all lower-level explanatory variables fixed. This means that  
the corresponding variance components of the slopes are fixed at zero. This model is 
written as:

where the Xpij are the p explanatory variables at the individual level. In this step, we 
assess the contribution of each individual level explanatory variable. The significance 
of each predictor can be tested, and we can assess what changes occur in the 
first-level and second-level variance terms. Since Model 4.2 is nested in Model 4.4, 
and provided we use the FML estimation method, we can test the improvement of the 
final model chosen in this step by computing the difference of the deviance of this 
model and the previous model (the intercept-only model). This difference is 
distributed as a chi-square with as degrees of freedom the difference in the number 
of parameters of both models (cf. 3.1.1). In this case, the degrees of freedom are 
simply the number of explanatory variables added in Step 2. As discussed in Chapter 
3, in addition to a formal significance test, we can also use the information criteria 
AIC, BIC, or in Bayesian estimation DIC.

STEP 3

Add the higher-level explanatory variables:

Equation 4.3

Equation 4.4

Equation 4.5
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where the Zqj are the q explanatory variables at the group level. This model allows us 
to examine whether the group level explanatory variables explain between-group 
variation in the dependent variable. Again, if we use FML estimation, we can use the 
global chi-square test to formally test the improvement of fit. If there are more than 
two levels, this step is repeated on a level-by-level basis.

The models in Steps 2 and 3 are often denoted as variance component models, 
because they decompose the intercept variance into different variance components 
for each hierarchical level. In a variance component model, the regression intercept 
is assumed to vary across the groups, but the regression slopes are assumed fixed. If 
there are no higher-level explanatory variables, this model is equivalent to a random 
effects analysis of covariance (ANCOVA); the grouping variable is the usual ANCOVA 
factor, and the lowest-level explanatory variables are the covariates (cf. Kreft & de 
Leeuw, 1998, p. 30; Raudenbush & Bryk, 2002, p. 25). There is a difference in 
estimation method: ANCOVA uses OLS techniques and multilevel regression 
generally uses ML estimation. Nevertheless, both models are highly similar, and if 
the groups have all equal sizes, the multilevel model is actually equivalent to analysis 
of covariance (ANCOVA). It is even possible to compute the usual ANCOVA statistics 
from the multilevel program output (Raudenbush, 1993a). The reason to start with 
models that include only fixed regression coefficients is that we generally have more 
information on these coefficients; they can be estimated with more precision than the 
variance components. When we are confident that we have a well-fitting model for 
the fixed part, we turn to modeling the random part.

STEP 4

Assess whether any of the slopes of any of the explanatory variables at the individual 
level has a significant variance component between the groups. This model, the 
random coefficient model, is given by:

where the upj are the group-level residuals of the slopes of the individual-level 
explanatory variables Xpij.

Testing for random slope variation is best done on a variable-by-variable basis. When 
we start by including all possible variance terms in a model (which involves also 
adding many covariance terms), the result is most likely an overparameterized model 

Equation 4.6
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with serious estimation problems, such as convergence problems or extremely slow 
computations. Variables that were omitted in Step 2 may be analyzed again in this 
step; it is quite possible for an explanatory variable to have no significant average 
regression slope (as tested in Step 2), but to have a significant variance component 
for this slope.

After deciding which of the slopes have a significant variance between groups (see 
Chapter 3), we add all these variance components simultaneously in a final model, 
and use the chi-square test based on the deviances to test whether the final model  
of Step 4 fits better than the final model of Step 3. Since we are now introducing 
changes in the random part of the model, the chi-square test can also be used with 
RML estimation (cf. 3.1.1). When counting the number of parameters added, 
remember that adding slope variances in Step 4 also adds the covariances between 
the slopes! Again, in addition to the formal chi-square significance test, the 
information criteria AIC, BIC or DIC can also be used.

If there are more than two levels, this step is repeated on a level-by-level basis.

STEP 5

Add cross-level interactions between explanatory group-level variables and those 
individual-level explanatory variables that had significant slope variation in Step 4. 
This leads to the full model:

Again, provided we use FML estimation, we can use the global chi-square test to 
formally test the improvement of fit.

If we use an exploratory procedure to arrive at a ‘good’ model, there is always the 
possibility that some decisions that have led to this model are based on chance. We 
may end up overfitting the model by following peculiarities of our specific sample, 
rather than characteristics of the population. If the sample is large enough, a good 
strategy is to split it at random in two, use one half for our model exploration and the 
other half for cross-validation of the final model. See Camstra and Boomsma (1992) 
for a review of several cross-validation strategies. If the sample is not large enough 
to permit splitting it up in an exploration and validation sample, we can apply a 
Bonferroni correction to the individual tests performed in the fixed part at each step. 
The Bonferroni correction multiplies each p-value by the number of tests performed, 
and requires the inflated p-value to be significant at the usual level.1

Equation 4.7
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At each step, we decide which regression coefficients or (co)variances to keep on  
the basis of the significance tests, the change in the deviance, and changes in the 
variance components. Specifically, if we introduce explanatory variables in Step 2, we 
expect that the lowest-level variance se

2 goes down. If the composition of the groups 
with respect to the explanatory variables is not exactly identical for all groups, we 
expect that the higher-level variance su

2
0 also goes down.  Thus, the individual-level  

explanatory variables explain part of the individual and part of the group variance. 
The higher-level explanatory variables added in Step 3 can explain only group-level 
variance. It is tempting to compute the analogue of a multiple correlation coefficient 
to indicate how much variance is actually explained at each level (cf. Raudenbush & 
Bryk, 2002). However, this ‘multiple correlation’ is at best an approximation, and it is 
quite possible for it to become smaller when we add explanatory variables, which is 
impossible with a real multiple correlation. This problem is taken up in Section 4.5.

CENTERING AND STANDARDIZING EXPLANATORY VARIABLES

In ordinary multiple regression analysis, linear transformations of the explanatory 
variables do not change the essence of the regression estimates. If we divide an 
explanatory variable by two, its new regression slope equals the old one multiplied  
by two, the standard error is also multiplied by two, and a significance test for the 
regression slope gives exactly the same result. Most importantly, the proportion of 
unexplained residual variance and hence the multiple correlation does not change either. 
This is summed up in the statement that the multiple regression model is invariant under 
linear transformations; if we transform the variables, the estimated parameters change 
in a similar way, and it is always possible to recalculate the untransformed estimates.

In multilevel regression analysis, the model is only invariant for linear transformations 
if there are no random regression slopes, that is, if the slopes do not vary across the 
groups. To understand why this is the case, consider first a simple data set with only 
one explanatory variable and three groups. Figure 4.1 plots the three regression slopes 
when there is no slope variance across the groups. In this situation, the slopes are 
parallel lines. The variance of the intercept is the variance of the slopes at the point 
where the slopes cut through the Y-axis, which is at the point where the explanatory 
variable X is equal to zero. It is clear from Figure 4.1 that, if we shift the scale of X to X* 
by adding or subtracting a certain amount, we merely shift the location of the Y-axis, 
without altering the spread of the intercepts. In this case, the variance of the slope is 
clearly invariant for shifts on the X-axis, which we produce by adding or subtracting a 
constant from X.
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The variance of the regression slopes is not invariant for such a transformation if the 
regression slopes vary across the groups, which is the case if we have group-level 
slope variance. Figure 4.2 shows the situation with three different slope coefficients. 
This figure shows that with random regression slopes the variance of the intercept 
changes when we shift the scale of the explanatory variables. It also makes clear how 
the intercept variance should be interpreted: it is the variance of the intercepts at the 
point where the explanatory variable X is equal to zero.

Figure 4.1  •  Parallel regression lines, with shift on X.

Figure 4.2  •  Varying regression lines, with shifts on X.
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It is clear from Figure 4.2 that, if we shift the scale of X to X* or X** by adding or 
subtracting a certain amount, the spread of the intercepts changes. If we shift the 
scale of the X-axis to X*, the variation of the intercepts is considerable. If we shift the 
scale of the X-axis to X** and extrapolate the regression slopes, the variation of the 
intercepts is very small and probably not statistically significant.

In multiple regression analysis, multilevel or single-level, the intercept is interpreted 
as the expected value of the outcome variable, when all explanatory variables have 
the value zero. The problem, illustrated in Figure 4.2 by the transformation of the 
X-scale to X**, is that in many cases ‘zero’ may not even be a possible value. For 
instance, if we have an explanatory variable ‘gender’ coded as 1 = male, 2 = female, 
zero is not in the possible score range, and as a consequence the value of the 
intercept is meaningless. To handle this problem, it is useful to perform a 
transformation of the X-variables that make ‘zero’ a legitimate, observable value.

A linear transformation that is often applied to achieve this is centering the explanatory 
variables. The usual practice is that the overall or grand mean is subtracted from all 
values of a variable, which is called centering on the grand mean, or grand mean 
centering in short. If we apply grand mean centering, we solve the problem, because 
now the intercept in the regression equation is always interpretable as the expected 
value of the outcome variable, when all explanatory variables have their mean value. 
Grand mean centering is most often used, but it is also possible to center on a different 
value, e.g., on the median, or on a theoretically interesting value. For example, if we 
have an explanatory variable ‘gender’ coded as 1 = male, 2 = female, the value of the 
mean could be 1.6, reflecting that we have 60 percent females in our sample and 40 
percent males. We can center on the sample mean of 1.6, but we may prefer to center 
on the mean of a theoretical population with 50 percent males and 50 percent females. 
To accomplish this, we would center on the population mean of 1.5, which effectively 
leads to a code of –0.5 for male and +0.5 for female. Although we center on a value  
that as such does not and even cannot exist in the population, the intercept is still 
interpretable as the expected outcome for the average person, disregarding gender.

In multilevel modeling, centering the explanatory variables has the additional 
advantage that variances of the intercept and the slopes now have a clear 
interpretation. They are the expected variances when all explanatory variables are 
equal to zero, in other words: the expected variances for the ‘average’ subject.

Centering is also important if the multiple regression model includes interactions. 
For each of the two explanatory variables involved in an interaction, the interpretation 
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of its slope is that it is the expected value of the slope when the other variable has  
the value zero. Again, since ‘zero’ may not even be a possible value, the value of the  
slope for  the interaction term may not be interpretable at all. Since multilevel 
regression models often include cross-level interactions, this is a serious 
interpretation problem. When both variables in the interaction are centered on their 
grand mean, the problem disappears. The problem of interpreting interactions in 
multilevel regression models is discussed in more detail in the next section.

We will consider the issue of centering in a simple example, using the data from our 
example in Chapter 2, and including only pupil extraversion as explanatory variable. We 
compare the estimates for pupil extraversion as a raw and as a grand mean centered 
variable, for a random coefficient model (varying slope for pupil extraversion). The table 
also shows the estimates that result when we standardize the variable pupil extraversion. 
Standardization is a linear transformation that implies grand mean centering, but adds a 
multiplicative transformation to achieve a standard deviation of one.

As Table 4.1 shows, grand mean centering of the variable pupil extraversion produces  
a different estimate for the intercept variance at the second level. The deviance remains 
the same, which indicates that all three random coefficient models fit the data equally 
well. In fact, all three models are equivalent. Equivalent models have the same fit, and 
produce the same residuals. The parameter estimates are not all identical, but the 
estimates for one model can be transformed to the estimates of the other model.  
Thus, grand mean centering and overall standardization do not really complicate the 
interpretation of the results. In addition, grand mean centering and standardization do 

Table 4.1  •  Popularity predicted by pupil extraversion, raw and centered predictor
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have some advantages. One advantage is that the intercept becomes a meaningful 
value. The value of the higher-level intercept variance also becomes meaningful; it is 
the expected variance at the mean of all explanatory variables. A second advantage is 
that with centered explanatory variables the calculations tend to go faster, and 
encounter fewer convergence problems. Especially when explanatory variables vary 
widely in their means and variances, grand mean centering or standardization may be 
necessary to reach convergence, or even to be able to start the computations at all. 
Since grand mean centering only affects the intercept, which is often not interpreted 
anyway, it is preferred above standardization, which will also affect the interpretation  
of the regression slopes and the residual variances.

Some multilevel analysts advocate a totally different way of centering, called group 
mean centering. Group mean centering means that the group means are subtracted 
from the corresponding individual scores. This is sometimes done, because it can be 
used to represent a specific hypothesis. For instance, in educational research there is  
a hypothesis called the ‘frog pond effect’. This means that for a medium-sized frog the 
effect of being in a pond filled with big frogs is different than being in a pond filled with 
small frogs. In educational terms, pupils of average intelligence in a class with very 
smart pupils may find themselves unable to cope, and give up. Conversely, pupils of 
average intelligence in a class with very unintelligent pupils, are relatively smart, and 
may become stimulated to perform really well. The frog pond hypothesis states, that 
the effect of intelligence on school success depends on the relative standing of the 
pupils in their own class. A simple indicator of the pupils’ relative standing can be 
constructed by computing the individual deviation score, by subtracting from the pupil’s 
intelligence score the average intelligence in their class. Group mean centering is a 
direct translation of the frog pond mechanism in terms of the explanatory variables.

Group mean centering completely changes the meaning of the entire regression 
model. If we use grand mean centering, we get different regression slopes for 
variables that are involved in an interaction, and different variance components, but 
we have an equivalent model, with identical deviance and residual errors. A formal 
way to describe this situation is to state that we have a different parameterization for 
our model; the model is essentially the same, but transformed in a way that makes it 
easier to interpret. Using straightforward algebra, we can transform the grand mean 
centered estimates back to the values we would have found by analyzing the raw 
scores. Group mean centering, on the contrary, is not a simple reparameterization of 
our model, but a completely different model. We will find a different deviance, and 
transforming the estimated parameters back to the corresponding raw score 
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estimates is not possible. The reason is that we have subtracted not one single value, 
but a collection of different values from the raw scores. The technical details that 
govern the relations between parameter estimates using raw scores, grand mean 
centered scores, and group mean scores, are complicated; they are discussed in 
detail in Kreft, de Leeuw and Aiken (1995) and in Enders and Tofighi (2007), and in 
more general terms in Hofman and Gavin (1998) and Paccagnella (2006).

Group mean centering of an explanatory variable discards all information concerning 
differences between groups. It would seem reasonable to restore this information by 
adding the aggregated group mean again as an additional group-level explanatory 
variable. But this adds extra information about the group structure, which is not 
present in the raw scores, and therefore we obtain a model that fits better than the 
raw score model.

The advantage of group mean centering is that the raw score is decomposed into a 
within-groups variable and a between-groups variable, which separates the lowest-
level and second-level variation. By using two different variables as predictors, we 
analyze pure individual and group effects. In such a model, the regression coefficients 
for individual and group effects can be quite different. If a single raw score is used as 
predictor, inevitably only a single regression coefficient is estimated, and the model 
implicitly assumes that the individual-level and group-level effect are identical.

Group mean centering and adding the group mean as predictor variable is most 
useful when the research question requires a clear separation of individual and group 
effects. This is the case with frog pond theories, with research questions about 
contextual effects. In addition, Enders and Tofighi (2007) suggest that group mean 
centering (which they refer to as within cluster centering) is most valuable 1) when 
the research hypothesis is about the relationship between two or more level-1 
variables (within-group centering removes confounding with between- group effects), 
and 2) when a hypothesis involves interactions among level-1 variables. This includes 
cross-level interactions, when the research hypothesis is that the second-level 
predictor moderates the strength of a first-level relationship.

Table 4.2 shows the effects of different choices for centering. The data are from 7185 
pupils in 160 schools. A series of multilevel models for this dataset (High School & 
Beyond data) is discussed in detail by Raudenbush and Bryk (2002, Chapter 4). The 
dependent variable is mathematics achievement, and we restrict ourselves to the 
predictors SES and school mean SES.
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The estimates for the first two models (M1  and M2) in Table 4.2 show that grand mean 
centering and group mean centering are indeed different. Compared to grand mean 
centering, group mean centering results in a much larger school-level residual 
variance, which is the result of removing school-level variation from the predictor 
variable. In model three (M3), the school mean is added as a predictor. This predictor is 
clearly significant, and the school-level residual variance goes down as compared to 
model M2. It is obvious the residual variance at the individual level remains unchanged. 
The last model (M4) shows what happens if we add the school means as a predictor to 
the grand mean centered SES variable. The residual variances and the deviance and 
AIC in model three and four are identical, which means that these models are 
equivalent. The regression coefficients, however, are not the same, and neither is their 
interpretation. In model M3, we have a clear separation: the school mean centered SES 
variable has only variance at the pupil level, and the school means have only variance at 
the school level. Since the school mean centered SES predictor can only explain 
variation within schools, the regression coefficient for school mean SES reflects the 
combined effects of school composition differently centered predictors, adding group 
mean (due to differential selection of pupils in schools) and a real contextual effect of 

Table 4.2  •  Mathematics achievement predicted by pupil SES and school means SES, differently centered 
predictors, adding group mean
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the school composition in SES. In model M4, the grand mean SES has both within and 
between school variation, and explains both individual effects and school-level effects 
due to composition. Conditional on the grand mean centered predictor, the regression 
coefficient for school mean SES reflects only the contextual effect of being in a school 
with many high or low SES pupils.

Summarizing: grand mean centering of variables that have random slopes or that are 
involved in an interaction is always helpful. The choice between grand mean centering 
and group mean centering depends on the research problem at hand. For individuals 
within groups, we refer to Enders and Tofighi (2007). For longitudinal data, where group 
mean centering means centering the repeated measures on each individual’s mean, we 
refer to Hoffman (2015, Chapter 9).

INTERPRETING INTERACTIONS

Whenever there are interactions in a multiple regression analysis (whether these are 
a cross-level interaction in a multilevel regression analysis or an interaction in an 
ordinary single-level regression analysis does not matter), there are two important 
technical points to be made. Both stem from the methodological principle that in the 
presence of a significant interaction the effect of the interaction variable and the 
direct effects of the explanatory variables that make up that interaction must be 
interpreted together as a system (Jaccard et al., 1990; Aiken & West, 1991).

The first point is that if the interaction is significant, it is best to include both direct 
effects in the regression too, even if they are not significant.

The second point is that in a model with an interaction effect, the regression 
coefficients of the simple or direct variables that make up that interaction carry a 
different meaning than in a model without this interaction effect. If there is an 
interaction, then the regression coefficient of one of the direct variables is the 
expected value of that regression slope when the other variable is equal to zero, and 
vice versa. If for one of the variables the value ‘zero’ is widely beyond the range of 
values that have been observed, as in age varying from 18 to 55, or if the value ‘zero’ 
is in fact impossible, as in gender coded male = 1, female = 2, the result is that the 
regression coefficient for the other variable has no substantive interpretation. In 
many such cases, if we compare different models, the regression coefficient for at 
least one of the variables making up the interaction will be very different from the 
corresponding coefficient in the model without interaction. But this change does not 
mean anything. One remedy is to take care that the value ‘zero’ is meaningful and 
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actually occurs in the data. One can accomplish this by centering both explanatory 
variables on their grand mean.2  After centering, the value ‘zero’ refers to the mean of 
the centered variable, and the regression coefficients change little when the 
interaction is added to the model. The regression coefficient of one of the variables in 
an interaction can now be interpreted as the regression coefficient for individuals 
with an ‘average’ score on the other variable. If all explanatory variables are centered, 
the intercept is equal to the grand mean of the dependent variable.

To interpret an interaction, it is helpful to write out the regression equation for one 
explanatory variable for various values of the other explanatory variable. The other 
explanatory variables can be disregarded or included at their mean value. When both 
explanatory variables are continuous, we write out the regression equation for the 
lower-level explanatory variable, for a choice of values for the explanatory variable at 
the higher level. Good choices are the mean and the mean plus/minus one standard 
deviation, or the median and the 25th and 75th percentile. A plot of these three 
regression lines clarifies the meaning of the interaction. If one of the explanatory 
variables is dichotomous, we write the regression equation for the continuous 
variable, for both values of the dichotomous variable.

In the example we have used so far, there is a cross-level interaction between pupil 
extraversion and teacher experience. In the corresponding data file, pupil extraversion 
is measured on a 10-point scale, the range is 1–10. Teacher experience is recorded in 
years, with the amount of experience ranging from 2 to 25 years. There are no pupils 
with a zero score on extraversion, and there are no teachers with zero experience, and 
this explains why adding the cross-level interaction between pupil extraversion and 
teacher experience to the model results in an appreciable change in the regression 
slope of pupil extraversion from 0.84 to 1.33. In the model without the interaction, the 
estimated value for the regression slope of pupil extraversion is independent from 
teacher experience. Therefore, it can be said to apply to the average class, with an 
average teacher having an amount of experience somewhere in the middle between 2 
and 25 years. In the model with the interaction, the pupil extraversion slope now refers 
to a class with a teacher who has zero years of experience. This is an extreme value, 
which is not even observed in the data. Following the same reasoning, we can conclude 
that the teacher experience slope refers to pupil extraversion = 0.

The example also includes a variable gender, coded 0 (boys) / 1 (girls). Since ‘zero’ is a 
value that does occur in the data, the interpretation of interaction effects with gender is 
straightforward; leaving the dummy uncentered implies that all slopes for variables 
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interacting with gender refer to boys. This may be awkward in the interpretation, and 
therefore the dummy variable gender may also be centered around its grand mean or by 
using effect coding which codes boys = –0.5 and girls = +0.5. Centering issues do not 
differ for continuous and dichotomous variables (Enders & Tofighi, 2007). For a discussion 
of different coding schemes for categorical variables see Appendix C in this book.

The estimates for the centered explanatory variables in Table 4.3 are much more 
comparable across different models than the estimates for the uncentered variables 
(the small difference between 0.09 and 0.10 for teacher experience is due to 
rounding). To interpret the cross-level interaction, it helps to work out the regression 
equations for the effect of pupil extraversion for different values of teacher 
experience. Using the centered variables, the regression equation for the effect of 
pupil extraversion on popularity is:

popularity = 4.368 +1.241 gender + 0.451 extrav + 0.097  t.exp - 0.025 t.exp  extrav

Table 4.3  •  Model without and with cross-level interaction
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The average effect of a change of one scale point in extraversion is to increase the 
popularity with 0.451. This is the predicted value for teachers of average experience 
(14.2 years in the raw data set, zero in the centered data). For each year more, the 
effect of extraversion decreases with 0.025. So for the teachers with the most 
experience, 25 years in our data, the expected effect of extraversion is 0.451 – 0.025 × 
(25 – 14.2) = 0.18. So, for these teachers the effect of extraversion is predicted to be 
much smaller.

Another way to make it easier to interpret an interaction is to plot the regression 
slopes for one of the explanatory variables for some values of the other. The mean of 
pupil gender is 0.51, so we can absorb that into the intercept giving:

popularity = 5.001+ 0.451 extrav + 0.097  t.exp - 0.025 t.exp  extrav .

The centered variable pupil extraversion ranges from –4.22 to 4.79. The centered 
variable teacher experience ranges from –12.26 to 10.74, with a standard deviation of 
6.552. We can use Equation 2.12 to predict popularity, with extraversion ranging from 
–4.22 to 4.79 and teacher experience set at -6.552, 0, and 6.552, which are the values 
of one standard deviation below the mean, the mean, and one standard deviation 
above the mean. Figure 4.3 presents a plot of the three regression lines.

It is clear that more extraverted pupils have a higher expected popularity score, and 
that the difference is smaller with more experienced teachers. In general, more 
experienced teachers have classes with a higher average popularity. At the maximum 
values of pupil extraversion, this relationship appears to reverse, but these differences 
are probably not significant. If we use the uncentered scores for the plot, the scale of 
the X-axis, which represents pupil extraversion, would change, but the picture would 
not. Centering explanatory variables is especially attractive when we want to interpret 
the meaning of an interaction by inspecting the regression coefficients in the table.  
As Figure 4.3 shows, plotting the interaction over the range of observed values of the 
explanatory variables is an effective way to convey its meaning, even if we work with 
raw variables.

Interactions are sometimes interpreted in terms of moderation or a moderator effect. 
In Figure 4.3, we can state that the effect of pupil extraversion is moderated by 
teacher experience, or that the effect of teacher experience is moderated by pupil 
extraversion. In multilevel analysis, where the interest often lies in contextual effects, 
the interpretation that the effect of pupil extraversion is moderated by teacher 
experience would in many cases be preferred. A more statistical approach is to 
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examine for which range of values of teacher experience the effect of pupil 
extraversion is significant. A simple approach to probing interactions is to test simple 
slopes at specific levels of the predictors. In this approach, teacher experience is 
centered on a range of values, to find out by trial and error where the boundary lies 
between a significant and a nonsignificant effect for pupil extraversion. A more 
general method is the Johnson–Neyman (J–N) technique, which views interactions as 
conditional relations in which the effect of one predictor varies with the value of 
another. The values of the regression coefficients and their standard errors are used 
to calculate the range of values on one explanatory variable for which the other 
variable in the interaction shows a significant effect. Bauer and Curran (2005) 
describe these techniques in the context of standard and multilevel regression 

Figure 4.3  •  Regression lines for popularity by extraversion, for three levels of teacher experience.
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analysis, and Preacher, Curran and Bauer (2006) describe analytic tools3  to evaluate 
interactions by establishing confidence bands for simple slopes across the range of 
the moderator variable.

A final note on interactions is that in general the power of the statistical test for 
interactions is lower than the power for direct effects. One reason is that random 
slopes are estimated less reliably than random intercepts, which means that 
predicting slopes (using interactions with second-level variables) is more difficult 
than predicting intercepts (using direct effects of second-level variables (Raudenbush 
& Bryk, 2002). In addition, if the variables that make up an interaction are measured 
with some amount of measurement error, the interaction term (which is a 
multiplication of the two direct variables) is less reliable than the direct variables 
(McLelland & Judd, 1993). For these two reasons modeling random slopes is less 
successful than modeling random intercepts.

HOW MUCH VARIANCE IS EXPLAINED?

An important statistic in ordinary multiple regression analysis is the multiple 
correlation R, or the squared multiple correlation R², which is interpreted as the 
proportion of variance modeled by the explanatory variables. In multilevel regression 
analysis, the issue of modeled or explained variance is a complex one. First, there is 
unexplained variance at several levels to contend with. This alone makes the 
proportion of explained variance a more complicated concept than in single-level 
regression analysis. Second, if there are random slopes, the model is inherently more 
complex, and the concept of explained variance has no unique definition anymore. 
Various approaches have been proposed to indicate how well we are predicting the 
outcomes in a multilevel model.

A straightforward approach to examining the proportion of explained variance 
consists of examining the residual error variances in a sequence of models, such as 
the sequence proposed in Section 4.1 in this chapter. Table 4.4 presents for such a 
sequence of models the parameter estimates (regression coefficients and variance 
components) plus the deviance, using FML estimation. The first model is the 
intercept-only model. This is a useful baseline model, because it does not introduce 
any explanatory variables (except the constant intercept term) and decomposes the 
total variance of the outcome variable into two levels. Thus, the individual-level 
variance of the popularity scores is 1.22, the class-level variance is 0.69, and the total 
variance is the sum of the two: 1.91. Since there are no explanatory variables in the 
model, it is reasonable to interpret these variances as the error variances.
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In the first ‘real’ model, the pupil-level explanatory variables extraversion and gender 
are introduced. As a result, the first-level residual error variance goes down to 0.59, 
and the second-level variance goes down to 0.62. Again, it is reasonable to interpret 
the difference as the amount of variance explained by introducing the variables pupil 
gender and pupil extraversion. To calculate a statistic analogous to the multiple R², 
we must express this difference as a proportion of the total error variance. It appears 
most informative if we do this separately level-by-level. For the proportion of variance 
explained at the first level we use (cf. Raudenbush & Bryk, 2002):

where s 2
e|b

  is the lowest-level residual variance for the baseline model, which is the 
intercept-only model, and s 2

e|m
   is the lowest-level residual variance for the comparison 

model. For the pupil popularity data this calculates the proportion explained variance at 
the pupil level for the model with pupil gender and pupil extraversion as:

Table 4.4  •  Successive models for pupil popularity data

Equation 4.8
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For the proportion of variance explained at the second level (cf. Raudenbush & Bryk, 
2002) we use:

where s 2
u0|b

   is the second-level residual variance for the baseline model, which is the 
intercept-only model, and s 2

u0|m
 is the second-level residual variance for the 

comparison model. For the pupil popularity data this calculates the proportion 
explained variance at the class level as:

It may come as a surprise that pupil-level variables are able to explain variance at  
the class level. The explanation is straightforward. If the distribution of extraversion 
or the proportion of girls is not exactly the same in all classes, the classes do differ  
in their composition, and this variation can explain some of the class-level variance  
in average popularity between classes. In our example, the amount of variance 
explained by pupil extraversion and gender at the class level is small, which reflects 
the fact that extraversion and gender are distributed almost equally across all 
classes. The results could have been different; explanatory variables that are divided 
very selectively across the groups can often explain a fair amount of group-level 
variance. The interpretation would generally be that this does not reflect a real 
contextual effect, but rather the unequal composition of the groups. This issue is 
discussed in Section 4.2 of this chapter.

Assessing the effect of adding the class-level explanatory variable ‘teacher 
experience’ to the model follows the same reasoning. The residual variance at the 
first level does not change at all. This is as it should be, because class-level variables 
cannot predict individual-level variation. The class-level residual variance goes down 
to 0.29, so the class-level R2 becomes

which means that 58 percent of the variance at the class level is explained by the 
pupil gender, pupil extraversion and teacher experience. A comparison with the  

Equation 4.9
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previous R2
2 = 0.10 makes clear that most of the predictive power stems from the 

teacher experience.

The next model is the random coefficient model, where the regression slope for pupil 
gender is assumed to vary across schools. In the random coefficient model, the variance 
of the slopes for pupil extraversion is estimated as 0.03. Since the model contains no 
cross-level interactions with pupil gender, the slope variance is not modeled, and can be 
interpreted as a residual error variance at the class level. The cross-level model includes 
the interaction of pupil extraversion with teacher experience, and estimates the variance 
for the pupil extraversion slopes as 0.004. Hence, the explained variance in these slopes 
is given by (cf. Raudenbush & Bryk, 2002):

where s 2
u2|b

   is the variance of the slopes for pupil extraversion in the baseline model, and 
s 2

u2|m
 is the variance of the slopes for pupil extraversion in the comparison model. For our 

example data, comparing the random coefficient model as a baseline model with the 
cross-level interaction model, we obtain (carrying one extra decimal for precision):

Using one explanatory variable at the school level, we can explain 86 percent of the 
variance of the pupil extraversion slopes.

All this appears straightforward, but there are two major problems. First, by using 
these formulas it is quite possible to arrive at the conclusion that a specific 
explanatory variable has a negative contribution to the explained variance. This will 
lead to a negative R², which is an impossible value. This is unfortunate, to say the 
least. This will in fact always happen when a predictor variable is added to the model 
that has only lowest-level variation, such as a group mean centered predictor, or a 
measurement occasion in a longitudinal model with fixed occasions (cf. Snijders & 
Bosker, 2012). The reason is that the decomposition of the total variance into first-
level and second-level variance in the empty model assumes random sampling at 
each level, and a variable with only lowest-level variance violates that assumption.
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A second problem is that in models with random slopes, the estimated variances 
depend on the scale of the explanatory variables. This has been explained in Section 
4.2 of this chapter, in the discussion of the effects of centering and standardization. 
This means that the explained variance changes if we change the scale of the 
explanatory variables that have varying slopes. In Table 4.4 it is clear that the 
intercept variance changes wildly when a random slope is added to the model.  
Table 4.5 illustrates that using centered predictor variables produces a more stable 
succession of variance estimates. The regression coefficients are the same as before, 
except for the model with the interaction, and the deviances are all equal to the 
deviances using raw predictor variables.

Table 4.5  •  Successive models for pupil popularity data, all predictors centered

Centering the predictor variables produces more realistic and stable variance 
estimates, but does not solve the problem that using equations 4.8 to 4.10 can 
sometimes lead to negative estimates for the explained variance. To understand in 
more detail how variables can have a negative contribution to the explained variance, 
we must investigate the effect of including an explanatory variable on the variance 
components. The reasoning underlying Equations 4.8 to 4.10 assumes that the 
sample is obtained by simple random sampling at all levels. The underlying 
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assumption is that the groups are sampled at random from a population of groups, 
and that the individuals are sampled at random within these groups.

Assume that we sample N individuals, and randomly assign them to J groups, all with 
equal group size n. For any variable X with mean μ and variance s2, the distribution of 
the group means is approximately normal with mean μ and variance:

This is a well-known statistical theorem, which is the basis of the familiar F-test in 
the Analysis of Variance. In analysis of variance, we estimate the population variance 
s2  using s2

PW
 , the pooled within-groups variance. A second estimate of s² is given by 

ns2
m

  , using (4.11) and filling in the observed means m for the population means μ. 
This is used in the familiar F-test, F = ns2

m / s2
PW

 , for the null-hypothesis that there are 
no real differences between the groups. If there are real group differences, there is a 
real group-level variance s 2 in addition to the sampling variance s

μ
2, and ns 2

m
 is an 

estimator of (s 2 + s
μ
2 / n). Thus, in general, in grouped data some of the information 

about the population within-groups variance is in the observed between-groups 
variance, and the between-groups variance calculated in the sample is an upwardly 
biased estimator of the population between-groups variance. This also means that, 
even if the between-groups variance in the population is zero, the observed between- 
groups variance is not expected to be exactly zero, but to be equal to s 2/n.

As a result, for an individual-level variable sampled via a simple multilevel sampling 
process, we expect that it will show some between-group variability, even if there are 
no real group effects in the population. For such variables, the approximate R2 

formulas defined above should do reasonably well. But in some situations we have 
variables that have (almost) no variation at one of the levels. This occurs when we use 
as explanatory variable a group mean centered variable, from which all between-
group information is removed, or the group averages, which have no variation at all at 
the individual level. In an implicit way this occurs when we have data with a strong 
selection process at one of the levels of sampling, or time series designs. For 
instance, if we carry out an educational experiment, we might assign pupils to 
classes to achieve an exactly equal gender ratio of 50 percent boys and 50 percent 
girls in each class. If we do this, we have no between class variation in average 
gender, which is less than expected by simple random sampling of boys and girls. In 
a similar way, in many studies where we have as the lowest level a series of repeated 
observations at different measurement occasions, all subjects have exactly the same 
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series of time points, because they were measured at the same occasions. Here 
again we have no variation of time points across subjects. In these cases, using the 
simple formulas given above will generally produce the result that the explanatory 
variable ‘gender’ or ‘occasion’ appears to explain negative variance.

Snijders and Bosker (2012) explain the problem in detail. First, let us consider a 
model that contains no random effects for the slopes. We could base an estimate of  
s e

2 on the pooled within-groups variance. This would be inefficient, because it ignores 
the information we have about s e

2 in the between-groups variance. Furthermore, the 
observed between-groups variance must be corrected for the within-groups variance 
to produce an accurate estimator of s 2

u0
 . As a result, the maximum likelihood 

estimators of s e
2  and s 2

u0
  are a complex weighted function of the pooled within groups 

and the between-groups variances.

Assume that we start by estimating an intercept-only model, which gives us baseline 
estimates for the two variance components s e

2  and s 2
u0

 . First, we introduce a  
‘normal’ first-level explanatory variable, like pupil gender in our example. As 
explained above, the expected between-groups variation for such a variable is not 
zero, but s2  / n. So, if this variable correlates with the outcome variable, it will reduce 
both the within groups variance and the between-groups variance. The correction 
implicit in the ML estimators insures that both s e

2 and s 2
u0

 are reduced by the correct 
amount. Since s 2

u0 is corrected for a ‘normal’ explanatory variable, it should not 
change, unless our explanatory variable explains some additional group-level 
variation as well. Now, consider what happens if we add an explanatory variable that 
is group mean centered, which means that all group-level information has been 
removed. This can reduce only the within-groups variance, and leaves the between-
group variance unchanged. The correction implicit in the ML estimator of s 2

u0
  will  

now correct for the smaller amount of within-groups variance, and as a result the 
estimate of the apparent between-groups variance s 2

u0
  will increase. Using Equation 

4.8, we get a negative estimate for the explained variance at the group level, which 
makes no sense. In ordinary multiple regression analysis such a thing cannot occur. 
When predictor variables are added that have more group-level variance than a 
random sampling process produces, the apparent within-groups variance s 2

u0
 can 

increase, which may produce a negative estimate for the explained variance at the 
lowest level.

e
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With this knowledge in mind, let us look again at the formulas for explained variance. 
For the lowest level, we repeat the equation here:

Provided that s e
2 is an unbiased estimator, this formula is correct. But, as we have 

seen, adding group-level variables to the model may lead to incorrect estimates, 
because the estimation procedure does not combine the information from the two 
levels correctly. Snijders and Bosker (2012) propose to remedy this by replacing s e

2    

in (4.8) by the sum s e
2  + s 2

u0
 . This will use all available information about the within-

group variance in a consistent way.

The formula for the second-level explained variance is given by

Snijders and Bosker (1994) propose to replace s 2
u0

 in (4.9) by s 2
u0

 + s e
2 / n. For unequal 

group sizes, the simplest solution is to replace the common group size n by the 
average group size. A more elaborate option proposed by Snijders and Bosker (1994) 
is to replace n by the harmonic group mean defined by {(1/ N ) Σj (1/ nj)}

-1

. The ad hoc 
estimator proposed by Muthén (1994), given by  c = [N2 - Σ n2

j] / [N (J-1)], is probably a 
better replacement for the average n, because it is designed for similar problems in 
analysis of variance. Except in the case of extreme unbalance, both these 
replacements for n are very close to the average group size n, so in most cases even 
the simple median of the group sizes nj  will suffice.

The various formulas given above assume that there are no random slopes in the 
model. If there are, the replacements are more complicated. Assume that there are  
q explanatory variables Z with a random slope, with means μz, between-groups 
covariance matrix ΣB and pooled within-groups covariance matrix ΣW. For the first-
level residual error, we replace s 2

e
    in 4.8 by

e

Equation 4.8

Equation 4.9

Equation 4.12
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and for the second-level residual error, we replace s 2u0
 by

The computations are straightforward, but tedious. For the development of these 
equations and computational details see Snijders and Bosker (2012). Snijders and 
Bosker (2012) advise that if there are random slopes in the model, the explained 
variance can still be estimated using a simplified model with only fixed effects. With 
grand mean centered predictor variables, the μ-terms are zero, and Equations 4.12 
and 4.13 are much simplified. If there is only one varying slope in the model, 
Equations 4.12 and 4.13 further simplify to

and

Table 4.6 lists the models presented in Table 4.5, with the explained variance as 
calculated using the approximations in (4.8) and (4.9), and with the explained variance 
as calculated using the Snijders and Bosker (1994) corrections.

Equation 4.13

Equation 4.12a

Equation 4.13a

Table 4.6  •  Explained variance for pupil popularity models in Table 4.5
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The explained variance at the first level differs appreciably in the different 
approaches. There is a difference in interpretation as well. The approximate R² 
attempts to indicate the explained variance as a proportion of the first-level variance 
only. The Snijders and Bosker R² attempts to indicate the explained variance as a 
proportion of the total variance, because in principle first-level variables can explain 
all variation, including the variation at the second level. Note that the approximate R² 
appears to increase when a random effect is added to the model. This increase is 
spurious, because we cannot actually observe the random U terms. Thus, although 
the approximate approach can be used to compute an R² for models including 
random effects, the results must be interpreted with care. The Snijders and Bosker 
correction removes this spurious increase. Hence, for the approximate procedure, the 
explained intercept variance is based on a comparison of the null model and the 
model without random slopes.

Snijders and Bosker (2012) do not address the problem of defining explained variance 
in regression slopes, or explained variance in models with more than two levels. It is 
clear that the problems just described are also present at any higher levels, with 
more complex equations as the result. Since the intercept is simply the regression 
slope associated with a constant with value 1, the complications in interpreting the 
intercept variance will arise again when we consider the variance of the regression 
slopes. In addition, Snijders and Bosker’s approach does not solve the problem that 
with random slopes the residual variances depend on the scale of the explanatory 
variables. There is no current solution for this.

When the multilevel sampling process is close to two-stage simple random sampling, 
the formulas given as 4.8 to 4.10 should give reasonable approximations. As always, 
when the interest is in the size of variance components, it appears prudent to center 
all explanatory variables that have varying slopes on their grand mean. Given that the 
estimates of the variance components depend on the explanatory variables, this at 
least insures that we get variance estimates for values of the explanatory variables 
that actually exist, and reflect the average sampling unit. This would apply to both the 
approximate and the Snijders and Bosker approach to estimating explained variance.

MULTILEVEL MEDIATION AND HIGHER-LEVEL OUTCOMES

Mediation analysis is a causal model where the hypothesis is that the effect of an 
independent variable IV is assumed to have an effect on an outcome variable via a 
mediator variable M. Mediation is a popular research theme because it involves 
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hypotheses about the process through which X influences Y. Figure 4.4 presents the 
essence of mediation analysis.

The left of Figure 4.4 shows the direct effect of variable X on Y. The right of Figure 4.4 
shows the mediation model; X influences Y via M. In the mediation model, the direct 
effect c has changed to cʹ. If cʹ is essentially zero, we have full mediation; if cʹ is 
smaller than c but still significant, we have partial mediation. Traditionally mediation 
was investigated using a series of multiple regression analyses, the so-called Baron 
and Kenny steps. The current approach is to specify a mediation model as a 
structural equation model (SEM). This has the advantage that all coefficients are 
estimated simultaneously, and that the indirect effect X→M→Y can be calculated from 
the coefficients a and b, and that more complex models can be specified including 
models with latent variables or models with multiple (parallel or serial) mediators.

If multilevel analysis finds effects of contextual predictors on an individual outcome 
variable, some process must mediate between the two, and an appropriate analysis 
would be multilevel mediation analysis. On the other hand, group-level outcomes 
could be affected by group processes that are measured at the individual level, which 
would also point towards multilevel mediation analysis, only here the final outcome 
variable would be at level two. Since SEM has such advantages above multiple 
regression analysis, for multilevel mediation analysis we prefer multilevel SEM. Some 
path models including mediation are presented in Chapter 15 in this book, a detailed 
exposition is in MacKinnon (2012). Multilevel models with group-level outcomes, 
including mediation models, are also best analyzed using multilevel SEM (Croon & 
van Veldhoven, 2007).

Figure 4.4  •  Basic elements of mediation analysis.

R O U T L E D G E R O U T L E D G E . C O M

https://www.routledge.com/Multiple-Regression-and-Beyond-An-Introduction-to-Multiple-Regression/Keith/p/book/9781138811959?utm_source=shared_link&utm_medium=post&utm_campaign=B181002579
https://www.routledge.com/Multilevel-Analysis-Techniques-and-Applications-Third-Edition-3rd-Edition/Hox-Moerbeek-van-de-Schoot/p/book/9781138121362?utm_source=shared_link&utm_medium=post&utm_campaign=B181002689


96

SOME IMPORTANT METHODOLOGICAL 
AND STATISTICAL ISSUES 

Excerpted from Multilevel Analysis

CHAPTER 4

MISSING DATA IN MULTILEVEL ANALYSIS

Incomplete or missing data occur often in the analysis of real data. Most software  
deals with missing data in a very simple manner; incomplete cases are simply deleted 
from the analysis, a procedure known as listwise deletion. Not using the incomplete 
cases is wasting information and results in lower power, especially in a multilevel 
analysis where the missing value can be a group-level variable, and listwise deletion 
results in deleting the entire group. More important is the assumption that listwise 
deletion makes about the missingness mechanism. Any deletion scheme must assume 
that the remaining cases are representative for the original sample, which means that 
the missingness must be Missing Completely At Random (MCAR). This is in practice an 
unlikely assumption.

MCAR means that the missing values are not in any way related to the observed or 
unobserved values in the data. The missingness cannot be predicted by the observed 
variables, and also not by the unobserved (missing) values. The first assumption can 
be checked; if the observed variables predict missingness (e.g., in a logistic 
regression or cross table), the missingness mechanism is not MCAR. The last 
assumption cannot be checked, but it is an important assumption, and if it is violated 
the analysis results are likely to be biased.

Several techniques have been developed to analyze data that are not MCAR. Typically, 
these techniques assume that the missingness is Missing At Random (MAR). This 
means that, conditional on the observed variables, the missingness is not related to 
the unobserved (missing) values. If analysis techniques are used that assume MAR, 
correlations between missingness and other variables in the model are acceptable.

A third missingness mechanism is Missing Not At Random (MNAR). This assumes 
that conditional on the observed variables, the missingness is related to the values 
that we failed to observe. MNAR analysis is complicated and requires a good 
understanding of both missing data analysis and of the data at hand, and we will not 
treat it here.

MAR makes fewer assumptions than MCAR, and there are well-developed techniques 
to deal with MAR missingness. There are two main approaches to incomplete data 
assuming a MAR mechanism. The first approach is to use an estimation method that 
can include incomplete cases in the estimation procedure. This can be done in both 
ML and in Bayesian estimation, in a different manner, both assuming MAR. The 
second approach is to impute the missing values using multiple imputation, which 
allows incorporating the uncertainty in imputation in the analysis.
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For a general introduction to missing data we refer to McKnight, McKnight, Sidani 
and Figueredo (2007). A more technical introduction is Enders (2010), who discusses 
all methods mentioned below. A review of missing data methods in the multilevel 
context is provided by Hox, van Buuren and Jolani (2016). What follows below is a brief 
introduction of the issues involved in analyzing incomplete multilevel data.

It should be noted that there is one case where multilevel analysis offers very simple 
solution to missing data, and that is multilevel analysis of longitudinal data with 
dropout or occasional wave nonresponse. Subjects that drop out of the study and 
therefore have missing data on later measurement occasions can easily be retained 
in the multilevel analysis. Provided ML or Bayesian estimation is used, the assumed 
missingness mechanism is MAR. This case is treated in Chapter 5 on longitudinal 
multilevel analysis. Here we discuss the general case of incomplete multilevel data.

DIRECT ESTIMATION OF INCOMPLETE DATA

Direct estimation of incomplete data using ML is based on rewriting the standard 
likelihood function in such a way that incomplete cases can be retained and therefore 
continue to play a role in the estimation procedure. In this case, generally called full 
information maximum likelihood (FIML), all available information is used, and the 
estimation is therefore efficient and assumes MAR. Structural equation modeling 
software generally has this capacity. Multilevel structural equation modeling includes 
multilevel regression, but also more general models like multilevel factor or path 
models, which we treat in Chapters 14 and 15. By specifying our multilevel regression 
model as particular multilevel structural equation model, we can solve the missing 
data problem.

There is one important problem with this approach. The likelihood function is 
specified for the dependent variables, independent variables must still be excluded by 
listwise deletion. The solution for this is to respecify the regression model in such a 
way, that the predictor variables still remain predictors, but technically become 
dependent variables. This is done by specifying for each predictor with missing values 
a corresponding latent variable that predicts the observed variable with a regression 
coefficient constrained equal to one, and constraining the prediction error variance as 
zero. The latent variable is identical to the observed variable, and is used in its stead 
as a predictor variable. Figure 4.5 illustrates the model.

The single disadvantage of this procedure is that the distribution of X becomes 
important. Ordinarily, there is no distributional assumption for predictor variables, 
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but when it technically becomes a dependent variable it now needs to have a normal 
distribution, and this assumption must be checked. This also implies this approach 
cannot be used for categorical predictors, unless these are modeled correctly using 
procedures described in Chapters 6 and 7.

FIML works well with models that have only a random intercept. Varying slopes 
requires in Mplus an estimation method that uses numerical integration, which is 
very computer intensive. Bayesian estimation deals with missing data in a different 
way. In a Bayesian model, each missing data point simply becomes one more 
parameter to be estimated. This obviously leads to a very complex model, which  
ML estimation will not handle well, or not handle at all. One of the advantages of 
Bayesian estimation is that it deals well with complicated models. As we explained 
briefly in Chapter 3, Bayesian estimation is an entirely different framework for 
estimation. When applied to data with many missing values, convergence of the  
MCC chain can be slow, and should certainly be checked carefully using the  
methods outlined in Chapter 13. Bayesian estimation is most easily done in Mplus; 
unfortunately, at the time of writing, Bayesian estimation in Mplus cannot be used 
when an incomplete predictor has a random slope.

Figure 4.5  •  Specifying a predictor as a dependent variable.

MULTIPLE IMPUTATION OF INCOMPLETE DATA

A different approach to incomplete data is to fill in the missing values with plausible 
values, and then to proceed with the analysis, which is straightforward because there 
are no more missing values. This creates two problems: the imputed values are 
usually based on regression predictions, and therefore too precise, and the statistical 
software will use the imputed values as if they are real observations, and hence 
overestimate the sample size. Both problems are solved by using multiple imputation 
(Rubin, 1987): the imputations are repeated a number of times (say five times) and 
each time a random error is added to the imputed values, so the imputed datasets 
are different. Next, the analysis is carried out on each of the imputed datasets, and 
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the analysis results are combined into a single final result. The combination rules, 
often referred to as Rubin’s rules (Rubin, 1987), are basically simple, and software 
that can deal with multiply-imputed data generally carries out the combination 
automatically. Generating the multiple imputations is difficult, because it is very 
important that the right amount of random error is added. A second requirement is 
that the model used to generate the multiple imputations is at least as complex as 
the analysis model. In multilevel data, this means that the imputation model must 
also be a multilevel model.

Imputations can be based on a model or on the data. A well-known data-driven 
imputation method is multivariate imputation by chained equations (MICE, van 
Buuren & Groothuis- Oudshoorn, 2011) using predictive mean matching (PMM).  
In MICE, a regression model is used to predict each incomplete variable in turn. 
Subjects with similar predicted values are grouped into a donor pool, and a randomly 
chosen subject from that pool who has an observed value for that variable donates 
that value to the incomplete case. An advantage of PMM is that the imputations are 
always values that have actually been observed in the data. As a result, PMM 
generally reproduces the observed data structure, including non-normality and 
multilevel structures (Vink et al., 2015). Multilevel imputation is available in the  
R package MICE (van Buuren & Groothuis-Oudshoorn, 2011) and in Mplus (Muthén  
& Muthén, 1998 –2015).

AN EXAMPLE OF MULTILEVEL INCOMPLETE DATA

As an example of incomplete multilevel data, we take the popularity data used in 
Chapter 2, and create missingness in the variables extraversion and popularity,  
using a MAR procedure. The missingness mechanism is explained in Appendix E  
that contains a description of all data files used in this book. The model used is a 
main effects variance components model, not including the interaction between 
extraversion and teacher experience. The model is estimated using Mplus 7.4 with 
robust ML estimation. Multiple imputation estimates are based on 20 imputed 
datasets using Bayesian estimation of a full model for imputation and robust ML 
estimation for the model parameters. The results are shown in Table 4.7.

The column labeled Complete presents the results of the complete data. Since  
Mplus used a different specification for multilevel modeling than standard multilevel 
regression, the results differ a little from the results presented in Chapter 2. It is 
clear that Listwise deletion results in estimates that are different from the complete 
data. The intercept is severely underestimated, and the class-level residual variance 
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is severely overestimated. The regression coefficients are actually estimated 
reasonably well.

The other three estimation methods produce estimates that are closer to the 
estimates of the complete data. They are closer to each other than to the complete 
data. This is to be expected; we have removed 25 percent of the data values for two 
variables, so we should find slightly different results. The three principled methods 
that all three assume MAR do not restore the lost information, all they do is allow us 
to use all available information, producing unbiased estimates if the missingness 
mechanism is MAR (or MCAR). Hox, van Buuren and Jolani (2016) include a 
simulation that compares several approaches to multilevel missing data, and 
conclude that multilevel FIML and multilevel multiple imputation produce the most 
accurate parameter estimates and standard errors, and work equally well.

Table 4.7  •  Model without and with cross-level interaction

4.7 SOFTWARE

Most specialist software for multilevel analysis contains options for creating grand 
mean or group mean centered predictor variables. In general statistical packages, 
these centered variables usually must be calculated manually. Proper analysis of 
mediation models is best performed using path analysis in structural equation 
modeling software, which is treated in Chapter 15. Missing data analysis using an 
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estimation method that can include incomplete cases, using either ML or Bayesian 
estimation, is currently only available in Mplus. Multilevel multiple imputation can be 
performed in standard imputation software, but the most flexible tool is the R 
package MICE (van Buuren & Groothuis-Oudshoorn, 2011), which contains some 
automatic multilevel imputation tools.

NOTES

1. The usual Bonferroni correction is to keep the p-values, and divide the formal 
alpha level by the number of tests. However, if we have many tests in various 
steps, we end up with many different significance criteria. It is simpler to correct 
by appropriately inflating the p-values, and use one alpha criterion for all analysis 
steps. Both procedures are equivalent, but inflating the p-values makes   for a 
simpler presentation of the results. Holm (1979) describes a more powerful 
variation of the Bonferroni. If k tests are performed, the Holm correction would 
multiply the smallest p-value by k, the next smallest p-value by k-1, and so on. 
The Benjamini-Hochberg correction (Benjamini & Hochberg, 1995) is even better, 
but more complicated.

2. Standardizing the explanatory variables has the same effect. In this case, it is 
recommended not to standardize the interaction variable because that makes it 
difficult to compute predictions or plot interactions. Standardized regression 
weights for the interaction term can always be determined using Equation 2.13.

3. Available at www.quantpsy.org.

R O U T L E D G E R O U T L E D G E . C O M

https://www.routledge.com/Multiple-Regression-and-Beyond-An-Introduction-to-Multiple-Regression/Keith/p/book/9781138811959?utm_source=shared_link&utm_medium=post&utm_campaign=B181002579
https://www.routledge.com/Multilevel-Analysis-Techniques-and-Applications-Third-Edition-3rd-Edition/Hox-Moerbeek-van-de-Schoot/p/book/9781138121362?utm_source=shared_link&utm_medium=post&utm_campaign=B181002689


CHAPTER

This chapter is excerpted from 

Successful Academic Writing: A Complete Guide to Social 
and Behavioral Scientists

By Anneliese A. Singh and Lauren Lukkarila 
©201 The Guilford Press. All rights reserved.  

LEARN MORE > US customers visit Guilford Press to purchase.

WHAT IS  
ACADEMIC 

WRITING

5

https://www.routledge.com/Successful-Academic-Writing-A-Complete-Guide-for-Social-and-Behavioral/Singh-Lukkarila/p/book/9781462529391?utm_source=shared_link&utm_medium=post&utm_campaign=B181002576
https://www.routledge.com/Successful-Academic-Writing-A-Complete-Guide-for-Social-and-Behavioral/Singh-Lukkarila/p/book/9781462529391?utm_source=shared_link&utm_medium=post&utm_campaign=B181002576
https://www.guilford.com/books/Successful-Academic-Writing/Singh-Lukkarila/9781462529391?utm_source=taylor-and-francis&utm_medium=pdf&utm_campaign=taf-freebook-2018-3


103

WHAT IS ACADEMIC WRITING?

Excerpted from Successful Academic Writing

CHAPTER 5

Academic writing in the behavioral and social sciences is a way of writing that is 
distinctly different from other forms of writing. On the surface, it may appear to have 
similarities with other types of writing, but the more you learn about it, the more you 
realize that just about every aspect of academic writing, from purpose to tone, from 
structure to style, and from audience to word choice, is different. Quite literally, 
academic writing is more than just another way to write; it is a different culture with 
its own language.

So, how do you learn academic writing? This is the question that guides this book. We 
believe that the basic equation for any kind of learning is awareness + action = growth. 
In your case, this means we believe you will experience positive development as an 
academic writer if you do the following:

1. Develop awareness of academic writing—that is, develop factual knowledge about 
it as a culture and a language.

2. Take action to increase your membership in the academic writing culture and 
your fluency in academic writing language—that is, consciously and diligently do 
things that improve your skills and strategies for accomplishing academic writing 
at a level that is satisfactory for accomplishing your goals.

Accordingly, in this book, our goal is to provide you with a balance of awareness 
(knowledge) and action (skill/strategy development steps) in an effort to facilitate 
growth in your academic writing. Our belief is that expertise in anything—but 
especially something as specific as academic writing—is primarily a result of 
extensive practice. As Malcolm Gladwell engagingly illustrates in Outliers: The Story of 
Success (2008), it is 10,000 hours of practice, rather than just inherent ability, that to 
some extent distinguishes a “phenom” from others in a field. Of course, we do not 
expect you to make 10,000 hours of practice in academic writing your goal. We just 
want to emphasize that all time spent understanding and practicing academic writing 
will result in increasing your academic writing expertise. 

In this first chapter, our awareness focus is helping you to gain an understanding of 
what academic writing is—and what academic writing is not. Our action focus 
includes ideas for steps you can take to consciously develop your ability to see written 
texts through the eyes of an academic writer. Let’s begin by exploring what academic 
writing is and is not in more detail.
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DEFINING ACADEMIC WRITING

Academic writing is more than just another way to write; it is literally a different culture 
with its own language. In fact, academic writing is more than just one different culture. 
It is simultaneously one culture and many cultures, which can obviously create 
confusion for those trying to join the culture(s) and learn the language(s). Academic 
writing is one culture in the sense that most experienced, successful academic writers 
(from the same country) would likely agree on several of the general qualities of 
academic writing. However, academic writing is also many cultures because those 
same experienced, successful academic writers would also likely look at the same 
academically written text and provide very different comments and suggestions for 
revisions based on what is considered the norm in their specific discipline. Thus, even 
people like your professors, who operate very successfully within the culture and 
language of academic writing, may have a difficult time of breaking down what is and 
what is not academic writing in explicit terms, because it is not one thing. It is many 
things, and they did not learn it—they absorbed it. Right now, if you were to schedule a 
meeting with your favorite professor and ask her to define what academic writing is, 
you might get some vague answers like the following:

• “It is what we use in writing journal articles.”

• “You know academic writing when you see it.”

• “You know what is not academic writing when you see it.”

• “Academic writing is formal, neutral language.”

Of course, the confusing thing about these types of responses is that they do not 
really answer your question. You still do not know what academic writing is, and as 
far as you can tell at this point, neither does your professor. So, how are you 
supposed to figure out how to do academic writing when you do not know what it is? 
Perhaps you should ask your professor another question, such as, “How did you learn 
academic writing?” This time, you may get more concrete responses:

• “I had to learn academic writing on my own.”

• “I learned academic writing when I was working on my dissertation.”

• “Academic writing was really varied according to my professors. I picked up  
a little something from each professor I worked with in graduate school.”

• “I am still learning what academic writing is—it seems to change according  
to journal, colleague, and discipline!”
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Although these answers may also seem unhelpful, you can begin to understand  
that professors have difficulty defining what academic writing is because they likely 
experienced very little direct instruction in developing themselves as academic 
writers. Like you, they were expected to produce academic writing that met some 
mysterious standard defined by their professors, and somehow (they may not know 
how) they managed to achieve that standard.

The journey to becoming an academic writer is unique and highly individualized for 
everyone, and inevitably involves some strategic planning, some trial and error, and 
lots of perseverance. Thus the first major awareness that can help move you forward 
in your own process of becoming an academic writer is to understand that you are in 
charge of this journey. It will ultimately be up to you to direct your own process of 
becoming an academic writer and to figure out what works for you. The key action 
that can help you to take charge of your journey is to be curious. Curiosity will lead 
you not only to notice things you need to notice in your journey to becoming an 
academic writer, but also to seek explanations, resources, and assistance as you 
manage your journey. For example, curiosity will help you to develop the ability to see 
written texts as experienced academic writers see them, and this is a crucial step in 
your process of becoming an academic writer.

ACADEMIC WRITING VERSUS OTHER TYPES OF WRITING

Is a magazine article academic writing? Is a newspaper editorial academic writing? Is 
an advertising brochure academic writing? What about a blog post? Text message? 
Tweet? Is an office memo academic writing? A recipe … e-mail … message taped to 
your door … or a to-do list? We think you get our point. Chances are you said “No” to 
all of the above. If so, you are generally correct. Each of those types of writing is 
common—so common you may read and/or write them every day—but none of them 
are academic writing.

At the same time, academic writing is not a single type of text. The categorization of 
something as academic writing generally means that the something in question 
shares a specific combination of features that are considered representative of the 
term academic. In what might be considered “good” academic writing, these features 
include but are not limited to the following:

• Audience awareness. The intended or imagined audience or reader for the text is 
clearly envisioned as having some shared knowledge about the content.

• Argumentative purpose. The purpose of the text is to argue an overall position or 
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point of view about a topic that is in some way new or unique by demonstrating 
knowledge about the topic and ability to use that knowledge.

• Problematizating approach. The overall position or point of view on a topic typically 
presents previous positions or points of view as problematic in some way, even 
when those previous positions or points of view may have been long accepted as 
common knowledge. The goal of such an approach is generally to create a 
rationale for considering the topic from new or alternative points of view.

• Rational tone. The writer of the text assumes the reader will be either appeased 
or persuaded by the obvious and carefully explained logic of the argument.

• Relevant content. The text includes only academically credible information that is 
relevant to supporting and forwarding the writer’s argument or discrediting 
information that does not support the writer’s argument.

• Coherent structure. Regardless of the relative length of the text, it must follow a 
precise organizational plan on a macro-level, as in the case of the organization of 
an academic research article, and on a meso-level, as in the case of a single 
paragraph of an academic research article. The academic coherence is reflected 
in the way ideas are introduced and broken down for further discussion. In 
academic writing, ideas are introduced categorically, from general categories to 
more specific categories to even more specific instances of those categories.

• Cohesive style. The writer assumes more or less complete responsibility for the 
reader’s understanding of his ideas and uses linguistic devices such as repetition 
of key words, parallel structure, transition words or expressions, and a 
sophisticated variety of synonyms or metaphors to create writing that tightly 
connects ideas, leaving little room for misinterpretations. This style includes 
significant attention to establishing definitions and clarifying relationships between 
ideas to ensure that the reader sees things in the manner intended by the writer.

• Complex, but not ornate, grammar and vocabulary. The writer utilizes different 
sentence types, alternates between active and passive voice, and generally 
composes with a wide range of precise and sometimes technical vocabulary. 
However, the complexity of the grammar and vocabulary does not diminish the 
clarity of the argument, even for those who may not be necessarily trained in that 
particular content area.

Successful use of the aforementioned features generally produces “good” academic 
writing. Understanding how experienced writers in your field specifically accomplish 
these features and acquiring the ability to do the same helps you develop a writing 
“voice” that is more credible in your field. See Box 5.1 for a summary list of criteria 
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that make your writing credible in the academic world of behavioral and social 
sciences. These are components of academic writing that professors, journal editors, 
and reviewers, among others, are typically expecting in your writing.

Notice that, if you were to apply these criteria to other forms of writing, the individual 
criterion might be fulfilled, but it would not appear in the same way it does in academic 
writing. For example, audience awareness is a criterion for many forms of writing, 
including tweeting. If you want people to read your writing with interest, you have to 
project an imagined audience through the content and style of your writing. If your 
Twitter followers are eighth-grade boys who love video games and hip-hop, tweeting  
a satirical response to a political event probably would not maintain or grow your 
readership. If you tweet, you must appeal to your audience, whoever they happen to be. 
Similarly, if you write academically, you must appeal to an academic audience, and you 
must understand what that audience expects.

You can help yourself in this area by taking some simple actions. You already know 
lots of things about writing that can be useful to you in figuring out the differences 

CRITERIA FOR CREDIBLE ACADEMIC WRITING IN BEHAVIORAL  
AND SOCIAL SCIENCES

• Audience = Academic

• Purpose = Argumentation

• Approach = Problematizing

• Tone = Rational

• Content = Academically credible

• Structure = Highly organized according to logical principles  
  of argumentation

• Style = Highly cohesive to clearly establish connections  
  between ideas

• Language = Clear pose that demonstrates sophisticated  
  and precise knowledge of grammar, vocabulary,  
  and mechanics

Box 5.1
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between academic writing and other forms of writing. The information is already 
there for you in your brain and your past experience. The following is a simple pattern 
of questions you can use to access what you already know so your awareness of what 
academic writing is and is not will grow:

1. What kind of writing text is this—how would you categorize it? Is it a news article, 
a text message, a blog, a personal e-mail, etc.?

2. Who is the likely imagined or intended audience/reader for this text?

3. What is the purpose of this text? Why did the writer write it? What impact or 
effect does the writer want it to have on the reader?

4. How did the writer approach the topic of this text? What strategy was used to 
provide a basic rationale for writing about this topic?

5. What type of information is included in this text? Is it all closely related to one 
central idea, or does the information introduce many different ideas?

6. What is the tone of this text? What is the attitude of the writer toward the reader?

7. What is the structure or organization of ideas in this text? Does it appear to have 
some kind of formal structure, is it stream of consciousness, or is it something  
in between?

8. What is the style of expression used in this text? Are the ideas tightly connected 
and clearly explained in relation to each other? Are the ideas presented 
somewhat sequentially but not necessarily explained?

9. What kind of grammar and vocabulary are used in this text? Are the sentences 
simple or complex? Is the vocabulary sophisticated, requiring a high level of 
literacy, or is it more conversational?

10. Based on your answers to numbers 1–9, how does this text you are currently 
evaluating compare to academic writing?

If you regularly practice analyzing any written text you encounter with these 
questions, before long you will have a very clear idea of how all forms of writing 
compare to one another. You will also develop a more nuanced understanding of how 
the seemingly small differences between texts can make such a huge difference 
when it comes to producing written texts that readers judge as fitting their intended 
categories. You will begin to see texts through the eyes of an academic writer. Try 
your hand at analyzing differences between texts by answering the questions in 
Practice Exercise 5.1. You can check your answers in the Appendix.
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TEXT 1

Worried about the past? Stressed out about the future? How do you feel right now? 
Mindfulness is a practice you can use to move into the NOW moment, and that move 
can make you happier and calmer.

When your mind is busy reliving the past and thinking about what you could  have or 
should have done, you lose energy. The past is a movie you’ve already seen—seeing it 
again won’t change the outcome! When your mind is busy inventing an unknown 
future and stressing about what might go wrong, you lose energy. The future is a 
game that hasn’t started yet—you can’t play it before it begins! So, stop, breathe in, 
look around, and notice: What are you doing right now? How do you feel right now? 
What do you see, hear, taste, and smell right now?

PRACTICE EXERCISE 5.1
Identifying text type

Questions for Text 1

1. What kind of writing text is Text 1—
how would you categorize it? Is it a 
news article, a blog, a personal 
e-mail, a Web page, a brochure, an 
abstract for a research article, a 
book review, part of a literature 
review, part of a Method section, or 
part of a Discussion section?

2. Who is the likely imagined or 
intended audience/reader for  
this text?

3. What is the purpose of this text? 
Why did the author write it? What 
impact or effect does the author 
want it to have on the reader?

4. How did the author approach the 
topic of this text? What strategy was 
used to provide a basic rationale for 
writing about this topic?

5. What type of information is 
included in this text? Is it all closely 
related to one central idea, or does 
the information introduce many 
different ideas?

6. What is the tone of this text? What 
is the attitude of the author toward 
the reader?

7. What is the structure or 
organization of ideas in this text? 
Does it appear to have some kind 
of formal structure, is it stream of 
consciousness, or is it something 
in between?

8. What is the style of expression 
used in this text? Are the ideas 
tightly connected and clearly 
explained in relation to each other? 
Are the ideas presented somewhat 
sequentially but not necessarily 
explained?

9. What kind of grammar and 
vocabulary are used in this text? Are 
the sentences simple or complex? 
Is the vocabulary sophisticated, 
requiring a high level of literacy, or 
is it more conversational?

10. Based on your answers to numbers 
1–9, how does this text that you are 
currently evaluating compare to 
academic writing?
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TEXT 2

(Gould, Dariotis, Mendelson, & Greenberg, 2012, p. 968)

Mindfulness practices that utilize yoga and other contemplative techniques are a 
promising approach for enhancing key aspects of self-regulation (e.g., Chiesa & 
Serretti, 2009; Greenberg & Harris, 2011; Lutz et al., 2009; Tang et al., 2009). Derived 
from Eastern contemplative traditions, mindfulness involves attending to the present 
moment in a sustained and receptive fashion (Brown & Ryan, 2003). Yoga, a specific 
form of mindfulness, involves maintaining focused attention on one’s breath and body 
while performing movements that improve strength and flexibility. Indeed, the 
Sanskrit root of “yoga” means “to yoke, to join, and to direct and concentrate one’s 
attention” (Collins, 1998, p. 564). Yoga and other meditative techniques have been 
shown to increase attention and self-regulation and reduce stress and improve 
functioning in adults (Arias, Steinberg, Banga, & Trestment, 2006; Kirkwood et al., 
2005; Ospina et al., 2007; Pilkington, Kirkwood, Rampes, & Richardson, 2005; 
Shapiro, Brown, & Biegel, 2007).

Questions for Text 2

1. What kind of writing text is Text 2—
how would you categorize it? Is it a 
news article, a blog, a personal 
e-mail, a Web page, a brochure, an 
abstract for a research article, a 
book review, part of a literature 
review, part of a Method section, or 
part of a Discussion section?

2. Who is the likely imagined or 
intended audience/reader for this 
text?

3. What is the purpose of this text? 
Why did the author write it? What 
impact or effect does the author 
want it to have on the reader?

4. How did the author approach the 
topic of this text? What strategy was 
used to provide a basic rationale for 
writing about this topic?

5. What type of information is 
included in this text? Is it all closely 
related to one central idea, or does 
the information introduce many 
different ideas?

6. What is the tone of this text? What 
is the attitude of the author toward 
the reader?

7. What is the structure or 
organization of ideas in this text? 
Does it appear to have some kind 
of formal structure, is it stream of 
consciousness, or is it something 
in between?

8. What is the style of expression 
used in this text? Are the ideas 
tightly connected and clearly 
explained in relation to each other? 
Are the ideas presented somewhat 
sequentially but not necessarily 
explained?

9. What kind of grammar and 
vocabulary are used in this text? Are 
the sentences simple or complex? 
Is the vocabulary sophisticated, 
requiring a high level of literacy, or 
is it more conversational?

10. Based on your answers to numbers 
1–9, how does this text that you are 
currently evaluating compare to 
academic writing?
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EVERYDAY CONVERSATIONAL LANGUAGE VERSUS ACADEMIC WRITING LANGUAGE

Although language style is a consideration that we have briefly touched on in 
discussing differences between academic and nonacademic texts, the topic of 
language style merits a little more attention because it is such a distinguishing 
characteristic of academic writing and because it is also such a common mistake for 
new academic writers. In your—hopefully daily— evaluation of different written texts, 
you have probably noticed that texts can discuss the exact same ideas using many 
different words and styles of expression. Some written texts, such as text messages, 
tweets, and personal e-mails, use a conversational style of language that is very 
similar if not identical to speaking language. Some, such as news articles and 
advertisements, use a journalistic or media style of language that is very emotional 
and intensifying but not terribly sophisticated. Others, such as memos, recipes, and 
to-do lists, prefer a directive style of language that is instructional. Some, such as 
academic research articles, use a language we simply refer to as academic writing 
language. Academic writing language is something like Latin in the sense that it is a 
language people learn to read and write, but it is not actually a language they speak.

As new graduate students, it is particularly important that you become aware of the 
differences between what may be considered acceptable language for talking about 
concepts during class discussions and what is acceptable language for writing about 
concepts in written assignments. The language of class discussions is often very 
conversational, and this can be misleading if you mistake the way something is 
discussed in class for the way you should discuss it in writing. Learning the language 
of academic writing, particularly the language of academic writing in your discipline, 
is essential to your development as an academic writer.

As we mentioned earlier, developing your ability to see written texts as experienced 
academic writers do is a fundamental building block for developing your own 
academic writing voice. One of the basic rules for learning any language—academic 
or otherwise—is that input informs output, or what you can do with language (output) 
is a reflection of what language you have absorbed (input). Thus, the more you are 
exposed to academic writing language in what you read, the more likely it is that this 
language will become one of your own languages. However, simple exposure is not 
enough and will not give you the results you want quickly enough. Your exposure to 
academic writing language needs to be intentional and conscious. You cannot just 
wait for academic writing language to gradually seep into your awareness; you have 
to actively pursue the input you need. To increase your intentional and conscious 
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exposure to the academic writing language of your discipline, we suggest that 
graduate students take the following actions:

• Immerse yourself in academic writing language by truly and carefully reading  
all of the assignments your professors give. Treat every reading assignment as 
another opportunity to “learn the lingo” of your discipline.

• Take notes, write summaries, give oral summaries, and even engage in academic 
discussions using the same kind of language that was used in the academic texts 
you read to practice the academic writing language you are learning. It might 
seem like extra work or you may even feel pretentious, but in the long run, you 
are preparing yourself for academic writing.

• Keep a list of words or phrases or even sentences that seem to be frequently used 
in your discipline. Every field has its buzzwords, shorthand, and special ways of 
communicating information to other members of the field. Each time your 
professors ask you to read multiple articles on the same topic, you are being given 
the opportunity to notice the similar language all of the writers used to discuss the 
same topic. If you have something like Adobe Acrobat, you can often cut and paste 
words or sentences into a separate document, so keeping a list is not all that hard.

DIFFERENT TYPES OF ACADEMIC READING AND WRITING

Even though we have encouraged you to see academic writing as different from other 
types of writing, and we still want you to do that, we also want to acknowledge that 
not all academic writing is the same, despite the fact that it is all academic. Graduate 
syllabi may include a variety of texts to read, such as textbooks, academic research 
articles, case studies, monographs, and chapters from edited books, as well as 
nonfiction and fiction books, editorials, blogs, and Web pages, among others. Some of 
these texts are considered “academic,” and some of them are not. However, when 
they are read within an academic context such as a graduate course, you can be sure 
that you are expected to read, discuss, and use them in academic ways.

Although the designation of academic versus nonacademic text could be and has been 
debated, for our purposes, we propose that academic texts are those texts you read that 
you probably would not choose to read except in the pursuit of building an academic 
knowledge base. For example, textbooks, case studies, academic research articles of all 
kinds, monographs, chapters from edited books, theses, and dissertations are probably 
not the kind of reading you would randomly select for your personal reading list. Even 
though their topics might interest you personally, the academic style of expression used 
in these types of texts might be off-putting for casual reading.
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Most of us are intimately familiar with the textbook as an academic text, having used 
them for probably every course of our student lives. We have probably also seen case 
studies before, at least in miniature versions, because they are frequently included in 
textbooks. On the other hand, graduate school may be our first “real” introduction to 
other types of academic texts such as research articles, monographs, chapters from 
edited books, theses, and dissertations.

The following is a list of what we consider to be academic texts, along with a few 
important facts about each that we think are important for graduate readers and writers 
in the behavioral and social sciences to know. It is not an exhaustive list, but includes 
some of the major types of academic writing you will come across in your studies.

TEXTBOOKS

A textbook is a book-length summary of what is considered standard knowledge in  
a specific topic area. Standard characteristics include the following:

• They are divided into chapters, sections, and subsections.

• They are typically written in an objective or neutral point of view, although there 
are exceptions.

• They generally contain common knowledge in a given field and/or information 
summarized from secondary sources.

• They repeat and deepen ideas and constructs related to a topic.

• They include lots of field-specific vocabulary and definitions.

• They are written in a friendly but formal style that is intended to simplify ideas  
for the reader, who is presumed to know less than the writer.

CASE VIGNETTES

A case vignette is a story-like illustration of a problem or potential problem in a 
specific field that varies from a few sentences to multiple pages. Standard 
characteristics include the following:

• They may be hypothetical or based on real-life situations.

• They generally include both relevant and nonrelevant information.

• They may be written in a report style (i.e., here are the facts) or may follow a 
fiction (i.e., story-like) style.
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RESEARCH ARTICLES

Scholars publish peer-reviewed articles in academic journals. All fields are 
represented by multiple journals that publish research in their discipline. Articles are 
typically anonymous and peer-reviewed by other researchers within a topic area before 
they are published to ensure the quality and credibility of the research. A mistaken 
assumption new graduate students may have is that professors are paid for their 
articles or paid for reviewing other researchers’ articles. Publishing research articles 
and reviewing them is unpaid work that is undertaken by professors because it is part 
of the standard work requirements for obtaining tenure, promotion, and other rewards 
(raises, awards, etc.). Academic research articles can be roughly divided into four types:

• Empirical studies (i.e., the researchers conducted some type of study).

• Conceptual articles (i.e., the researchers reviewed and interpreted multiple 
empirical and conceptual studies done by others).

• Propositional articles (i.e., the researchers are proposing new theories or 
directions that are creative but logical considering other empirical and 
conceptual research).

• Response articles (i.e., the researchers are responding, usually critically,  
to research or an idea that was published by another).

Academic research journals all have prescribed requirements in terms of style.  
For example, some may require following the Publication Manual of the American 
Psychological Association (APA), some the MLA (Modern Language Association) 
Handbook, some the Chicago Manual of Style, and so on. Research articles are 
generally quite formulaic in their structure and are presented in titled sections and 
subsections. The general formula is as follows:

• Introduce the topic and the research problem that will be addressed in a  
brief introduction.

• Explain the necessary definitions and background information required to 
understand the research problem and its significance in the field.

• Explain what you (the researcher) have done to investigate this problem,  
as well as what you have found as a result of your investigation.

• Discuss the significance and meaning of what you have found in relation to the 
problem and your field.

• Discuss the limitations of what you did and how that may have affected what  
you found.
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• Return to the research problem, explain how what you found furthers knowledge 
about this problem, and suggest what still needs to be done.

Other standard characteristics of academic research articles include the following:

• Careful and intentional reference to multiple sources throughout.

• Inclusion of a primary argument, even though much of the text is focused on 
using support from secondary sources.

• Dense prose (i.e., each sentence carries a lot of information).

• Frequent use of technical, field-specific vocabulary, often without definitions.

• A formal style that is intended to share “important” information with a reader 
who is presumed to be a colleague or soon-to-be colleague in the field.

MONOGRAPHS

A monograph is a book-length version of an academic research article. As such, the 
structure and characteristics of a monograph are quite similar to a research article 
except that, of course, writers have more pages—so they may include more details or 
explain more than would be possible in a regular research article.

CHAPTERS IN EDITED BOOKS

A chapter in an edited book might not have a standard form. A researcher is usually 
invited to submit a chapter to an edited book when that researcher has done 
interesting or unique work in the topic area of the book. The editors usually tell the 
researcher the point of view they wish to put forth in the book, and the researcher 
writes a chapter that adds to or supports this point of view using her own research  
as illustration. In some ways, a chapter in an edited book is similar to an academic 
research article, but the focus is typically a self-summary of a researcher’s work or 
point of view on a topic area.

THESES AND DISSERTATIONS

Theses and dissertations are student-written academic texts, which may also be read 
and used by both student and professional academic researchers and/or eventually 
turned into another academic text, such as those described above. These texts 
usually contain multiple chapters that include introduction, literature review, 
methods, results, discussion, and conclusion. Standard characteristics of these texts 
include the following:
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• Careful and intentional reference to multiple sources throughout.

• Inclusion of a primary argument, even though much of the text is focused on 
using support from secondary sources.

• Significant attention to explanation and definition.

• Noticeable hedging (i.e., suggestive rather than conclusive language).

• A formal style that is intended to demonstrate the writer’s ability to both do 
research and write research for a reader who is presumed to already be an 
established researcher in the field.

For new graduate students, increasing your awareness of the characteristics that 
distinguish the different types of academic texts you are asked to read is important 
because, of course, you may eventually be asked to produce different types of 
academic texts. In addition, much of the academic writing you are asked to do will 
require you to find and integrate ideas from different academic sources. In order to 
do this, you will need to understand what types of academic sources are available to 
you and how to read them in ways that allow you to effectively use their ideas in your 
own academic writing. Thus, understanding how these texts you read were put 
together can improve your reading and writing.

In general, academic writing is highly organized and patterned. Each type of text may 
have its own pattern, and each unique text may follow that pattern in slightly different 
ways, but the essential pattern is recognizable. In this case, the pattern we are 
referring to is the overall organization and structure of a text, or, as we call it, the 
macro-level organization. This is the level of organization that is based on the large 
parts, such as sections or subsections, that make up the whole text. Just as you need 
to learn academic writing language, you also need to learn academic writing structure 
and organization. Specifically, you need to understand how the parts of any longer piece 
of writing are structured and organized to support the writer’s argument. To improve 
your understanding of how different types of texts are organized and structured in your 
discipline, we suggest the following actions:

• Actively and consciously identify the macro-level pattern of each text you read. 
Then compare and categorize the texts you read according to their macro-level 
patterns.

• Save “good” examples of different types of texts in your own files so that, when 
you later have to produce these texts yourself, you will have ready models to 
inspire and guide you.
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The first action of identifying and comparing macro-level patterns can be achieved  
by asking yourself a few questions about each text you read. It is actually beneficial  
to ask yourself these questions before you read a text as a way not only to identify the 
macro-level pattern but also to improve your own understanding of what you read. 
These questions can help you figure out the central ideas and have some 
understanding of the argument presented in the text before you begin:

1. Who is the likely imagined or intended audience/reader for this text? Where  
in the text is this imagined or intended audience/reader first indicated?

2. What is the question this text seeks to answer? Where is this question first 
indicated? Why does the writer believe that it is important to answer this question?

3. What types of sections and subsections are included, if any? How do these 
sections and subsections relate to the question the text seeks to answer?  
Do these sections and subsections suggest that this is a particular type of text  
(e.g., empirical research article, monograph, etc.)? Explain.

4. Based on your answers to numbers 1–3, how does this academic text you are 
currently evaluating compare to other academic texts you have read? Is its 
macro-level pattern similar to other texts, or is it something totally new to you?

In the case of a research article, you can generally answer these questions simply  
by skimming through the introduction and scanning the article for the headings  
and subheadings. In Practice Exercise 5.2, we have provided information on the 
imagined audience and research questions for two different research articles.  
We have also provided you with a list of the headings used in each article. Use the 
information we have provided, along with your own interpretative skills, to figure  
out how the macro-structure relates to the research questions and what the  
macro-structure reveals about the type of research article each text is. You can check 
your answers in the Appendix.
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Review the information about audience and research questions provided about Text 1. 
Then review the headings and subheadings used in the text. As you review this 
information, consider the following questions:

1. How do these headings and subheadings relate to the questions that the text 
seeks to answer?

2. Do these headings and subheadings suggest that this is a particular type of text 
(e.g., empirical research article, monograph, etc.)? Explain.

TEXT 1: AUDIENCE/RESEARCH QUESTIONS

Kim (2014) published an article titled “When Social Class Meets Ethnicity: College-
Going Experiences of Chinese and Korean Immigrant Students” in The Review of 
Higher Education. Based on our reading of the introduction of the article (the first 
three paragraphs), Kim’s imagined or intended audience is college admissions 
officers or college administrators. We inferred this from the use of the following 
phrases in the first paragraph: “decision to attend college,” “college aspirants,” 
“educational aspirations,” “college admission processes,” “transition to college,” 
“college admission,” “college entrance exams,” “college education,” “college 
information,” and “college application process” (p. 321). For us, the use of so many 
phrases that focus on college as a next step indicate that the writer expects the 
audience to be people who are concerned about and responsible for recruiting and/or 
interacting with students and parents who are looking at college as a next step.

Based on our interpretation of the introduction of the text, the writer seeks to answer 
the following questions: How do socioeconomic backgrounds affect the involvement  
of Asian immigrant parents in their children’s postsecondary decisions? How do 
immigrant children negotiate their parents’ expectations and involvement in their 
postsecondary decisions? These questions are indirectly stated in the final paragraph 
of the introduction. The writer appears to think these questions are important because 
they have not been as well researched in relation to Asian immigrant parents and 
children as they have for Asian American parents and children.

Headings/Subheadings

I. Introduction (not labeled as a heading)

II. What Accounts for the Educational Outcomes of Asian Immigrants?

III. Theoretical Perspectives

PRACTICE EXERCISE 5.2
Comparing Macro-Level 
Patterns
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IV. Methods

a. Research Site and Study Participants

V. Data Collection and Analysis

VI. Ensuring Data Quality and Reflexivity

VII. Limitations

VIII. Findings

a. College Aspirations: Shaping My Own Future versus Fulfilling My Family’s 
Hopes

b. Educational Strategies: Co-Ethnic Networks and School Resources

c. Students’ Conflict with Utilitarian Parental Expectations for College Majors

d. Choosing the Right College: Financial Affordability Versus Academic 
Prestige

IX. Discussion and Implication
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Review the information about audience and research questions provided about Text 2. 
Then review the headings and subheadings used in the text. As you review this 
information, consider the following questions:

1. How do these headings and subheadings relate to the questions that the text 
seeks to answer?

2. Do these headings and subheadings suggest that this is a particular type of text 
(empirical research article, monograph, etc.)? Explain.

3. How does the macro-structure of Text 1 compare to the macro-structure of  
Text 2? Are they the same type of research article? Explain.

TEXT 2: AUDIENCE/RESEARCH QUESTIONS

Hawkins, Manzi, and Ojeda (2014) published an article titled “Lives in the Making: 
Power, Academia and the Everyday” in ACME: An International E-Journal for Critical 
Geographies. We believe the likely intended audience for this article includes 
“academic geographers in the making” (or graduate students of geography). This 
audience is explicitly mentioned and discussed throughout the introduction. However, 
given that the introduction discusses the unequal power relations that affect 
graduate students, the intended audience also likely includes graduate professors 
who are instrumental in determining how academic geographers are made. In a 
broader sense, the writers may intend the audience to include graduate students and 
professors of any subject as the writers refer often to “academia,” “neo-liberal” 
university spaces, and “institutional practices.”

As we understand it, the question this text seeks to answer is: How does the 
neoliberal project and the spaces and times it produces within academia play out on 
our bodies and everyday life experiences as graduate students, specifically academic 
geography students? This question is first indicated at the end of the first paragraph. 
The authors believe this is an important question to answer because academia 
professes an interest in graduate students and faculty having a work/life balance, but 
it is not set up to produce or support such a balance. Consequently, the only ways to 
be successful involve adopting ways of doing and being that are white, masculine, and 
middle-class, which produces productive versus nurturing academic professionals  
who are required to ignore or subjugate their own well-being to meet the normal 
standards of academia. The authors do not consider this to be fair, necessary, or the 
only way things should be.
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Headings/Subheadings

I. Introduction

II. Research methods

III. The neoliberalization of academia as an everyday, embodied experience

IV. The logics of neoliberal academic life

a. The embodiment of neoliberal ideals

b. Work and life within the neoliberal academy

V. Academic bodies out of place

a. The “professional” body

b. The nurturing body

c. The sick body

VI. Conclusion: Towards some alternatives
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The second action we suggested related to noticing macro-level patterns—saving 
model texts—is just a trick of the trade that can prove very useful for both your 
immediate and long-term future. Save examples of what you consider to be excellent 
academic writing, the kind you would like to emulate, in a special place. For example, 
you might have a folder with a favorite empirical article (e.g., a quantitative, 
qualitative, or mixed-methods study), a favorite conceptual article (e.g., not an 
empirical study), a favorite propositional article (e.g., often theory-based), and a 
favorite response article (e.g., a critical response to previous research). Update this 
folder with new favorites as your appreciation of “good” academic writing deepens. 
Also, save examples of writing in which the writer does something well that you know 
you will also have to do in your own writing. If you know you are planning on doing a 
study in which you collect interview-based data but you  have never written any kind 
of academic text using that type of data, be on the lookout for a research article or 
book chapter in which the writer uses interview-based data in ways you find 
especially effective. Knowing you have models you selected yourself that are readily 
available can allow you to decide to attempt new forms of writing more comfortably. 
You will not feel as lost if you have a model or two, and when you get stuck in trying to 
figure out how to write something up, you can look at your models for guidance and 
inspiration. See Box 5.2 for our personal stories of how paying attention to different 
text types as readers helped us as writers.

COMMON MISCONCEPTIONS ABOUT ACADEMIC WRITING

Although the journey to becoming an academic writer is unique and highly 
individualized, there are some predictable challenges that many new writers face. 
One of those challenges is related to previous experience. Many graduate students 
assume that a past history of succeeding in undergraduate academic writing or 
workplace writing means they will be automatically or at least easily successful in 
graduate-level academic writing. This is a myth of epic proportions, and the 
consequences of believing this myth can be seriously damaging to yourself-esteem 
as both a graduate student and a writer. So two points of awareness we would like  
for you to embrace are the following:

1. Workplace writing, unless you work as a professor in a university, is not  
academic writing.

2. The ability to write well in an undergraduate context is not an indicator of the 
ability to write well in a graduate context.
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Box 5.2

PREPARING FOR FUTURE WRITING THROUGH CONSCIOUS READING

I was once asked to read a published article that was basically an example of 
conceptual research (i.e., a thorough literature review of what had been done in 
the field with regard to a specific topic). I found the author’s style exceptionally 
clear and easy to follow. Therefore, I decided to save this particular article as  
a model for how to write a successful paper that was not empirical but rather 
just based on a review of the literature. This turned out to be a good idea, as  
I also found out that in graduate school, often, I was required to write papers 
that were just reviews of the literature. I returned to this paper time and time 
again just for inspiration on how to accomplish this task, even though the 
actual topic of the original paper was nothing like my future papers. Over the 
years, I have added to my collection of “models” of literature reviews so that 
now, when I am teaching a student how to do a paper that is only a literature 
review, I can select from a few I consider appropriate to the current level of 
academic writing ability the student has.

—Lauren

When writing my dissertation, I found the “perfect” journal article amid a 
gigantic pile of articles I pulled. Instead of feeling like I wanted to skim the 
article after reading the introduction, this author pulled me into her argument 
with her passion and urgency about the topic. The article, however, still had  
the same writing moves I saw in other articles. I saved this article into a file  
and began keeping an assortment of articles in which I can “hear” the author’s 
voice and feel inspired— because I want my own academic writing to be 
inspired. Becoming a conscious reader also is embedded in how I take notes.  
I do not just note the main topics, themes, or take-aways from an article. I also 
draw a box around phrasing that is creative or especially powerful in delivering 
a point.

—Anneliese
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Why does your writing success in one context not translate to graduate school? Writing 
is context dependent. What counts as good writing depends on several factors, such as 
the intended audience/reader, the purpose of the writing, and other things. So, for 
example, the standards for workplace writing vary from one workplace to another and 
from one boss to another. In addition, the standards for workplace writing are strongly 
influenced by the education and capabilities of the people who are intended to read 
your workplace writing. You could be a great workplace writer in one job and not so 
great in another simply because your boss or intended readers are different.

The undergraduate experience is similar to the workplace. All teachers have their 
own expectations about academic writing. Also, undergraduates may write in many 
different disciplines (e.g., history, psychology, political science, literature) even as 
they pursue a degree in only one discipline, so they may develop very little 
understanding of how to write academically within one discipline because they are 
asked to write in so many different ways.

But does being a “good” writer help at all? Of course, the fact that you have 
confidence in your capabilities as a writer and probably enjoy it to some extent will 
definitely help you. It will help you the most if you take the action of accepting from 
the beginning that graduate academic writing is not the same as what you have been 
doing, and if you become a strategic reader of graduate academic texts in the ways 
we have already outlined.

Another of the challenges that might pop up for you as you move forward in graduate 
school is related to unspoken rules. Let’s say you are actively and consciously reading. 
You have picked up several tricks of the trade, and you want to show off your new 
academic ease in the latest assignment your professor has given you. You put together 
an academic research essay that sounds just like all of those research articles you 
have read, right down to the proprietary use of the we and our pronouns in your 
introduction and conclusion. You are excited to hear what your professor thinks. You 
eagerly await the feedback but are floored when your professor critiques the overly 
confident style of your academic expression and challenges whether you as a student-
writer truly have enough knowledge to make such grand and sweeping statements.

“But,” you say, “X author did it this way.” Yes, X published author did, but you are not X, 
and this work you submitted was not for publication. Welcome to the unspoken rule 
of academic writing, which states something like the following: Student academic 
writers should mimic published academic writers, but they are not allowed to transgress 
boundaries that more experienced writers may be able to transgress acceptably. There 
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are some types of academic expression that are too strong or too assertive for 
student use, and, in fact, many consider them too strong for anyone to use. For 
example, too much use of we, our, I, and my is generally frowned upon in academic 
writing. There are also some permissible assumptions published academic writers 
can make that student academic writers cannot make. For instance, a published 
academic writer may be able to use technical terms without definition in his work, 
whereas a student academic writer would likely need to define those same terms in 
her own work.

In general, most published academic writers strive to communicate with a rational  
or neutral tone, which they achieve through the use of both assertive and suggestive 
language. For example, a phrase such as “The results indicate …” is assertive in the 
sense that it appears that these results are an indisputable fact that the writer is 
simply reporting. A phrase such as “This finding may be linked to …” is suggestive in 
the sense that the writer is suggesting rather than definitively claiming a link. 
Student writers are regularly advised to decrease the intensity of their claims by 
using more suggestive language, such as modals (e.g., may, might, could), adverbs 
(e.g., perhaps, possibly), and disclaimers (e.g., not in all cases, there are exceptions). 
See Practice Exercise 5.3 for a practice opportunity related to some of the unspoken 
rules of writing. You can check your answers in the Appendix.
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You have been given two samples of text from the same research article. One sample 
is from the Introduction, and one is from the Conclusion. Skim both texts and answer 
the questions that accompany them.

TEXT

(Choi & Miller, 2014, pp. 340, 349–350)

Introduction

Over the past several years, researchers have framed the phenomenon of AAPI’s  
low mental health service utilization in terms of unwillingness to seek counseling. 
Willingness to seek counseling refers to the degree to which individuals are inclined to 
engage the services of a counselor for academic, vocational, intrapersonal, social, 
health, or discrimination problems (Gim, Atkinson, & Whiteley, 1990; Kim & Omizo, 
2003). Collectively, studies have linked AAPI’s willingness to seek counseling to cultural 
values, stigma, and attitudes toward seeking professional help (Kim, 2007; 
Ludwikowski, Vogel, & Armstrong, 2009; Miller, Yange, Hui, Choi, & Lim, 2011; Vogel, 
Wade, & Haake, 2006; Vogel, Wade, & Hackler, 2007). Therefore, in this study, we tested 
the ways in which AAPI individuals’ adherence to Asian and European American 
cultural values related to their willingness to seek counseling directly and indirectly 
through stigma toward counseling and attitudes toward seeking professional help.

Conclusion

Although our findings highlight the ways in which Asian cultural values related to a 
diminished willingness to seek counseling, it might be more productive to focus on more 
proximal (and perhaps more malleable) factors such as perceptions of stigma toward 
counseling rather than attempting to change AAPI individuals’ espousal of cultural values 
(e.g., asking AAPI clients to adhere more strongly to European American values such as 
independence). In addition, it might be more helpful for clients to explore potential 
cultural-values-based differences related to seeking counseling. For example, it might be 
beneficial to help AAPI clients explore how their espousal of Asian and European 
American cultural values influences their experience of public stigma, stigma by close 
others, and their own self-stigma toward counseling and how these factors ultimately 
influence their decision to seek, continue, and/or terminate counseling. Finally, although 
it is important to acknowledge the impact of cultural values on the counseling process, 
exaggerated and simplistic distinctions between AAPI and non-AAPI clients could be 
problematic (Uba, 1994). For example, rather than categorizing AAPI clients as a 

PRACTICE EXERCISE 5.3
Noticing Some Unspoken 
Rules of Academic Writing
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monolithic racial group and automatically assuming they adhere strongly to Asian 
cultural values and do not espouse European American cultural values, it would be 
beneficial to consider the subtle and complex ways in which individuals espouse cultural 
values and perceive stigma toward counseling.

QUESTIONS

1. Can you find some immediate examples of authors using personal pronouns to 
establish authorial voice?

2. Can you find some immediate examples of authors using assertive language? 
When do they use this type of language?

3. Can you find some examples of authors using suggestive language? When do 
they use this type of language?

4. Now, compare the introduction and the conclusion. Which contains the most 
assertive language? Which contains the most suggestive language? Why do you 
think this is?
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The reasons that there are unspoken rules of academic writing rest somewhere  
with the notions of hierarchy and expertise within the academic community. In 
generations past, most of the people who published academic writing were tenure-
track faculty, and, as such, they had earned a certain amount of prestige and writerly 
discretion in the academic writing culture. Of course, the more published a professor 
was, the more prestige and discretion he may have been granted within his specific 
discipline. Thus our best guess (and it is truly a guess) is that, even in today’s world, 
in which graduate students may publish their academic writing, certain manners of 
expression are allowed or not allowed in direct relation to the writer’s need to project 
a certain amount of prestige in order to be considered worthy of publishing an 
academic text. However, projecting prestige is not necessary or advisable in 
graduate-level academic writing. It may have the unintended effect of making the 
writer seem less rather than more worthy.

How do you obey an unspoken rule—is that not like a dog chasing its tail? Well, it can 
certainly feel like you are chasing your tail; and it can be quite frustrating because, of 
course, no one is really going to tell you clearly what to do. We stick by our suggestion 
that you take action by becoming a strategic reader of academic texts. This will improve 
your academic writing. The general idea is that the more you read academic writing, the 
more you absorb how to communicate like an academic writer. The more you absorb, the 
more you are able to approximate the writing you see in published academic texts. 
However, as we mentioned earlier, you need to take charge of this absorbing process to 
ensure that you are moving along the continuum from student-writer to something more 
than a student-writer. One action we suggest for taking charge of this process is to gently 
encourage your professors to become more transparent about unspoken rules. You can 
do this by asking them for what they feel is a “good” model any time they give you a 
writing assignment. Some professors may offer models when they describe writing 
assignments, but if professors do not offer a model of a writing assignment, ask them 
privately or via e-mail if they have a “good” example of the type of writing assignment they 
wish for students to submit. If they share an example, take time to analyze the sample. 
You might consider asking yourself questions like the following to increase your 
understanding of the features that distinguish it:

1. How is this text organized? What are the sections and subsections?

2. What is the purpose of each section and/or subsection?

3. How is the purpose of each section and/or subsection achieved? What content is 
included? How is the content organized? How is the content expressed from a 
stylistic perspective?
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Each of these questions can help you to understand what counts as good writing to 
an expert academic writer, namely your professor. If your professor considers this a 
“good” example, chances are the writing style and skills demonstrated in the 
assignment are reflective of what matters to that professor and/or in your field.

CHAPTER SUMMARY AND REMINDERS

As we have said in this chapter, we believe there are two fundamental equations that 
should guide you in developing your academic writing skills: awareness + action = 
growth and input informs output. We are including a reminder list of awareness and 
action suggestions from this chapter in Summary Table 5.1 so that you have a handy 
place to refer to them quickly.

SUMMARY TABLE 1.1  •  AWARENESS AND ACTION REMINDERS

Be aware... Take action...
You will need to take charge of your own journey to 
becoming an academic writer.

Adopt an attitude of relentless curiosity for figuring 
out how to academic writing is different from other 
writing.

Academic writing has its own language and style. Intentionally and consciously expose yourself to as 
much academic writing language as you can 
through reading.

You will be asked to read many different types of 
academic texts. Those texts share some features, 
but they also each have their own distinctive 
features.

Actively look for overall macro-level organizational 
patterns in texts and notice how those patterns 
compare between texts.

Although you may be or have been a successful 
writer in many other contexts, you may not 
experience immediate success as a graduate-level 
academic writer for various reasons.

Accept that graduate academic writing is a new 
task that will inevitably pose some challenges for 
you, and strategically use academic reading to 
inform your knowledge of academic writing.

You are not a published researcher (yet), but your 
writing needs to move toward approximating the 
writing of published researchers.

Proactively request models or samples of “good” 
assignments from  your professors so that  you 
can figure out what “good” writing looks like.
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As the famed ethnographer Clifford Geertz (1973, p. 19) said, the qualitative 
researcher “‘inscribes’ social discourse; he writes it down. In doing so, he turns it 
from a passing event, which exists only in its own moment of occurrence, into an 
account, which exists in its inscription and can be reconsulted.” Writing events down 
transforms the fleeting into the permanent.

The need to capture moments happens throughout your project. Events and ideas  
will fly at you, fast and furiously, from the moment you invent the project until you add 
the last period to the finished manuscript. To successfully capture them, you must,  
as Geertz said, write them down. This chapter, then, aims to sensitize you to writing’s 
ubiquity in every phase of a qualitative project. Qualitative researchers should be 
writing all the time, converting participants’ lifeworlds (and researchers’ experiences 
of them) into language so others can access them. At the end, I also discuss just 
what characteristics make all this writing particularly qualitative.

WRITING THROUGHOUT YOUR STUDY

When to write? A complex question with a simple answer, which I’ve embedded in the 
chapter’s title. One writes constantly in qualitative research. When you get the lightning 
strike of the idea, “Golly, that would make an interesting study,” write it down. Don’t 
sleep on it! If you’re like me, by the time you wake up, it’ll have disappeared. “Future 
You” – the person you will be when later writing your report, article, or dissertation – 
needs the information written down. Maybe keep some sticky notes by your bed and 
record the ideas. Jot things on your mobile phone or keep a paper notebook in your 
pocket. Whatever it takes to immortalize the study’s progress and your growing 
understandings. From that first moment on, through the next million tiny tasks that 
your study involves, you will produce reams of writing about how the study changes, 
sharpens, and moves into the public sphere. The following moments feature writing 
prominently, many of which I further elaborate in subsequent chapters.

PLANNING AND MANAGING THE STUDY

Even before you start conducting interviews and observations, you have much to 
write. Planning and managing the million steps involved in completing a study 
happens through reminders to yourself as well as proposals to others. Before you 
finally leave home with your voice recorder and field notebook to do your first data 
collection, you’ll hopefully have written extensively about your goals, explored your 
subjectivities, composed funding and/or thesis proposals, filled out ethics 
applications, and created and crossed off numerous to-do lists.
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CORRESPONDENCE

Qualitative research almost always requires the participation of other people. Even 
historical, archival work usually requires you to interact with an archivist. For most 
qualitative researchers, one interacts with others to help recruit participants, to get 
data about participants’ lives, to read our drafts, to approve our degrees, to fund our 
work, and so much more. Not every interaction happens in person or on the phone – 
indeed, increasingly less as life becomes digital – but often happens via writing. 
Qualitative researchers constantly write to participants, peers, and other 
professionals, whether sending text messages informing interviewees when they are 
running late, internet chatting with a librarian to help find a reference, emailing 
participants for reactions to interpretations, or setting up a dissertation defense time. 
In doing so, one constantly shows her writing to participants and those who help her 
with the research.

That others constantly witness your writing suggests that you take seriously 
everything you commit to paper or screen. Your writing helps forge relationships, 
maintaining ethical engagement before, during, and after your study – including the 
important thank you notes you should be writing (said in scolding parental tone).  
Your correspondence writing puts your professionalism on display, establishing your 
credibility, your maturity, your kindness, your thoughtfulness, and whether it’s 
worth- while to help you. Not to paralyze you with self-doubt, but take even the little 
messages seriously.

FIELDNOTES, INTERVIEW NOTES, ARTIFACT ANALYSIS NOTES

Good qualitative methods involve you corresponding with yourself, too. Throughout 
your study, when writing fieldnotes, notes about interviews, and notes about 
documents or artifacts (and memos, discussed in the next section), you communicate 
to Future You. You might think, “I’ll just jot a word or two now. I’ll remember it later 
when I write the final draft.” Yet you may not come back to that short note for weeks, 
months, or even years, and by then you won’t have any idea what you meant. Record 
details, explicate what you mean, and avoid shortcuts. Write as if to a stranger, 
because the sands of time wear away memories of even momentous events.

On the topic of writing fieldnotes, I cannot improve upon the work of Emerson,  
Fretz, and Shaw (2011), either for examining fieldnotes’ purposes or the mechanics  
of composing them. I commend their book to every qualitative researcher doing 
observational work. Fieldnotes form the foundation of one’s entire project, for
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In writing a fieldnote, … the ethnographer does not simply put 
happenings into words. Rather, such writing is an interpretive 
process: it is the very first act of textualizing. Indeed, this often 
“invisible” work – writing ethnographic fieldnotes – is the 
primordial textualization that creates a world on the page and, 
ultimately, shapes the final ethnographic, published text. 
(Emerson et al., 2011, p. 20)

Thus, fieldnotes house both memory and interpretation, the reconstruction of a world 
you experienced and will later convey to your reader.

Though researchers share them less – or perhaps don’t record them at all – interview 
notes and document or artifact analysis notes also help with reconstructing your 
study. Taking time to record the periphery of an interview, not just the words said but 
also body movements, emotional tone, interruptions and more, preserves key aspects 
for later analysis. Similarly, beyond just coding copies of documents or photos of 
artifacts, recording their provenance, how you located them, their shape and texture 
and condition, and how others use or treat them preserves key information you may 
need later, both for analysis and perhaps for writing actual sections of your report.

WRITING MEMOS

Memos involve, as you might know, making frequent reflective notes about various 
aspects of a project (e.g., Glaser & Strauss, 1967). Memos feature reflective writing 
done outside the heated, hyper-focused moments of data collection, looking back at 
data to make sense of it. Birks, Chapman, and Francis (2008, pp. 70–72) suggested that 
memos can perform functions like “mapping research activities,” “extracting meaning 
from the data,” “maintaining momentum” in analysis and theory development, and 
“opening communication” when working in teams. Recording developing thoughts in 
memos helps Future You see, months or years into the project, how ideas have 
sharpened and changed over time. You can revisit your initial forays into the site, the 
crucial things you were ignorant of (as any novice would be), and how you grew more 
informed. You can recall the people or moments that helped you integrate into the 
setting and the watershed events that illuminated the culture or process studied.

Take, for example, this passage from Barrie Thorne’s (1993) ethnography of gender 
dynamics in play at school, reflecting on how she decided whether to intervene when 
students misbehaved:
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Like others who have done participant-observation with children, I 
felt a little elated when kids violated rules in my presence, like 
swearing or openly blowing bubble gum where these acts were 
forbidden, or swapping stories about recent acts of shoplifting. 
These incidents reassured me that I had shed at least some of the 
trappings of adult authority and gained access to kids’ more 
private worlds. But my experiences with adult authority had a 
jagged quality. Sometimes I felt relatively detached from the lines 
of power that divide kids and adults in schools. At other times I 
felt squarely on one side or the other. (pp. 18–19)

Such moments feel like Thorne based them on deep engagement with both fieldnotes 
and memos. From the fieldnotes she perhaps pulled the events – swearing, blowing 
bubbles, admitting shoplifting – but from her memos likely came the emotional 
memory of being “elated,” “reassured,” “detached,” “felt … on one side.” You can sense 
that memos were behind her perception of role shifts and acceptance across time. 
Obviously, I cannot know whether memos served that function, but it seems unlikely 
that Thorne’s initial fieldwork from 1976 and 1980 would be fresh enough in mind to 
write a book published in 1993 without detailed notes from which to work.

Though some may worry that constantly memoing will prove a waste of time in the end, 
that only the last ideas go into the final reporting, in fact memos from every project 
stage are useful. Early fieldnotes and memos can show readers how your thinking and 
methods evolved; you can quote from these documents in your report, pointing out how 
more time or shifts in methods clarified early mis- or half-understandings. Re-reading 
early notes during analysis can remind you of tiny events you had forgotten, sending you 
through the data again to mine new veins of interpretation.

Consider, for example, the material in Figure 1.1, a brief memo I wrote in my field 
notebook, probably while coming home on the train. Other notes about books I had 
been reading surrounded it, perhaps influencing me to mull over the competing 
interests I wrote about. Originally the state’s role in creating things to buy interested 
me, but later reflections built on this insight to consider how scholars and educational 
service providers profit from conditions they create or stoke. All stemmed from that 
early note, and it evolved to cover even more cases and actors in later memos.

You never know when and how you’ll need notes, so make as many as you can. I have 
never regretted time spent writing notes I haven’t used, but I have many times rued 
not having notes about something when I needed them.
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FIGURE 1.1  •  A page from my fieldnotes on “designed dependency” and its translation to the finished 
book (Weaver-Hightower, 2008c, pp. 101,107)
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ANALYZING DATA

Coding – the most common form of qualitative data analysis – naturally involves 
writing, for the analyst chooses words that provide the “right” connotation or “feel” 
for the data. Well-chosen words for a code can illuminate the concept, bringing 
clarity to one’s perception of the whole topic. Hastily chosen words or the wrong 
metaphor, conversely, can cement a bias into one’s coding. Take another example 
from Thorne (1993). She noted that what she called the young people – whether 
“children” or “kids” – made a significant difference to her analysis process.

I found that when I shifted to “kids” in my writing, my stance 
toward the people in question felt more side-by-side than top-
down. The word “children” evokes the “adult-ideological view- 
point” that I sometimes adopt, but have also tried to bracket and 
avoid. When, in a particular piece of analysis, I slide into an adult 
stance, I am more likely to write “children” instead of “kids.” (p. 9)

Such a seemingly simple choice of words – one I have made thousands of times 
without a second thought – became for Thorne a moment of insight to avoid imposing 
“adult-ideological” ways of seeing her participants’ world. What similar terms do you 
use that cloud your insights with power dynamics or stereotypes?

As noted already, analyzing data often involves using memos. As Glaser and Strauss 
(1967) demonstrated in their original work on grounded theory, memos help 
researchers move from coding, where one identifies concepts and categories, toward 
theory, where one establishes how those concepts and categories relate. Writing 
memos provides opportunity for “thinking on paper,” a means of seeing what you 
know so you can explain it to someone else. Memos often provide a means of doing 
that, but so too does the free writing Becker (2008) described, where you do your 
theorizing by composing drafts. I return to theory in Chapter 8.

WRITING VALID CONCLUSIONS

After much writing to analyze data and understand your subject, you will hopefully 
produce at least a few answers to your initial questions. You should, in other words, 
have some valid conclusions to share. Unlike at other stages, though, at the 
conclusion stage you write for others’ consumption. No more hiding the writing as 
memos tucked into your private research journal. Now you are crafting evidence-
based interpretations of implications, possible causes, and diversities of thought and 
experience based on your data. These require a different skillset, including tasks like 
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writing with confidence, writing with evidence, and writing to address readers’ 
potential doubts. I say more about these tasks in Chapter 7.

DEVELOPING IMPLICATIONS AND RECOMMENDATIONS

You might have some practical goals for your research (Maxwell, 2013). That is, you 
might want changes to occur, whether in practice, policy, research, or theory usage. 
Evaluators naturally have such goals, as do those who work as practitioners in a field. 
Perhaps you want to use your findings to improve retail customer experience. 
Perhaps you want other scholars to reconsider how they utilize interview protocols 
for young children. Or perhaps you want to improve the safety of patients when 
getting a central line put in. Whatever the practical goal, writing recommendations 
and implications requires particular skills. For that you need an understanding of 
existing practices and challenges, an ability to think outside of those, and the capacity 
to explain a new idea convincingly and with evidence.

MAKING PRESENTATIONS

Not everyone writes down their presentation as a script. Some people – those with 
nerves of steel when it comes to public speaking – can simply “wing it.” No note 
cards, no script, not even a slideshow. I am not that person, though, and many of you 
probably aren’t either. I prefer having certain sections written out that I read from and 
other parts I will speak extemporaneously about, and I often use a simple slideshow 
to stay organized (see Chapter 12). Your discipline may have traditions for written 
presentations – those who go to the Modern Languages Association conference seem 
to read more than those at the American Educational Research Association, for 
instance, and the reverse seems true for slideshows – so when you prepare, consider 
your discipline, your comfort level in front of crowds, and your memory.

WRITING QUALITATIVELY

So, you have to write a lot in qualitative research. But what does it mean to write 
qualitatively? What characteristics define qualitative-ness? I suggest that the key 
features of good qualitative writing grow from qualitative research’s unique 
worldview. Here I list just some aspects of that worldview that demand one writes 
particular ways.

First, most qualitative researchers engage with real people and situate themselves in 
real places. No emailed survey to respondents you’ll never meet in places you’ll 
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never go can match that advantage. Qualitative writing capitalizes on this real-world 
engagement by focusing on people’s actions and words rather than response 
frequencies, and vivid descriptions over cold demographics.

Second, qualitative research focuses on the social world. Qualitative writing concerns 
people’s interactions, whether with other people or with spaces and processes, 
whether that interaction happens live, in history, digitally, textually, visually, or 
otherwise. Because qualitative methods cannot literally peer inside bodies, 
machines, or brains, qualitative writing avoids unqualified assumptions about 
psychological states and motivations. It attends to causation located in the social 
world and the explanations people in that world give. What policies, laws, cultural 
beliefs, or religious tenets guide or limit how someone acts? What processes cause 
harmony or discord? How do the spaces humans create enhance, restrict, or prohibit 
activity and meaning? What emotions and thoughts do people explicitly attach to 
experiences? One calls writing qualitative only when it scrutinizes and attempts to 
explain such social phenomenon.

Third, because qualitative research often engages deeply with people and places, 
qualitative writing examines the day-to-day routines that structure human lives as 
well as unusual events that disrupt or alter lives. Qualitative writing documents such 
events with detail and descriptive fidelity. It doesn’t leap to generalizations without 
first detailing the concrete events, interactions, and words of participants. Readers 
witness moments – telling, typical, and atypical moments – that exemplify broader 
ways of life. Quantitative research often cannot see into this invisible world of context 
and process, so qualitative research has an advantage here, too.

Fourth, qualitative writing attempts to bring the social world alive, to make it multi-
dimensional on a two-dimensional page. Qualitative writers highlight narratives and 
quotations that help readers imagine the “feel” of people and places. They provide 
sensory details that encourage reader visualization, showing rather than telling through 
thick descriptions (originally from Ryle, expanded on by Geertz, 1973, Chap. 1). Geertz 
colorfully called this “exceedingly extended acquaintances with extremely small matters” 
(p. 21). Qualitative researchers seek evidence of larger concerns – like literacy learning, 
doctor effectiveness, change tolerance, kinship structures – within the highly detailed 
recounting of small, local events. Qualitative writing shows those small signals by 
recording as many aspects of the social setting and participant behaviors as possible.

Fifth, qualitative research designs emerge and change as the study progresses. 
Qualitative researchers don’t slavishly stick with opening hypotheses, but, instead, 
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they respond to surprises and the shattering of initial misunderstandings. 
Quantitative scholars – poor things – must anticipate every answer they’ll get so they 
can put them into their instruments; they have little room for surprise – except when 
they add a qualitative item! Because of this inherent mutability of qualitative 
research, writing a qualitative study involves detailing how methods changed, what 
events provoked unexpected insights, and even failures that happened along the way. 
Traditionalists might avoid discussing failures for fear of losing credibility, but 
pragmatists realize failures always accompany human activity and encourage one to 
do better next time.

Sixth, rather than formulas that compute the data for us, qualitative researchers 
employ their own cognition to analyze the world. Qualitative researchers have only 
our human sense perception, our cognitive abilities, and our deep knowledge of a 
context gained through honest, prolonged engagement from which to draw. Thus, 
qualitative writing keeps the researcher’s human specificity in the reader’s mind. 
Good qualitative writing stays within the writer’s own experience and conveys humble 
amounts of certainty: “This is what I know. This is what I can’t know.” Qualitative 
writing also foregrounds the researcher’s place in the study. Good qualitative writers 
use “I.” They share how their presence impacted participants. They reflect on the 
access they did or didn’t have because of who they are or when they came – called 
being reflexive (e.g., Ahern, 1999; Finlay, 2002). They avoid simple and overly abstract 
method descriptions like “Themes emerged,” “Saturation was reached” and “The 
data was triangulated,” in favor of detailed recounting of their research decisions 
(Dickie, 2003; Humble & Radina, in press).

Finally, even with some focus on the researcher, qualitative research and writing 
privileges “indigenous meanings” (Emerson et al., 2011, pp. 16–17). Good qualitative 
writing, in other words, strives to show what the events and interactions in a setting mean 
to the people who live in it. Rather than centering yourself as researcher, focus on what 
and whom you’ve studied. Of course, historically anthropology and other disciplines have 
been employed to subjugate indigenous beliefs (in the name of colonialism, for example), 
judging the beliefs of native peoples to justify their marginalization or oppression. These 
disciplines have striven to improve that relationship, and high-quality qualitative research 
thus seeks to understand and appreciate rather than to evaluate and criticize.

SKILL DEVELOPMENT FOR QUALITATIVE WRITING

Given those necessary characteristics of qualitative writing, what core skills do 
qualitative researchers need to develop? Whole books cover this explicit subject  
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(e.g., Creswell, 2016), and the coming chapters seek to help in some of this 
development. Yet everyone could continually develop some general skillsets useful 
for qualitative research:

• Attending to details within complicated scenes

• Using sensory information, particularly those besides sight and hearing

• Writing quickly by hand and by typing

• Practicing writing regularly

• Patiently collecting evidence before jumping to conclusions

• Seeking the advice of peers and mentors

• Increasing one’s vocabulary

• Organizing data, sources, and analysis for easy and efficient access

• Improving one’s memory

• Learning more about grammar and punctuation practices

• Learning about and spending time on revising writing

I have never met or read a perfect writer – even Shakespeare had a couple of 
stinkers! – so everyone can commit to such improvement. The surest path involves 
reading a great deal, writing a great deal, and having others read and respond to your 
writing. I urge you to pursue goals specific to your writing needs.

SUMMARY

Clearly, writing does “happen” constantly throughout a qualitative project, as my title 
suggests. Writing is integral to qualitative research, both in the folk connotation that 
writing is important, but also in the formal sense that writing integrates parts into a 
whole. The stream of words you record in field notebooks or word processor files 
carries forward a history of ideas from start to finish. You might trace your final 
assertions in the book (or report or article) to early notes and proposals, at least as 
progenitors of what came to be. Qualitative research requires archiving that history, 
detailing methods as they evolved, tracing results from bits of data collected at 
various times, and assembling implications or recommendations based in empirical 
observation. Writing provides the thread for this complex tapestry.
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DISCUSSION AND ACTIVITIES

1. STRENGTHS

Write a list of your writing strengths. Revisit them when you struggle.

2. AREAS FOR IMPROVEMENT

Write a list of areas in your writing you need to improve. Note a few actions that you 
might take to accomplish these improvements. What resources might you draw on 
for help?

3. COMPARE

Compare your lists of strengths and improvement areas with others’. Do you see 
places where you can help others and where they can help you?

R O U T L E D G E R O U T L E D G E . C O M

https://www.routledge.com/Multiple-Regression-and-Beyond-An-Introduction-to-Multiple-Regression/Keith/p/book/9781138811959?utm_source=shared_link&utm_medium=post&utm_campaign=B181002579
https://www.routledge.com/How-to-Write-Qualitative-Research-1st-Edition/Weaver-Hightower/p/book/9781138066311?utm_source=shared_link&utm_medium=post&utm_campaign=B181002580


CHAPTER

This chapter is excerpted from 

Measurement Theory and Applications  
for the Social Sciences 

By Deborah L. Bandalos 
©2018 The Guilford Press. All rights reserved.  

LEARN MORE > US customers visit Guilford Press to purchase.

VALIDITY

7

https://www.routledge.com/Measurement-Theory-and-Applications-for-the-Social-Sciences-1st-Edition/Bandalos/p/book/9781462532131?utm_source=shared_link&utm_medium=post&utm_campaign=B181002577
https://www.routledge.com/Measurement-Theory-and-Applications-for-the-Social-Sciences-1st-Edition/Bandalos/p/book/9781462532131?utm_source=shared_link&utm_medium=post&utm_campaign=B181002577
https://www.guilford.com/books/Measurement-Theory-and-Applications-for-the-Social-Sciences/Deborah-Bandalos/9781462532131?utm_source=taylor-and-francis&utm_medium=pdf&utm_campaign=taf-freebook-2018-3


143

VALIDITY

Excerpted from Measurement Theory and Applications for the Social Sciences

CHAPTER 7

Suppose you have taken an online test designed to measure where you fall on the 
introversion/extroversion continuum. You receive the results and are surprised to 
learn that your score pegs you as an extrovert, as you had always thought of yourself 
as an introvert. You show the results to your friends and find that they, too, have 
always seen you as an introvert. This causes you and your friends to question whether 
the test is really measuring introversion/extroversion and whether the interpretation 
that you are an introvert is, in fact, justifiable. In psychometric terms, you and your 
friends question the validity of the test. Validity is arguably the most important quality 
of a test because it has to do with the fundamental measurement issue of what our 
measurement instruments are really measuring. This may seem a straightforward 
question, but measurement specialists have long been engaged in discussions about 
how validity should be defined, how it should be assessed, and what aspects of the 
testing process should be included under the heading of validity. Although these 
discussions have resulted in something approaching consensus in some areas, other 
issues continue to be hotly debated in psychometric circles.

In the following sections, I describe the “traditional” forms of validity evidence: content, 
criterion-related, and construct, as these are the focus of many of the recent debates.  
In doing so, I put these into historical context, briefly explaining how the different 
conceptualizations came about. I then discuss current conceptualizations of validity, 
with an emphasis on how these differ from the traditional views. In the final section,  
I turn to the types of validity evidence emphasized in the most recent edition (2014) of 
the Standards for Educational and Psychological Measurement (referred to hereafter as 
the Standards), which is a joint publication of the American Educational Research 
Association (AERA), the American Psychological Association (APA), and the National 
Council on Measurement in Education (NCME), and is widely considered to be one of 
the most authoritative sources on measurement standards in the social sciences.

VALIDITY DEFINIED

Currently, no definition of validity is accepted by all players in the validity debate. The 
following definition is taken from the Standards: “Validity refers to the degree to which 
evidence and theory support the interpretations of test scores for proposed uses of 
tests” (AERA, APA, & NCME, p. 11). Validity thus has to do with the underlying 
rationale for our interpretations and uses of test scores. In other words, validity has 
to do with both the meaning of test scores and how we use them. As such, validity is 
justifiably “the most fundamental consideration in developing tests and evaluating 
tests,” as stated in the Standards (p. 11). Returning to my earlier example, I might 
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conclude, based on the extroversion test score described previously, that I am much 
more extroverted than I had ever realized. However, making such an inference from 
an online test of dubious origin may not be justified. Psychometrically speaking, it 
may be that the test simply does not yield scores that allow for such an inference. 
Suppose a company decided to hire salespeople on the basis of high scores on this 
extroversion test, with the rationale that extroverted people should make the best 
salespeople. Would doing so achieve the company’s goal of obtaining the best 
salespeople? Probably not, if the scores do not really indicate a person’s level of 
extroversion (and ignoring for now the fact that extroverted people may not actually 
make the best salespeople). These examples are meant to illustrate the types of 
“interpretations of test scores for proposed uses of tests” alluded to in the Standards’ 
validity definition. But what about commonly used tests, such as those designed to 
measure one’s intelligence, college aptitude, perceived level of pain, or other 
attributes? Do these have validity for their intended interpretations and uses? And 
how can we tell? These are the types of questions I address in this chapter.

TRADITIONAL FORMS OF VALIDITY EVIDENCE: A HISTORICAL PERSPECTIVE

Early conceptualizations of test validity focused on the degree to which a test 
measured “what it is supposed to measure,” as stated in an early definition  
attributed to Garrett (1939, as quoted by Sireci, 2009, p. 22). However, the definition of 
validity as a determination of whether a test measures what it purports to measure is 
problematic for at least two reasons. First, a test could “measure what it purports to 
measure” and still not be good for any useful purpose. To go back to the extroversion 
example, the developers of the fictitious online test could say that, according to their 
definition, the term extroversion simply means someone who speaks in a loud voice. 
Items on their instrument could be things like “People say I talk too loudly.” Thus, the 
extroversion test would be measuring what it purports to measure. If that were the 
end of it, there would be no cause for concern. However, tests are usually developed 
to be used in some way, such as to predict future behavior or status, or to assess a 
person’s qualifications or suitability for a job or training course. This is what is 
emphasized by the part of the definition from the Standards that says “interpretations 
of test scores for proposed uses of tests” (2014). If I were to use the “loud voice” 
extroversion test to, for example, predict who would make a good telemarketer,  
I would likely meet with little success. This is because the test would be unlikely to 
result in accurate predictions.
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Another reason the definition of test validity as “measuring what it’s supposed to 
measure” was found to be inadequate was that, given the slippery nature of social 
science constructs, it is often not possible to pin down a particular construct to deter- 
mine whether a test measures it. As Urbina (2014) points out, although a limited 
number of constructs, such as narrowly defined content knowledge (e.g., single-digit 
addition) or skills such as speed or accuracy in typing, are fairly straightforward to 
define, most social science constructs do not fall into this category. But defining validity 
as the extent to which tests measure what they are supposed to measure implies that 
the items included on a test completely define the construct being measured. This can 
result in definitions that are not particularly useful. Urbina cites as an illustration 
Boring’s (1923) definition of intelligence as “whatever it is that intelligence tests 
measure.” Cliff (1989) called this the nominalistic fallacy, or the fallacy of assuming that 
a test measures something simply because its name implies that it does. The 
extroversion test alluded to previously is a case in point.

In an attempt to get around the issues inherent in this early definition of validity, a 
new definition emerged in which validity came to be operationalized as the degree to 
which scores on the test correlated with scores on another measure of the same 
attribute. As Guilford (1946), famously stated, “a test is valid for anything with which  
it correlates” (p. 429). The idea here was that, if there were a “gold standard” of the 
construct (often, an earlier test), and if scores on the test correlated with that gold 
standard, the test could be inferred to be a measure of the construct. Note that this  
is a variety of the “if it walks like a duck and quacks like a duck, it must be a duck” 
argument. The problem was, of course, that there was no gold standard for most 
constructs, probably because if there were it may not have been necessary to create 
the test in the first place. Despite these problems, the correlational view of validity 
held sway through the 1950s. As noted by many validity researchers (e.g., Angoff, 
1988; Borsboom, Cramer, Kievit, Scholten, & Franic�, 2009; McDonald, 1999; Newton 
& Shaw, 2013; Sireci, 2009), this was largely due to the influence of the scientific 
paradigm of that time. At the time, these early definitions of validity were introduced, 
the correlation coefficient was a fairly new development (by Karl Pearson in 1896) and 
was no doubt seen as quite state of the art. At the same time, the prevailing 
philosophical paradigm was based on logical positivism, which emphasized the use 
of empiricism, verification, and logical analysis in scientific inquiry, and influenced, 
among other things, the behaviorist movement of the time. The correlation coefficient 
provided a means of obtaining empirical and verifiable evidence of validity, so it is not 
surprising that early validity theorists should have seized upon it as the ideal method 
for obtaining validity evidence.
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ORIGINAL VALIDITY TYPES

The first edition of the Standards (at that time titled the Technical Recommendations 
for Psychological Tests and Diagnostic Techniques [APA, 1954]) defined four types of 
validity: content, predictive, concurrent, and construct. Of these, predictive and 
concurrent validity reflected the emphasis on correlations, as both types of validity 
were evidenced by the correlations or regression coefficients of the test of interest 
with some criterion. These two forms of validity evidence were later subsumed under 
the heading of criterion-related validity. Predictive validity was defined as the 
correlation between scores on the test of interest (the predictor) with values of a 
criterion obtained at some point in the future. A widely known example is that of the 
SAT test, which is purported to predict college grade point average (GPA). In this case, 
the criterion is students’ college GPA, and the predictive validity evidence is the 
correlation or regression coefficient that measures the relationship between SAT 
scores and GPA. Concurrent validity was defined in a similar fashion, except that, as 
the name implies, scores on the predictor and on the criterion were obtained at the 
same time. This type of validity was typically of interest for situations in which one 
test was proposed as a measure of the same attribute as the other. For example, a 
newly developed ability test that could be administered in a group format might be 
proposed as a substitute for a more time-consuming individually administered ability 
test. For this substitution to be viable, the test developers would have to demonstrate 
that the group-administered test measured the same attribute(s) as the individually 
administered test. A high correlation between scores from the two tests would serve 
as evidence.

Consistent with the empirical orientation of the time, the criteria in predictive validity 
situations were typically observable or behaviorally defined variables, such as job 
performance or success in school. Although satisfying the logical positivists, the use 
of such criteria was problematic on several levels. Job performance measures such 
as supervisor ratings, for example, often lacked validity evidence themselves. In 
addition, rating criteria are often inconsistently applied, resulting in a lack of 
reliability. Other measures of performance, such as the number of widgets produced, 
were found to measure only a part (and perhaps not the most important part) of job 
performance. Jenkins, who served during World War II in the Navy Department where 
he helped to develop tests to select combat pilots, wrote in the aftermath of that war 
that “there is always the danger that the investigator may accept some convenient 
measure (especially if it be objective and quantifiable) only to find ultimately that the 
performance which produces this measure is merely a part, and perhaps an 
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unimportant part, of the total field performance desired” (1946, p. 97). As an example, 
Jenkins used a situation in which piloting skills might serve as a criterion because 
they could be objectively scored, but tests of judgment and emotional adjustment, 
though arguably at least as important, may not be included as criteria because of the 
greater difficulty in measuring these qualities.

Such observations led researchers such as Jenkins (1946) and Rulon (1946) to 
suggest that in some situations it is the content of the test and the cognitive 
processes required to produce a correct answer that is important, not the degree to 
which the test can predict a criterion. These considerations led to a new type of 
validity, which came to be called content validity. In achievement testing, for example, 
test scores are taken as indications of the amount of content knowledge examinees 
have learned, along with the level of cognitive processing skill they have attained. In 
such situations, interest is naturally focused on the match between the content of the 
test and the cognitive processes it elicits with the content and processes that have 
been taught. If the content and processing skills examinees have been taught are not 
the same as, or at least similar to, those on the test, it is difficult to make inferences 
about what students have learned. If, however, a content match can be demonstrated, 
this information would be much more useful than the degree to which the test 
predicts scores on, say, another test. Thus, content validity emerged in the 1954 
Standards as a new type of validity, useful for any situation in which the content and/
or processes measured by the test were of primary importance. Achievement and 
aptitude tests were most commonly included in this category.

Finally, as noted by Angoff (1988, p. 25), “it was no coincidence that the 1954 
Standards listed construct validity . . . as one of the four types.” The inclusion of 
construct validity was more or less assured by the presence on the Joint Committee 
of Lee Cronbach and Paul Meehl, whose seminal article “Construct Validity in 
Psychological Tests” (1955) introduced this concept to the world. As the authors 
stated, “construct validation is involved whenever a test is to be interpreted as a 
measure of some attribute or quality which is not ‘operationally defined’” (p. 282). 
They go on to state that “when an investigator believes that no criterion available to 
him is fully valid, he perforce becomes interested in construct validity … Construct 
validity must be investigated whenever no criterion or universe of content is accepted 
as entirely adequate to define the construct being measured” (p. 282). These 
statements suggest that construct validity was seen as the option of last resort,  
to be used with those troublesome tests that were simply not amenable to content or 
criterion-related validation. The fact that evidence based on inspection of test content 
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or correlations with criteria was not appropriate for this new type of validity made it 
clear that new types of evidence were needed.

To meet this need, Cronbach and Meehl (1955) proposed several forms of evidence 
that might fill the bill. Evidence based on group differences would be appropriate for 
situations in which two or more groups might be expected to score differently. For 
example, in measuring attitudes toward gun control, we might expect that those who 
own guns would have more positive attitudes than those who do not. Correlations of 
test scores with scores from other tests of the same attribute could also provide 
evidence of construct validity. In the eyes of Cronbach and Meehl, however, the most 
sophisticated evidence for construct validity was the elaboration and testing of a 
nomological network in which the construct was embedded. As they stated, 
“Scientifically speaking, to ‘make clear what something is’ means to set forth the 
laws in which it occurs. We shall refer to the interlocking system of laws which 
constitute a theory as a nomological network” (p. 290, italics in the original). They go 
on to specify that such a network must contain at least some observable (i.e., not 
latent) variables. As Borsboom and colleagues (2009) noted, the idea of the 
nomological network reflected the logical positivism of the time and mimicked the 
belief expressed in physics and other physical sciences that the meaning of a 
theoretical term was provided by the laws that governed its relationship with other 
things (preferably observable things). It is not surprising that psychologists, who were 
at that time struggling to gain acceptance for their field as a credible science, would 
adopt the epistemological stance of the more established physical sciences. 
Whatever its origins, however, the nomological network remains a valuable heuristic 
for organizing the theory and empirical findings through which the nature of a 
construct is understood. Shepard (1997) notes that this type of organizing framework 
is “quintessentially the model of scientific theory testing” (p. 7), which emphasizes 
the similarities between validity research and plain old scientific research.

Although Cronbach and Meehl (1955) seem to have felt, based on the statements 
quoted previously, that construct validity was only applicable when content or 
criterion- related evidence was inadequate or unattainable, in their very next 
sentence they state that “determining what psychological constructs account for test 
performance is desirable for almost any test” (p. 282). Sireci (2009) ascribes this 
seeming ambivalence about the utility of construct validity to the fact that Cronbach 
and Meehl, having just introduced the concept, were hesitant about overstating its 
usefulness. As it turned out, however, they need not have worried, as others were 
more than willing to so for them. Loevinger (1957), never one to mince words, stated 
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flatly that “since predictive, concurrent, and content validities are all essentially ad 
hoc, construct validity is the whole of validity from a scientific point of view” (p. 636). 
Loevinger’s argument was essentially that none of the other forms of validity required 
the development of theories that would advance scientific knowledge about the 
attribute of interest. She likened the difference between criterion-related and 
construct validities to the difference between learning how to boil an egg through trial 
and error and learning how to boil an egg by developing an understanding of the 
chemistry of protein molecules. In this context, she stated:

The argument against classical criterion-related psychometrics  
is thus two-fold: it contributes no more to the science of 
psychology than rules for boiling an egg contribute to the science 
of chemistry. And the number of genuine egg-boiling decisions 
which clinicians and psychotechnologists face is small compared 
with the number of situations where a deeper knowledge of 
psychological theory would be helpful. (p. 641)

ARGUMENTS AGAINST THE “TRIPARTITE” VIEW OF VALIDITY

Several years later, Loevinger’s argument was taken even further by Messick (1989), 
who stated that “construct validity embraces almost all forms of validity evidence”  
(p. 17). By “almost all” Messick excludes only the appraisal of social consequences, 
although later in his nearly 90-page chapter, he brings these, too, into the fold of the 
“unified” view of test validity. I discuss Messick’s views in more detail later in this 
chapter. For now, suffice it to say that in a series of papers (Messick, 1965, 1975, 1980, 
1981, 1988), he argued against the traditional “tripartite” view in which content, 
criterion-related (which subsumed predictive and concurrent), and construct validity 
were treated as separate but equal frameworks for test validation. Instead, Messick 
has argued that, because information obtained from both content and criterion-related 
validity studies contributes to our understanding of the meaning of test scores, and 
because construct validity is concerned with the meaning of test scores, both content 
and criterion-related evidence contribute to construct validity and should not be 
considered as separate “types” of validity. Instead, all available evidence should be 
integrated into an overall judgment about the meaning of test scores.

Others have argued against the tripartite view of validity on more pragmatic grounds. 
For example, Anastasi (1986) argued that the separation of validity into three “types” 
leads researchers to feel that they must “tick them off in checklist fashion” (p. 2), 
regardless of the purpose of the test. She goes on to rail against the view that  
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“once this tripartite coverage was accomplished, there was the relaxed feeling that 
validation requirements had been met.” (p. 2). Anastasis argument reflects a widely 
held view that the segmentation of validity into different “types” has led some 
researchers to practice what has been termed a “weak program” of validation  
(e.g., Benson, 1998). In such a program, validity evidence is accumulated in piecemeal 
fashion without giving sufficient (if any) thought to the types of validity evidence that 
would contribute most to our understanding of the attribute being measured and how 
it could be used. Instead, the researcher’s efforts simply focus on obtaining evidence 
from each of the “three C’s,” regardless of whether this evidence helps to illuminate 
the meaning of test scores. In contrast, the “strong program” of validation research 
bears a striking resemblance to the conduct of research in general. The strong 
program is focused on developing and testing a theory of the attribute being 
measured, creating a test that reflects this theory, and accumulating evidence 
specific to the proposed uses of the test (i.e., can it really indicate who would make  
a good salesperson?) and the proposed interpretations to be made from scores  
(i.e., does a high score really indicate higher levels of extroversion?).

CURRENT CONCEPTUALIZATIONS OF VALIDITY

In the previous section, I reviewed the history of the traditional tripartite view of validity, 
which divided validity evidence into the three C’s of content, criterion-related, and 
construct. However, the concept of validity has evolved considerably over the past few 
decades, and modern validity theory is no longer congruent with the tripartite view. In 
this section, I therefore discuss the most important aspects of current validity theory, 
while at the same time introducing some of the current theorists. Because these views 
are increasingly represented in the measurement literature and will likely dominate 
that literature in the near future, it is important for you to have an understanding of 
their major themes. These include the general (though not universal) preference for a 
unified view of validity; the focus on test score inferences and uses rather than on the 
test itself; the focus on explanation and cognitive theory in validity studies; and the 
inclusion of test consequences and values in the validity framework.

THE UNIFIED VIEW OF VALIDITY

The unified view of validity is now widely held, and it has become more common to 
refer simply to “validity” rather than to any “type” of validity, as evidenced by this 
statement from the most recent version of the Standards:
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Validity is a unitary concept. It is the degree to which all the 
accumulated evidence supports the intended interpretation of test 
scores for the proposed use. Like the 1999 Standards, this edition 
refers to types of validity evidence, rather than distinct types of 
validity. To emphasize this distinction, the treatment that follows 
does not follow historical nomenclature (i.e., the use of the terms 
content validity or predictive validity). (2014, p. 14)

This quotation from the Standards illustrates several features common to current 
conceptualizations of test validity. First, following the work of Loevinger (1957), 
Messick (1975, 1980, 1981, 1988), and others, the term validity is now used in its  
broad sense to refer to all forms of evidence that support the intended interpretations 
and uses of a test. “Types” of validity such as content-related and criterion-related 
are subsumed under this broad definition because these contribute to validity in the 
broader sense of the term. As Messick (1989) states, “Validity is an integrated 
evaluative judgment of the degree to which empirical evidence and theoretical 
rationales support the adequacy and appropriateness of inferences and actions based 
on test scores or other modes of assessment (p. 13, original emphasis). Thus, most 
modern conceptualizations of validity emphasize an integration of all forms of 
evidence that are useful in elucidating the meaning(s) that can be attached to test 
scores. It is up to the test user to evaluate the available evidence to judge the degree 
to which his or her intended interpretation or use is appropriate.

Another unifying theme in Messick’s work is the argument that all threats to construct 
validity are subsumed under the headings of construct-irrelevant variance and construct 
underrepresentation. Construct-irrelevant variance is irrelevant in the sense that, 
although it contributes variability to test scores, this added variability is not due to 
differences in the construct of interest. Instead, the additional variance is due to 
sources other than the construct being measured. For instance, some examinees 
might obtain higher scores on essay questions because of a greater ability to bluff their 
way through an answer, not because they have greater knowledge or skill. Construct 
underrepresentation refers to situations in which a test does not completely capture all 
salient aspects of the construct of interest. Underrepresentation can result from a 
narrowing of the content of a test. For example, a test of managerial skills might 
include many items measuring knowledge of budgeting processes but only two items 
on personnel management. Underrepresentation can also result from a mismatch of 
the skills elicited by the type of item used with the skills that are of real interest. In the 
previous example, suppose that both personnel management items were multiple 
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choice. It could be argued that skills in this area are best demonstrated by having 
examinees respond to scenarios describing personnel issues, or by actual performance 
in handling a sticky personnel problem. In these examples, the construct of managerial 
skill would be doubly underrepresented owing to underrepresentation of both content 
and response processes.

FOCUS ON INTERPRETATION AND USE OF TEST SCORES

Another important aspect of current validity theory, illustrated by the previous 
quotation from Messick (1989), is that it is not the test itself that is validated but the 
inferences made from test scores or the uses for which the test is intended. As 
Newton and Shaw (2013) point out, every edition of the Standards since the first (1954) 
has specified that statements about validity are made about the interpretations for 
particular types of decisions. For example, making inferences about the spelling 
knowledge of third-grade students on the basis of a third-grade spelling test would 
likely be supported by available validity evidence. In contrast, making inferences 
about students’ intelligence or likelihood of success in later life on the basis of the 
same test would not be supported. With regard to test usage, validity evidence might 
support the use of the test in making classroom decisions about spelling instruction, 
such as whether remediation is required for some students. However, use of the test 
to determine which students should be required to repeat the third grade would not 
be supported. The view that the appropriate object of validation is the inferences 
made from test scores and not the test itself is widely, though not universally, 
accepted (Moss, 1992; Shepard, 1993; Zumbo, 2009). Some validity theorists, most 
notably Borsboom and his colleagues (Borsboom, Mellenbergh, & van Heerden, 2004; 
Borsboom et al., 2009), disagree with the view that it is the interpretation of a test 
that is validated, preferring the original definition of validity as the extent to which a 
test measures what it purports to measure. Borsboom and colleagues state that  
“the notion of a test score interpretation is too general,” applying to “every possible 
inference concerning test scores” (p. 139). That is, a score can be interpreted in an 
infinite number of ways, only some of which make sense. Borsboom and his 
colleagues argue that this makes it difficult to pin down exactly what is meant by  
test validity.

My own view on the issue of whether validity applies to the test itself or to the 
interpretations of test scores aligns with that of Markus (2014), who refers to this 
issue as a nonproductive “pseudo-argument.” Markus points out that validity does 
not refer to a test or an interpretation in isolation, but rather to a relationship 
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between the test, the test scores, the test interpretation, and the test use. That is, a 
test can be considered valid in the context of one scoring/interpretation/use but not 
another. Going back to the earlier example of a spelling test, the test would likely be 
considered valid in a scoring/interpretation/use context in which it is scored correctly 
(scoring), and the scores are interpreted as indications of spelling knowledge 
(interpretation) and used to determine which students need more practice in spelling 
(use). In contrast, the same test would likely be considered invalid in a context in 
which correct answers to easy spelling words received twice as many score points 
than answers to difficult words (scoring), or test scores were interpreted as 
indications of intelligence (interpretation), or if scores were used to determine 
placement in gifted programs (use). Markus’s view is in alignment with Gorin’s (2007) 
definition that “validity is the extent to which test scores provide answers to targeted 
questions” (p. 456), where by “targeted” Gorin means the test/test score/
interpretation/use relationship noted by Markus.

Finally, through its reference to “the accumulated evidence,” the definition in the 
Standards emphasizes that obtaining validity evidence is a process rather than a 
single study from which a dichotomous “valid/not valid” decision is made. The 
attributes researchers attempt to measure in the social sciences are typically latent 
constructs that, by their very nature, are somewhat elusive. There is thus no definitive 
study that can pin down, once and for all, the meaning of a construct such as 
“intelligence” or “creativity.” As some validity theorists have noted, the process of 
conducting validity studies is very similar to that of conducting research studies in 
general. Students are taught in their introductory statistics courses that it is not 
possible to “prove” the null hypothesis but only to disprove it. However, if enough 
studies accumulate in which the evidence is supportive of a given research 
hypothesis, we begin to give some credence to that hypothesis. In the same way, it is 
not possible to prove that a test is valid for some purpose, although it is possible to 
provide evidence that it is not valid for such a purpose. And, as is the case with 
research studies, the more evidence that accumulates in support of a proposed use 
of a test, the more credence we are likely to give that use. This is why test validation 
is best thought of as a program of research in which one attempts to obtain a body of 
evidence that, taken as a whole, would support the intended uses of and inferences 
from the test scores.

FOCUS ON EXPLANATION AND COGNITIVE MODELS

Early tests of achievement were based on theories of learning in which knowledge 
was thought to be accumulated incrementally. According to such theories, students 
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must first learn factual and procedural information and, when such knowledge is 
sufficient, can then progress to higher-level skills such as reasoning with, 
synthesizing, and expanding upon the knowledge. However, more recent learning 
theories have moved beyond such so-called behaviorist theories of learning and focus 
more on aspects of learning such as how learners organize information in long-term 
memory in structures known as schemas. Research into learners’ schemas in areas 
such as physics (Chi, Glaser, & Rees, 1982) and chess (Chase & Simon, 1973) has 
shown that those who are experts in an area have much more sophisticated 
schematic structures than novices. In the book Knowing What Students Know 
(National Research Council, 2001), it is argued that more detailed theories that take 
into account learners’ organizational schemas, common misconceptions, and 
response processes are necessary to make accurate inferences about student 
learning. Contributors to this book point out that to make valid inferences about 
learners’ knowledge, researchers must have an explicit cognitive model of learning 
based on what is known about how people learn in the domain of interest. Such a 
model might be more or less detailed, depending on the state of cognitive research in 
the particular domain and on the complexity of the knowledge or skills being tested, 
with more complex tasks requiring more detailed models. A cognitive model should 
include specification of how learners at different levels organize, apply, and transfer 
knowledge. Although a full explication of cognitive models is outside the scope of this 
book, it is important to understand this basic framework because such models are 
central to the thinking of several current validity theorists (i.e., Embretson, 1998, 
Embretson & Gorin, 2001; Gorin, 2005, 2006; Mislevy, Steinberg, & Almond, 2003).

Cognitive models have been the focus of so much attention in achievement testing 
because they provide instructors with specific information on learners’ strengths, 
weaknesses, and misconceptions. A common criticism of many current tests of 
knowledge is that they do not, in general, provide such information. For example,  
if a student answers a question incorrectly, it is often difficult to determine the exact 
source of the problem. It could be that the student did not understand the question, 
did not possess needed factual information, knew that information but was unable to 
integrate it to arrive at the correct answer, or any of a host of other possible reasons. 
Such difficulties occur because many achievement tests have not been based on 
cognitive models that explicate common misconceptions in the domain, what the 
knowledge structures of novices and experts look like, and how students progress 
from basic to more advanced knowledge states. Tests that are based on such 
cognitive models are much more suited to the job of providing detailed information on 
learners’ levels of knowledge and skill.
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INCLUSION OF VALUES AND TEST CONSEQUENCES IN THE VALIDITY FRAMEWORK

One of the more contentious aspects of modern validity theory is the focus on value 
implications of test scores and consequences of testing. As noted by Kane (2013), 
among others, the arguments regarding consequences are not about whether the 
consequences of testing are important to consider when making test-based 
decisions. Instead, the issues center on whether consequences should be included as 
part of validity, and if so, whether test developers or test users are responsible for 
evaluating these. As Kane and other theorists have noted, consequences have always 
been an important consideration in evaluating tests, for the simple reason that tests 
are usually given with the expectation that they will yield certain positive 
consequences (e.g., selecting the most capable employees, preventing unqualified 
people from entering professions, determining the best type of therapy for a client). 
Because the main purpose of validation is to determine the likelihood that these 
benefits will be realized, Kane argues that consequences should be included as part 
of a validity research program. As Shepard (1997) puts it, once test use is brought into 
the validity arena, we are “obliged to think about effects or consequences” (p. 6).

Values in Testing

Messick (1995) famously stated, “Validity judgments are value judgments” (p. 748).  
By this he meant that value implications are an inherent part of the meaning of 
scores, and, because validity has to do with understanding what scores mean, values 
are inextricably linked to validity judgments. To take a concrete example, we as a 
society attach certain meanings to construct names such as “assertiveness” and 
“intelligence; if we did not, we would not be interested in measuring them in the first 
place. However, the implications of low or high scores often go considerably beyond 
simple statements such as “Sancho has a high level of assertiveness” or “Jon has 
lower than average achievement.” If Sancho had been female, we might attach a 
different meaning to his high assertiveness score. And the fact that Jon received a 
low score on an achievement test will likely result in his being labeled a low 
performer or as being in need of remediation—a label that may follow him for the 
rest of his life. As is well known, such labels can have important implications for 
one’s education. In response to arguments that the inclusion of values under the 
umbrella of validity would unduly complicate the concept, Messick (1989, 1995) has 
explained that the inclusion of value implications is not meant to add anything to the 
conceptualization of validity, but rather to make explicit an aspect of validity that is 
often hidden. The importance of making values explicit is that the implications 
attached to test scores are then exposed and can be openly debated.
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Another aspect of value implications is the broader societal value that was the 
impetus for obtaining the scores in the first place. The fact that a school, 
organization, or society at large is interested in a particular type of test score implies 
that some value, either positive or negative, is associated with the construct being 
measured. For example, the fact that colleges use aptitude tests as part of their 
college admissions criteria implies that high aptitude is valued. In fact, this value is 
so firmly entrenched in our society that you may wonder why I even bother to point it 
out. But as Shepard (1993) notes, colleges could put more weight on other criteria, 
such as obtaining a diverse student body. Diversity is also a value espoused by many 
in American society, but the fact that aptitude is typically weighted more heavily than 
diversity considerations in college admissions may indicate the value placed on each 
in educational institutions. As another example, admission to medical school is very 
competitive, typically requiring high scores on the Medical College Admission Test 
(MCAT). This reflects the appropriately high value placed on medical knowledge for 
doctors. However, the emphasis on high levels of medical knowledge may result in 
less emphasis being placed on attributes such as compassion and communication 
skills, which many patients feel are also valuable. These examples illustrate 
Messick’s (1995) point that, if such values are not made explicit, those using test 
scores may not consider whether the values inherent in their testing process are, in 
fact, the most important ones.

OBTAINING EVIDENCE OF VALIDITY

In this section, I descend from the philosophical heights of validity conceptualizations 
to the more practical matters of what constitutes validity evidence and what types of 
evidence are most relevant to different testing situations. I begin by introducing the 
argument-based approach to validity (Cronbach, 1988; Kane, 1992, 2013). Although 
this approach was originally suggested by Cronbach (1988), Kane’s work has done 
much to popularize the argument-based approach to validity. Space considerations 
preclude a full account of the intricacies of this approach, but I hope that the 
abbreviated version presented here is still useful in demonstrating how to make a 
basic validity argument. I encourage you to consult the original articles for more 
details on this useful approach. After introducing the argument-based approach, I 
discuss the five sources of validity evidence outlined in the Standards (2014): evidence 
based on test content, evidence based on response processes, evidence based on 
internal structure, evidence based on relations to other variables, and evidence for 
consequences of testing. Each of these is illustrated with a fictitious example.
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INTRODUCTION TO THE ARGUMENT-BASED APPROACH TO VALIDITY

Recall that validity is defined as “the degree to which evidence and theory support the 
interpretations of test scores for proposed uses of tests” (AERA, APA, & NCME, 2014). 
This definition implies that it is not possible to obtain evidence to support all possible 
interpretations or uses of a test. Tests are interpreted and used in many ways, some  
of which are justifiable and some of which are not. The first step in test validation, 
therefore, is to specify the intended interpretation(s) and use(s) of the test scores.  
This should be accompanied by an explanation of how the proposed interpretation is 
relevant to the proposed use of the test. Suppose that I wanted to develop a test of the 
ability to generate sound research hypotheses, which I will call the GOSH (Generation 
of Sound Hypotheses) test. I propose to use this test in selecting students for graduate 
school. My proposed interpretation of the test scores is that those with higher scores 
on the test have a greater ability to generate sound research hypotheses. The rationale 
behind the use of these test scores is that students in graduate school will be engaged 
in research of some kind, and the ability to generate research hypotheses is crucial to 
conducting research. Thus, students who do well on the GOSH test should be more 
successful in graduate school than students who do not.

You may already have identified several problems with my description of the GOSH  
and its proposed interpretation and usage. For one thing, what do I mean by “sound 
research hypotheses”? Before proceeding with my development of the test, I would 
have to fully define what is meant by “sound” research hypotheses and identify the 
skills and knowledge that make up the ability to generate these. Another issue is that 
not all graduate students are engaged in research that requires the generation of 
research hypotheses, sound or otherwise. Students in the performing arts, for 
example, may more likely be engaged in practicing for performances than in hypothesis 
generation. Thus, my test may not be useful in selecting students for such programs.

This example, and my accompanying critique, represent a streamlined version of 
Kane’s (1992, 2013) argument-based approach to test validation. According to Kane 
(2013), “The core idea [of the argument-based approach] is to state the proposed 
interpretation and use explicitly and in some detail, and then to evaluate the 
plausibility of these proposals” (p. 1). The statements about proposed interpretations 
and use constitute the validity argument. Claims about validity then depend on the 
degree to which the accumulated validity evidence supports the claims made in this 
argument. As I pointed out in the context of the GOSH test, arguments about test 
interpretations and use are based on a series of assumptions and inferences. For 
example, I may have initially assumed that the GOSH could be used for selecting 
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students for any type of graduate program. A related underlying assumption of the 
GOSH is that students in all graduate programs use the same skills and knowledge 
to generate research hypotheses. This may not be the case, however. Although 
knowledge of the research process is likely necessary in hypothesis generation, 
content knowledge is also clearly important. Content knowledge will, by definition, 
vary across content areas. Thus, some of the assumptions underlying my argument 
are likely to be violated. If so, my claims that GOSH scores can be interpreted as 
measures of general hypothesis-generating ability and used to select students for 
graduate school will not be supported.

TYPES OF VALIDITY EVIDENCE

In the following sections, I describe the five types of validity evidence outlined in the 
Standards (2014): (1) evidence based on test content, (2) evidence based on response 
processes, (3) evidence based on internal structure, (4) evidence based on relations to other 
variables, and (5) evidence for consequences of testing, and I illustrate them using the 
fictitious GOSH test. Table 7.1 shows the five types of evidence, the general type of 
validity argument addressed by each, and illustrative methods for obtaining each type 
of evidence. In the last column I indicate how these relate to the traditional “three C’s” 
(content, criterion-related, and construct validity). Although the tabular format 
necessitates presenting them separately, the five types of validity evidence are relevant 
to different aspects of the validity argument and are not intended to be viewed as 
different “types of validity.” Instead, all five types contribute in some way to our 
understanding of the meaning of test scores, and this meaning is at the heart of validity. 
However, different types of evidence are needed because test scores may be 
interpreted and used in different ways, necessitating different validity arguments with 
different underlying assumptions. The type of evidence that best supports an argument 
for one use or interpretation may not support others, as is illustrated in the following 
section. Similarly, support for a particular interpretive/use argument may not require 
all types of evidence. As Kane (2013) points out, simpler claims regarding interpretation 
and use of scores require less support than more ambitious claims. Thus, although 
some types of evidence are often associated with certain types of tests, no type of 
evidence is exclusive to a particular test type. Researchers should determine the types 
of evidence that are appropriate based on the type of interpretation and use to be made.

Evidence Based on Test Content

Evidence based on content has to do with the degree to which the content included on 
a test provides an adequate representation of the domain to be measured. In most, if 
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Table 7.1  •  Types of Validity Evidence with Associated Validity Arguments and Methods

Evidence based on: Validity argument
Examples of methods for  
obtaining evidence

Mapping to 
traditional forms 
of validity

Test content Test contains a  
set of items that  
are appropriate  
for measuring the 
construct

• Table of specifications
• Expert review of content/cognitive 

processes
• Identification of possible  

construct-irrelevant variance
• Identification of possible  

construct underrepresentation

Content

Response processes Test items tap into 
the intended 
cognitive processes

• Specification of chain of reasoning 
from item responses to desired 
inferences

• Think-aloud protocols
• Eye tracking
• Response time
• Expert–novice studies
• Concept maps
• Manipulation of item features and 

other experimental studies

Construct

Internal structure Relations among 
test items mirror 
those expected  
from theory

• Item and subscale 
intercorrelations

• Internal consistency
• Exploratory and confirmatory 

factor analysis
• Item response theory
• Generalizability theory
• Studies of differential item 

functioning

Construct

Relations to other 
variables

Relations of test 
scores to other 
variables mirror 
those expected  
from theory

• Test–criterion relations
 - Correlations with other scales  

or variables
 - Predictive
 - Concurrent
 - Sensitivity and specificity

• Group differences
• Convergent and discriminant 

relations
• Identification of method variance
• Multitrait–multimethod matrices

Criterion-related

Consequences of 
testing

Intended 
consequences are 
realized; unintended 
consequences are 
not due to test 
invalidity

• Determination of whether intended 
benefits accrue

• Identification of unintended 
outcomes

 - Determination of whether 
unintended outcomes are due to 
test irrelevance or construct 
underrepresentation

Not included
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not all, testing situations, it is not possible to include every item that is part of a 
construct’s domain. For example, the inclusion of every possible two-digit addition 
item on a test of addition knowledge would clearly result in a prohibitively lengthy 
test. As noted in Chapter 3, researchers are interested in the responses to specific 
test items because these responses are thought to be representative of the broader 
domain. That is, researchers are not so much interested in a student’s specific ability 
to add 17 + 11, but in the broader ability to add two-digit numbers. Thus, researchers 
interested in evidence based on test content are interested in the degree to which the 
test items constitute a representative sample of the domain of interest, from which 
inferences about that domain can reasonably be drawn. Evidence based on test 
content is therefore relevant to any validity argument that scores can be interpreted 
and used as representative measures of the knowledge, skills, abilities, or other 
attributes that make up an identifiable domain. Achievement and employment tests 
fall into this category, as do certification and licensure tests.

Anastasi and Urbina (1997) state that evidence of content validity is not appropriate for 
tests of aptitude or personality because “these tests bear less intrinsic resemblance to 
the behavior domain they are trying to sample than do achievement tests” (p. 117). 
Certainly, it is easier to delineate the relevant content for tests of knowledge or skill 
than for tests of aptitude or personality, because tests of knowledge are typically based 
on a common curriculum or set of experiences. In contrast, content on personality and 
aptitude tests is often based on a particular theory. For example, a personality test 
based on the Big Five theory of personality would be quite different from one written by 
a theorist who did not subscribe to that theory. Thus, in my view, content evidence is 
relevant to personality and aptitude tests, but definition of the content domain is likely 
to be more theory-based than curriculum-based. And there will likely be less 
agreement among researchers about what constitutes an appropriate content domain 
for such tests than for achievement tests.

In all cases, however, evidence based on content begins with a detailed definition of 
the domain of interest. For achievement tests, this often takes the form of a table of 
specifications. Items are then written to reflect these specifications, as discussed in 
Chapter 3. Such tables delineate both the content to be covered and the cognitive 
level at which items should be written. Similar tables could be prepared for 
personality tests, although this is seldom done in practice. More commonly, content 
for personality tests is based on the researcher’s understanding of the theory 
underlying the construct or on diagnostic criteria, if relevant. For tests assessing 
job-related knowledge or skills, a job or task analysis should be conducted. In these 

R O U T L E D G E R O U T L E D G E . C O M

https://www.routledge.com/Multiple-Regression-and-Beyond-An-Introduction-to-Multiple-Regression/Keith/p/book/9781138811959?utm_source=shared_link&utm_medium=post&utm_campaign=B181002579
https://www.routledge.com/Measurement-Theory-and-Applications-for-the-Social-Sciences-1st-Edition/Bandalos/p/book/9781462532131?utm_source=shared_link&utm_medium=post&utm_campaign=B181002577


161

VALIDITY

Excerpted from Measurement Theory and Applications for the Social Sciences

CHAPTER 7

analyses, the knowledge and skills underlying commonly performed tasks in a 
particular job are evaluated with the goal of determining which are most important 
for proficiency on the job.

Once the content domain has been delineated, through a table of specifications, job 
analysis, personality theory, or diagnostic criteria, it should be reviewed by a panel  
of experts. The makeup of such a panel will necessarily depend on the content area, 
but the level of expertise of panel members should be as high as possible. This is 
because many of the analyses conducted to obtain content-based evidence depend 
on this expertise. One common form of content-based evidence is that in which panel 
members independently match the items to the original table of specifications. 
Crocker and Algina (1986) suggest that the matching process be structured by 
supplying panel members with copies of the table of specifications and the test items 
and asking them to write the number of each item in the cell to which they think it 
belongs. Experts could also be asked to rate the items’ relevance and importance for 
the domain. For employment tests, experts could be asked to rate how important 
each of the test’s items or tasks is to successful performance in the job. Information 
from such ratings or matching processes can be summarized by computing the 
average rating, the percentage of matches overall and in each content area or 
cognitive level, and/or the percentages of items the experts felt were unimportant to 
performance or did not match the table of specifications. Agreement among the 
experts’ assignments or ratings of items could also be calculated, using the methods 
for interrater agreement described in Chapter 9. Additional information can be 
obtained by asking experts to suggest other content areas or job tasks that should be 
included. For licensure or certification tests, some knowledge or skill areas may be 
considered more important than others. In such cases, experts should consider 
whether the areas considered most important are appropriately represented by more 
items. Finally, in addition to matching the items to the table of specification, experts 
are often asked to rate items in terms of their clarity and freedom from bias or 
stereotyping. Because these require different types of expertise, different panels are 
often convened for these tasks, as noted in the discussion of these aspects of the 
item review process in Chapter 3.

Construct Underrepresentation and Construct-Irrelevant Variance

Although Messick (1989) stated that the presence of construct underrepresentation 
and construct-irrelevant variance threaten all validity claims, these two threats are 
particularly associated with evidence based on content. As discussed previously, 
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construct underrepresentation refers to a situation in which test content is defined 
too narrowly, leaving out important aspects of the construct. For example, the GOSH 
test is a measure of the ability to generate sound hypotheses. Suppose that students 
were provided with a question, such as “Why do young people join gangs?” and asked 
to generate as many hypotheses as possible. Their score on the GOSH test could then 
be calculated as the number of hypotheses generated. However, this approach does 
not include any measurement of the soundness of the research hypotheses and would 
thus not represent an important aspect of the ability to generate sound research 
hypotheses. Construct under-representation can also occur if a test covers the 
intended content adequately but does not do so at the intended cognitive level. For 
example, a licensure test for physicians that requires memorization of facts but has 
no items requiring application of these facts to diagnose diseases would result in 
underrepresentation of the appropriate knowledge domain.

Construct-irrelevant variance occurs when test scores are influenced by factors that 
are not part of the intended construct. This is problematic because when irrelevant 
features of an item affect people’s scores, we cannot be sure of the meaning of these 
scores. The scores are now influenced by both the construct of interest and the 
irrelevant source, but we do not know how much influence each has on a given score. 
In the context of achievement testing, Messick (1989) defines two types of construct-
irrelevant variance: construct-irrelevant easiness and construct-irrelevant difficulty. 
The first occurs when features of the test items that are irrelevant to the construct 
being measured make them easier for some examinees. For example, the correct 
answer for a multiple-choice item may contain a grammatical clue or be longer than 
the other options, as discussed in Chapter 4. Students who are test-wise are then 
likely to choose the correct answer even if they do not have the requisite content 
knowledge. Or there may be examples in the test items with which some examinees 
are very familiar, making these items easier for such examinees. If the GOSH test 
included the question on gang membership mentioned previously, examinees who 
were familiar with gangs would likely have an advantage. Construct-irrelevant 
difficulty, in contrast, occurs when features of the item that are irrelevant to the 
construct being measured make the item more difficult for some examinees. A 
classic example is the inclusion of overly complex language in achievement test 
items. Some students, notably those whose first language is not English, may fail to 
answer correctly not because they lack the content knowledge but because they do 
not understand the question. Unless the purpose of the test is to measure language 
ability, language complexity should be kept to a minimum to avoid contamination by 
this source of irrelevancy.
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For personality or attitude measures, construct-irrelevant variance is introduced if 
responses are influenced by social desirability, a tendency to respond in an extreme 
fashion, or other response styles. Some respondents have trouble answering 
negatively oriented questions, as discussed in Chapter 5. Others may not read the 
questions carefully or may deliberately misrepresent themselves. All such tendencies 
will result in scores that are contaminated with some degree of construct-irrelevant 
variance. Messick (1989; see also Shadish, Cook, & Campbell, 2002, p. 452) points out 
that construct-irrelevant variance due to social desirability or other response 
artifacts occurs because of mono-operation bias, or using only one method to 
measure an attribute. These authors suggest that researchers use several methods 
of measurement, such as self-reports, ratings by others, and behavioral 
observations. One advantage of using different measurement methods is that each 
method provides a somewhat different view, thus triangulating on the construct. In 
addition, when such measures are combined, the construct-irrelevant variance 
should wash out because only the construct-relevant variance will be correlated 
across methods.

Evidence Based on Response Processes

Interpretations of item responses typically presuppose that respondents have used 
certain cognitive processes to produce their answers. For example, cognitive theories 
of responses to noncognitive items assume that respondents have read and 
understood the question, searched their memory for relevant information, integrated 
this information into an answer, and correctly mapped this answer onto the response 
options provided. However, what if the respondent has simply chosen the middle 
response option without even reading the item, or otherwise satisficed (Krosnick, 
1991; see Chapter 5). Such responses should engender doubt about whether the 
question has measured the intended construct. In the context of achievement testing 
in mathematics, it is common to use word problems that require a student to 
determine which type of solution is required. But what if a student has memorized 
key features of such problems that allow for determining the appropriate solution 
strategy without using the intended reasoning processes? Such responses would not 
allow for inferences about the student’s level of the reasoning ability of interest.

These scenarios illustrate the importance of understanding the response processes 
used to produce answers to test items. In many situations, inferences about the 
meaning of test scores center on the response processes used. If our proposed score 
interpretations are based on the assumption that certain cognitive processes have 
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been used, these inferences are on shaky ground if this assumption has not been 
met. Embretson (1983) refers to this aspect of validity as construct representation, 
which she defines as being concerned with “identifying the theoretical mechanisms 
that underlie item responses, such as information processes, strategies, and 
knowledge stores” (1983, p. 179). Although Embretson’s work is in the area of ability 
testing, it is important to point out that the same principles can be applied to 
personality or other noncognitive testing situations.

As Mislevy and his colleagues (Mislevy, 1994; Mislevy, Steinberg, & Almond, 2003; 
Mislevy, Steinberg, Breyer, Almond, & Johnson, 2002) note, the relevance of item 
responses and their value in supporting our inferences depends on the chain of 
reasoning that leads from item responses to the claims or inferences that we wish to 
make. In the context of the GOSH test, the chain of reasoning might be something 
like this: “I observe that a student has produced a number of well-reasoned 
hypotheses based on the scenario given. Based on past experience, I have confidence 
that the student would likely be able to do this in future situations. I therefore infer 
that the student has the ability to generate sound research hypotheses in general.” 
Such inferences from responses to some type of stimulus are made every day by 
physicians, psychologists, social workers, and employers. The stimuli may take the 
form of responses to interview questions, results of medical tests, observations of 
behavior or nonverbal communications, or performance of a task. The inference may 
be based on scientific theory, empirical data, subject-matter expertise, or personal 
experience. My example from the GOSH test represents a very basic reasoning chain, 
whereas the examples described by Mislevy and colleagues (2003) are much more 
complex. For example, Mislevy and colleagues would likely identify the specific 
cognitive processes needed to produce reasonable hypotheses, such as the abilities 
to keep the scenario in memory, search memory stores for relevant information, 
combine the information into a hypothesis, and judge the reasonableness of the 
generated hypotheses. Nevertheless, my example illustrates the basic process of 
reasoning from evidence.

One part of this process is to rule out alternative explanations for the observations.  
If the student in the GOSH example has not been able to generate a single hypothesis,  
I might reason that the student lacked the ability to do so. However, another 
explanation is that the student did have the ability but lacked the motivation to use it,  
or had hypothesis-generating ability but was completely unfamiliar with the scenario 
provided. You might recognize that these explanations represent construct-irrelevant 
variance in that they result in variations in performance that are not due to the attribute 
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of interest. Construct-irrelevant variance is problematic because it does not contribute 
to measurement of the attribute of interest. Or, in the words of Mislevy and colleagues 
(2003), construct-irrelevant variance does not accumulate. These authors note that a 
total test score is more informative than a score from a single item because each item 
score provides a nugget of information that contributes to the attribute of interest. 
These nuggets of information are cumulated in the total test score, yielding a total 
score that is the sum of what the items have in common (which, we hope, is the 
attribute of interest). Because construct-irrelevant variance is not relevant to this 
common attribute, it does not cumulate across items and therefore does not contribute 
to measurement of that attribute. As Mislevy and colleagues point out, “the more 
examinees differ from one another on the knowledge that does not accumulate, the 
less accurate are the scores over the same number of items. A cardinal principle of our 
view of assessment design is that what accumulates over tasks should be intentional 
rather than accidental” (p. 50). Although this statement was made in the context of 
achievement testing, the same principle applies to any type of test in which item 
responses are combined in some way. How does one make sure that what is captured 
by a total score is “intentional rather than accidental”? One way is to devise test items, 
tasks, or performances in such a way that the aspect of the attribute intended to be 
measured is isolated as much as possible. That is, make sure that influences of 
extraneous features such as reading ability, motivation, and contextual variables such 
as the physical setting or test instructions are minimized to the extent possible. Such 
test standardization practices are discussed in Chapter 3, but in the framework 
described by Mislevy and his colleagues, standardization is taken to new heights.

Another way in which researchers can design assessments that capture intentional 
rather than accidental variance is to determine the influences on item difficulty and 
generate items in which these influences are manipulated systematically. This is the 
approach taken by Embretson (1998), who has pioneered this type of item generation in 
her work on spatial ability. Embretson’s approach is to build validity into the test during 
the item development process by manipulating item features known or hypothesized to 
affect response processes. For example, in her work on measurement of abstract 
reasoning, Embretson developed items consisting of matrices of shapes or symbols, 
similar to those used on Raven’s Advanced Progressive Matrices (APM) test (Raven, 
Court, & Raven, 1992). She manipulated item features such as the number of 
characteristics that varied across the sequence of symbols and the manner in which 
these characteristics changed across rows or columns of the matrix. She then used a 
mathematical model called a cognitive item response theory model to test the degree to 
which the manipulated item features affected item difficulty.
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Although the work of Mislevy (Mislevy, 1994; Mislevy et al., 2002, 2003) and Embretson 
(1998) has been in the area of achievement and ability testing, there is no reason that 
similar approaches could not be used in the noncognitive arena. Note that the 
approaches described by these researchers build validity into the test during the item 
development phase. That is, items are specifically engineered to test hypotheses 
about the constructs of interest, such as the nature of the cognitive processes 
underlying item responses. Items could also be designed to reflect features thought 
to affect the task’s difficulty level or, for noncognitive items, the intensity level. Doing 
this requires a fairly well-developed theory that would point to the characteristics to 
be manipulated. As Embretson points out, most currently used tests are not based on 
such theories. Instead, achievement and aptitude tests have been based on 
manipulation of relatively simple content and cognitive features (e.g., Bloom’s 
taxonomy; see Chapter 3). And although most tests assume that items measure only 
a single piece of knowledge or a single skill, it is certainly possible to design items 
that tap into multiple sources of knowledge, skill, or ability (for more on this subject, 
see Chapter 15). This allows the items to “multitask,” and provides more information 
than more traditional items that tap into only one skill.

In the view of Borsboom and colleagues (2009), evidence about response processes is 
crucial for validity. They argue that validity is concerned with whether “a measurement 
instrument for an attribute has the property that it is sensitive to differences in the 
attribute; that is, when the attribute differs over objects then the measurement 
procedure gives a different outcome” (p. 148, original emphasis). They go on to point 
out that this requires the researcher to understand the underlying response processes 
and how these processes are influenced by variations in the attribute being measured, 
which they refer to as “how the test works” (p. 149). Borsboom and his colleagues are 
not alone in their focus on response processes. As Gorin (2006) states, “In comparison 
to earlier theories of assessment design . . . recent test development frameworks rely 
more heavily on cognition than ever before” (p. 21). The work of researchers such as 
Embretson (1983, 1998), Gorin (2005, 2006, 2007), Mislevy (1994, 1996; Mislevy et al., 
2003), and Wilson (Wilson & Sloane, 2000) exemplify this trend of focusing on how test 
items “work.”

Of course, in some situations the underlying response processes are not crucial to 
our inferences. The GOSH test may be a case in point. If my only interest is in whether 
students are able to generate sound hypotheses for a given scenario, how they do so 
may be immaterial. I might argue that for a student to succeed in graduate school, 
the important thing is that students are able to come up with research hypotheses in 
some way, but it does not really matter how they do so (assuming, of course, that it is 
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not by plagiarizing the ideas of others). The important question to ask in determining 
whether cognitive process evidence is relevant to a particular testing situation is,  
“For the inference I wish to make, does the response process matter?” If the answer 
is “yes,” evidence based on response processes is needed.

The current focus on process models for item responses is an exciting development in 
the testing world and has already resulted in better understandings of the mechanisms 
by which respondents arrive at answers to test items. However, understanding this 
process is, as Borsboom and colleagues (1999) point out, “no small matter,” as it 
requires the researcher to “explicate what the property’s structure or underlying 
process is and how this structure or process influences the measurement instrument 
to result in variations in the measurement outcomes. This seems to be a very daunting 
task indeed for many psychological properties that researchers claim to measure” (p. 
148). I agree with Borsboom et al. that this is a daunting task because it requires the 
researcher to have a theory of how variations in the attribute of interest produce 
variations in responses. As these researchers imply, such theories are rare in the area 
of psychology and likely in most social science areas. Perhaps the most progress in 
developing such theories has been made in certain areas of achievement testing. Much 
of this research has focused on explicating what it is that makes some types of test 
items more difficult than others. Such models have been developed in such areas as 
physics (Chi, Feltovich, & Glaser, 1981; Chi & Van Lehn, 1991), reading comprehension 
(Gorin, 2005; Gorin & Embretson, 2006), children’s math learning (Brown & Burton, 
1978; Griffin & Case, 2007), and abstract reasoning (Embretson, 1998). But, as noted in 
the book Knowing What Students Know (National Research Council, 2001), much more 
work is needed in this area (p. 179).

Developing Process Models

How, then, does one go about developing such process models? The best place to 
start is with the theory underlying the construct and/or empirical studies of the 
phenomenon of interest. Theory can help in understanding the types of processes 
respondents might use in answering. For example, the cognitive process model of 
responding to attitude items described by Sudman and colleagues (1996; see  
Chapter 5) is a good starting place for developing a model of noncognitive response 
processes. Much of Embretson’s (1998) work on abstract reasoning relied on the 
theories of Carpenter, Just, and Shell (1990), which suggested that working memory 
capacity was the primary cognitive resource needed for solving matrix problems. 
Empirical studies in which respondents are asked to say their thought processes out 
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loud as they solve a problem or respond to a noncognitive item can be rich sources of 
information (see Ericsson & Simon, 1984). In the context of the GOSH test, for 
example, such think-alouds might provide insight into the ways students judge the 
“soundness” of a hypothesis.

A related method is the analysis of reasons in which respondents are asked to provide 
rationales for their responses. For achievement items, such rationales would provide 
insight into the algorithms, reasoning processes, and/or cognitive schema underlying 
students’ responses. For noncognitive items, rationales might refer to the types of 
considerations respondents deliberated in forming their answers, how these were 
weighted to yield a single response, and/or how the response was mapped onto the 
rating scale provided.

An analysis of errors could also be used for cognitive items. In this method, students’ 
incorrect responses are examined in an attempt to make inferences about possible 
misconceptions, improper application of algorithms, or faulty reasoning.

Expert–novice studies are designed to elucidate features of the knowledge structures 
that differentiate beginners from experts in a particular area. Studies of this type 
have revealed that experts and novices do not simply differ in their amounts of 
knowledge, but in how this knowledge is organized (e.g., Chi et al., 1981, 1982). This 
suggests that research might profitably be focused on the schemas or knowledge 
representation systems, through which experts and novices encode and organize 
their knowledge. One way of doing this is to ask respondents to create a concept map 
of a set of terms, problems, or other information that depicts the respondents’ 
understanding of how these are related. In the 1982 study by Chi and colleagues, 
experts and novices were asked to create concept maps showing the organizational 
structure underlying a series of problems in mechanics.

Experimental studies, such as those used by Embretson (1998), can be used to 
manipulate characteristics of items to determine whether these characteristics 
affect items responses in expected ways. For example, items features thought to 
affect the ability to generate a response to a noncognitive item, such as the 
complexity or familiarity of the attribute, could be manipulated systematically to 
determine their effects on responses. In some cases, it is possible to manipulate the 
attribute itself to determine whether responses show a corresponding change. This 
has been done in studies of test anxiety, in which the construct has been measured 
during a regular class session and again after a difficult examination has been given. 
Experimental studies might also involve tracking eye movements or the time taken to 
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respond to an item. Eye-tracking studies can be used to study such things as reading 
comprehension, by showing specific parts of the text on which readers focus (or fail 
to focus) and how long this focus lasts. Longer periods of focus may be indicative of 
greater complexity of the material or of greater interest in the material. Response 
time measures can be used in similar ways. Items that are more difficult or complex 
should engender correspondingly longer response times. If this is not the case, it 
may be that respondents are responding randomly or otherwise lack engagement in 
the material. In studies of the GOSH, I might vary the complexity of the scenarios to 
determine whether response times increase with complexity, as expected. I might 
also track respondents’ eye movements in an effort to determine the specific part of 
the scenario on which respondents focused, or whether respondents reread parts of 
the scenario in the process of producing their answer.

Evidence Based on Internal Structure

Some tests are designed to measure a single dimension, or narrow aspect of a test, 
such as the propensity to buy a particular type of product or ability to add two-digit 
numbers. Other tests are designed to measure broader, multidimensional constructs 
such as general intelligence. Many personality constructs are thought to be 
multidimensional, such as Sarason’s (1984) conceptualization of test anxiety, which 
posits four test anxiety dimensions: worry, bodily arousal, tension, and test-irrelevant 
thinking. Tests are typically based on theory, either implicit or explicit, about the 
dimensionality of the construct being measured, and our interpretations of test scores 
are based on this assumed dimensionality. We might, for example, refer to the “worry” 
component of test anxiety or to specific abilities such as spatial ability, and we might 
make inferences on the basis of these narrower dimensions. Because these inferences 
assume a specific dimensional structure for the test, it is important to determine 
whether the test items actually form the separate, identifiable dimensions that are 
hypothesized. Determining the degree to which test items live up to our dimensional 
expectations is therefore an important type of validity evidence. Such evidence is crucial 
in determining the degree to which we are justified in interpreting test scores as 
representing the posited dimensions. In the 2014 Standards, this type of evidence is 
referred to as “evidence based on internal structure” but is closely related to what 
Messick (1995) and Loevinger (1957) referred to as the “structural aspect of validity.”

Types of Internal Structure Evidence

At the most basic level, evidence about a test’s internal structure could be obtained 
by examining the pattern of intercorrelations among the items. At the very least, 
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items developed to measure the same dimension should have some level of positive 
correlation (after re-coding negatively oriented items, if needed; see Chapter 5). 
Correlations among items on a test considered to be unidimensional should be fairly 
uniform in magnitude. This is because items on a unidimensional scale should all tap 
into the same construct, in more or less the same way. Of course, each item will be 
somewhat idiosyncratic simply because it is worded differently from the other items. 
However, this should not result in patterns in which some items are much more 
highly correlated than others. A heterogeneous pattern of correlations would suggest 
that the more highly correlated items share a source of variance that is not shared by 
the less highly correlated items. The presence of this additional variance may be 
evidence that the construct is not unidimensional after all and that the highly 
correlated items represent one or more narrower subdimensions. Another possibility 
is that the additional variance is due to construct-irrelevant sources, such as 
similarity in wording or some type of method effect.

Items on a multidimensional scale should exhibit fairly uniform patterns of interitem 
correlations within a dimension, and these within-dimension correlations should be 
higher than the across-dimension correlations of the items. Such a pattern is shown 
in Table 7.2, which depicts the intercorrelations of nine items. As can be seen from 
the table, items 1–3 are much more highly correlated with each other than with the 
other six items. The same is true for items 4–6 and 7–9. This pattern suggests that 
the items are tapping into three different dimensions.

Note that I have not said anything about how high the correlations should be. 
Intuitively, it may seem that correlations among items measuring the same 
dimension should be as high as possible. However, as Cronbach and Meehl (1955) 

Item 1 Item 2 Item 3 Item 4 Item 5 Item 6 Item 7 Item 8 Item 9

Item 1 1.0

Item 2 .60 1.0

Item 3 .50 .70 1.0

Item 4 .20 .30 .15 1.0

Item 5 .15 .20 .20 .60 1.0

Item 6 .10 .20 .25 .65 .70 1.0

Item 7 .20 .25 .10 .25 .20 .25 1.0

Item 8 .30 .10 .15 .20 .20 .15 .55 1.0

Item 9 .20 .15 .20 .15 .10 .20 .60 .65 1.0

Table 7.2  •   Hypothetical Intercorrelations of Nine Items Measuring Three Dimensions
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have pointed out, high interitem correlations support validity inferences only if they 
are theoretically warranted. In other words, the theory underlying the construct 
should determine the appropriate level of interitem correlations. It should be kept  
in mind that scales based on highly correlated items will be quite narrowly focused. 
In the case of the GOSH test, asking students to generate hypotheses for two very 
similar scenarios would yield a much more limited measure of hypothesis-generating 
ability than use of two very different scenarios. But the scores based on the similar 
scenarios would be more highly correlated than those based on the different 
scenarios. Of course, narrowly focused tests based on highly correlated items might 
be appropriate in some situations. For example, items on scales designed to measure 
respondents’ attitudes about a specific topic, or items developed to measure 
employees’ ability to perform a specific skill within a limited context would be 
expected to correlate very highly. Messick (1989) suggests that indices of internal 
consistency, such as coefficient alpha, can be used to provide evidence about internal 
structure. As he states, “This is relevant validity information because the degree of 
homogeneity in the test … should be commensurate with the degree of homogeneity 
theoretically expected for the construct in question” (p. 51). Thus, the main point with 
regard to internal structure analysis is that the structure, whatever it is, should align 
with theoretical expectations.

Factor Analytic Evidence. Another common form of evidence based on internal 
structure is that obtained from factor analytic procedures. Because I discuss these 
procedures in detail in Chapters 12 and 13, I will provide only a brief description here.  
In essence, factor analytic methods answer the question, “What is causing the item 
scores to correlate in the particular way we observe?” In factor analysis, the answer to 
this question is that the scores are correlated due to a common cause: the factor(s) or 
attributes being measured. In other words, respondents vary in their levels of the 
factors being measured, and these differences in factor levels cause them to provide 
different responses. For instance, a respondent with a high level of anxiety will provide 
different answers to items on an anxiety measure than a respondent with low anxiety. 
Thus, factors cause respondents to answer in particular ways, and this will result in 
particular patterns of correlations among the items. As another example, note that the 
pattern of correlations in Table 7.2 suggests three factors.

The input to most factor analytic methods is the matrix of interitem correlations. 
Factor analytic methods parse these correlations into blocks that represent highly 
correlated sets of items. This is done by transforming the interitem correlations into 
a set of factor loadings that measure the relation between the factor and the variable. 
In exploratory factor analysis (EFA), researchers can either allow the number of factors 
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to be determined by the computer software being used or can specify that a specific 
number of factors be obtained. In either case, the loadings of each variable on each 
factor are estimated. Researchers examine these loadings to determine whether the 
items written to measure a specific factor all have high loadings on that factor and 
lower loadings on other factors. In confirmatory factor analysis (CFA) the researcher 
must prespecify the number of factors and the variables associated with each. Both 
EFA and CFA can help researchers understand both the number and composition of 
the latent constructs underlying the variables of interest.

Validity arguments based on factor analytic evidence could take several forms. Scales 
in the social sciences are often designed to measure multiple dimensions, and if so, 
evidence of this multidimensionality should be provided. A common validity argument is 
that the hypothesized number of factors will be found and that the hypothesized items 
will load on each. Support for such an argument provides evidence for the hypothesized 
dimensionality of the test. For example, evidence that the items on Sarason’s (1984) 
measure of test anxiety, the Reactions to Test (RTT) scale loaded as expected onto the 
four posited test anxiety factors would support interpretations and use of the scores on 
these factors as measures of worry, test-irrelevant thinking, and so on.

IRT Evidence. IRT methods constitute another set of procedures for examining the 
degree to which test items conform to a hypothesized structure. Because I discuss 
IRT methods in Chapter 14, I provide only a brief description here. These methods are 
similar to those of CFA, but whereas the use of CFA methods assumes that items are 
measured on a continuous scale, IRT methods are generally applied to dichotomously 
scored items, such as those commonly found on achievement tests (but see Chapter 
14 for extensions to items with multiple scoring categories). IRT models can be used 
to estimate the probability that an examinee with a given level of ability will answer 
an item correctly. As discussed in Chapter 14, there are different IRT models, 
distinguished by the inclusion of different item parameters. The most basic IRT 
model includes one parameter, known as the difficulty parameter, which is 
analogous to the difficulty index in classical test theory (see Chapter 6). Thus, IRT 
models can be used to provide evidence for validity arguments about the relative 
difficulty of items on a test. For example, I might hypothesize that it will be much 
more difficult to generate hypotheses for one GOSH scenario than for another 
scenario. I may therefore make a validity argument that examinees who obtain a high 
score on the difficult scenario have more ability than those with low scores. This 
argument would be supported if the IRT difficulty parameters for the two scenarios 
conformed to my hypotheses.
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IRT methods are also commonly used to determine whether items are biased, or,  
in IRT parlance, whether items exhibit differential item functioning (DIF). Although 
readers may think of item bias as occurring when examinees from different ethnic- 
or gender-based groups obtain different scores, this is not how bias is defined in  
the measurement literature. Instead, as discussed in Chapter 16, DIF is described  
as a situation in which examinees from different groups who have the same level of 
ability or achievement obtain different scores. The distinction in italics is necessary 
because groups may have valid differences in construct levels. For example, students 
in the fifth grade would likely do better on a general math test than students in the 
second grade because fifth graders have more math knowledge. However, this would 
not be considered bias because we would expect fifth graders to know more. In the 
same way, groups may differ in knowledge because of such things as differential 
curricula or opportunities to learn the material. Such differences would not be 
considered as reflective of test bias because they stem from construct-relevant 
differences in the construct of interest. In contrast, bias or DIF reflects the influence 
of construct-irrelevant variation on item responses. A common example is the 
presence of unnecessarily complex language in a mathematics item. Some test 
takers may miss the item not because they do not understand the mathematics, but 
because they do not understand the language. Thus, the presence of DIF suggests 
that some irrelevant construct (such as language ability) is being measured along 
with the intended construct.

DIF studies are relevant to validity because they can be used to ferret out sources of 
construct-irrelevant variance that may otherwise remain hidden. In addition, validity 
arguments typically make the assumption that the items on a test measure the same 
construct for all groups of interest—an assumption that is called into question if DIF 
is present.

Generalizability Theory Evidence. Finally, generalizability theory was discussed in 
Chapter 10 as a method for assessing the extent to which scores are affected by 
different sources of measurement error. For example, students’ writing skills might 
be assessed by requiring them to write essays in different genres, and these essays 
might be rated by different raters. The extent to which students’ scores are similar 
across the different genres provides evidence about the breadth of their skills within 
the writing domain. It may be that some students perform well in narrative writing 
but not in persuasive writing. It may also be the case that scores obtained from 
different raters are dissimilar, suggesting that we cannot legitimately generalize 
scores from one rater to those of other raters. Thus, generalizability theory analyses 
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provide information on the limits that should be placed on our interpretations of 
scores. Because this information informs the meaning we can make from test 
scores, it is relevant to test validity.

Evidence Based on Relations to Other Variables

In many cases, interpretations and uses of test scores rely on their relation with  
other variables. For example, a test may be used to predict which job applicants will 
make the best employees. Or the theory underlying a test might suggest that those 
with a specific psychological diagnosis, such as depression, should obtain higher 
scores than those without such a diagnosis. Such relations are measured by 
correlation coefficients or regression coefficients from either linear or logistic 
regression, or by tests of mean differences in test scores across groups, with the 
choice among the methods depending on the types of variables involved. Categories 
of evidence discussed in the Standards include test–criterion relationships, group 
differences, and convergent and discriminant evidence. Test–criterion relationships 
refer to situations in which test scores are used to predict future performance or 
current status on some criterion. For example, recall that I proposed using the 
fictitious GOSH test as a means of selecting students for graduate school, arguing 
that students with high scores on the GOSH test should be more successful than 
those with low scores. My validity argument is therefore that GOSH scores are 
predictive of graduate school success. To back up this claim, I would have to 
demonstrate empirically that GOSH scores are predictive of the criterion of graduate 
school success—an example of the prediction of future performance.

As an example of the prediction of current status, suppose that a researcher  
develops a multiple-choice test designed to assess the same skills as the GOSH test. 
If the GOSH test were an established instrument, the researcher’s validity argument 
might be that scores on her test are highly correlated with, or predictive of, scores on 
the GOSH, and are therefore measuring the same construct. Of course, to back up 
her argument, the researcher would have to show that scores on her test are, in fact, 
highly correlated with scores on the GOSH test. Another type of test–criterion 
relationship involves the use of test scores for assigning individuals to different 
treatments, jobs, or educational programs. Within the educational system, for 
example, tests are sometimes used to determine whether students should take an 
advanced placement or remedial class. The logic behind such placements is that 
students with higher scores are more likely to benefit from an advanced placement 
course, whereas students with lower scores will benefit from remediation before 
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moving on in the curriculum. The validity of this type of test use depends on the 
degree to which the hypothesized benefits actually accrue. If students assigned to the 
remedial class would actually have done well in the advanced placement class and/or 
if students assigned to the advanced placement class are unable to keep up in that 
class, doubt would be cast on these uses and interpretations of the test scores.

Some validity arguments are predicated on hypotheses that respondents in different 
groups should score differently. This is common for tests designed to identify those 
with a particular mental disorder. For such tests, the validity argument is that the 
scores of those diagnosed with the disorder should differ from the scores of those 
without such a diagnosis. For example, an appropriate form of validity evidence for a 
test designed to measure social anxiety would involve comparing the scores of those 
who had been independently diagnosed with social anxiety and those who had not 
been. Such studies are commonly referred to as known groups studies. Clearly, if 
scores of the two groups do not differ, the test is of little use in diagnosis, so evidence 
of group differences is essential for such tests.

Finally, validity arguments involving convergent and discriminant evidence state that 
test scores should be related to scores from other tests of the same or similar 
constructs (convergent evidence) and should be less strongly related to scores from 
tests measuring dissimilar constructs (discriminant evidence). For instance, if a 
researcher wanted to show that scores on an attitude measure were not influenced 
by social desirability, attitude scores could be correlated with scores on a measure of 
social desirability. A correlation close to zero would provide the desired discriminant 
evidence. In the context of the GOSH test, it might be argued that GOSH scores 
should be related to scores on a test of inductive reasoning (convergent) but should 
not be related to writing ability (discriminant).

In the following sections, I briefly discuss the types of evidence relevant to arguments 
based on test–criterion relationships, group differences, and convergent and 
discriminant relationships. I also highlight practical considerations in designing 
studies to obtain such evidence.

Test–Criterion Relationships

Recall my earlier proposal to use the fictitious GOSH test as a means of selecting 
students for graduate school, on the basis that students with high scores on the 
GOSH test should be more successful than those with low scores. However, it would 
be foolish to accept this claim without any evidence to back it up. To obtain such 
evidence, I would have to show empirically that those with high GOSH scores are 
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more successful in graduate school than those with low scores. Arguments that test 
scores can be used to predict such things as success in education or training 
programs or performance in employment settings are common in the testing arena. 
Such claims underlie the use of test scores to select those who will be admitted to 
college or given a job. In these situations, evidence of the test’s predictive ability is 
crucial to the validity argument. If the test does not predict success, using it as a 
selection tool is questionable, at best. Another form of test–criterion relationship is 
that in which scores on two tests or on a test and a criterion are obtained 
concurrently. Evidence of concurrent test relationships is necessary whenever it is 
argued that one test can be used as an alternative to another, as in my example of 
the multiple-choice GOSH test. Other examples are the development of a shorter 
form of a longer test or a less expensive measure designed as an alternative to an 
existing, more expensive test. An example from the latter category might involve a 
paper-and-pencil test of anxiety proposed as an alternative to an existing 
physiological test. If the shorter or less expensive test is intended to replace the 
longer or more expensive test, there must be empirical evidence showing that scores 
from the two tests are highly correlated. Another situation in which concurrent 
evidence is relevant is that of psychodiagnostic tests. Such tests are often validated 
against the clinician’s diagnosis. If the test yields the same diagnosis as the clinician, 
use of the test for diagnostic decisions is supported.

Issues with Test–Criterion Relationships

Selection of an Appropriate Criterion. A common issue with evidence based on test– 
criterion relationships is the selection of an appropriate criterion. When a new test is 
suggested as a substitute for an existing test, as in concurrent validity situations, 
selection of the criterion is straightforward as the criterion is simply the existing test. 
For tests purported to predict a particular outcome, such as success in school or on 
the job, however, obtaining scores on an appropriate criterion can be problematic. In 
my previous example of the GOSH test, I stated that GOSH scores should be related 
to success in graduate school. In presenting that example, I skirted the issue of what 
I meant by “success in graduate school,” but if I were to actually conduct such a study 
success would have to be defined. Does success in graduate school mean a high 
GPA, the number of conference presentations or research publications produced, the 
number of citations of a student’s research, all of these, or something else? GPA and 
number of citations have the advantages of being easily obtained and quantifiable  
but may not correspond to what many people think of as “success.” Number of 
presentations or publications is arguably more closely related to the ability to 
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generate sound hypotheses because such products presumably are based on  
such hypotheses. But should all presentations be weighted the same, or should 
international presentations count more than local presentations?

Similar questions arise in other areas in which tests are hypothesized to predict 
performance, such as employment testing. What should the criterion be for a test 
designed to identify the best employees? Actual performance on the job is probably 
the most relevant criterion, but how should it be measured? In most cases, this is  
not as straightforward as counting the number of widgets produced. One possible 
criterion is supervisor ratings, but as readers who have held jobs can imagine, such 
ratings may not always be accurate reflections of performance. One commonly 
discussed influence on supervisor ratings is criterion contamination, which occurs 
when supervisors know employees’ scores on the employment test and allow this 
knowledge to affect the ratings they give. This is similar to the halo effect discussed 
in Chapter 4.

Restriction of Range. As noted previously, evidence for test-criterion relations 
typically takes the form of a correlation or regression coefficient and is therefore 
subject to the factors influencing these coefficients. Restriction of range, as 
discussed in Chapter 8, occurs whenever the full range of scores on either the 
predictor or criterion variable (or both) is not obtained. Because the whole point of 
using tests for selection purposes is to choose the highest (or in some cases, the 
lowest) scorers, restriction of range is almost always an issue. Recall that restriction 
of range in either the predictor test or the criterion can result in lower values of the 
correlation coefficient than would be obtained if the full range of scores was 
available. Thus, the true correlation of the test with a criterion may be higher than 
that obtained from a restricted sample.

Other Factors Attenuating Predictor–Criterion Relations. Another potential issue is that 
commonly used correlation coefficients such as Pearson’s correlation are based on the 
assumption that the relation between the predictor and criterion is linear. This may not 
be the case in many situations. For example, suppose that a performance requires a 
certain level of ability but after that point, having more ability does not increase 
performance. In this case, performance will increase with ability up to the requisite 
level, but the relationship will then remain constant, resulting in a nonlinear pattern. 
Another attenuating factor in predictor–criterion relations is a lack of reliability in 
either. In general, the relation between a predictor test and a criterion will be 
attenuated to the extent that either the predictor or criterion is not measured reliably. 
This effect is ubiquitous in measurement theory, as evidenced by Equation 7.1, which 
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provides the relation between the predictor–criterion correlation and the reliabilities of 
the two.

rXY is the correlation between predictor and criterion, and r XX’ and rYY’ are the  
reliabilities of the two. Equation 7.1 shows that the correlation between two scores  
is restricted by their reliabilities. When measuring such relationships, what we would 
really like to know is the correlation between the two true scores, or the correlation 
between the error-free measures of X and Y (rtX tY

 ) The so-called correction for 
attenuation formula in Equation 7.2 provides an estimate of the correlation between 
the true scores of X and Y; that is, it is the correlation we would have obtained if the 
measures were perfectly reliable. Note that the observed score correlation (rXY ) is 
adjusted upward by dividing it by a function of the reliabilities of the two scores. This 
makes sense conceptually because the correlation between the true scores should 
be higher than that between the observed scores to the extent that the observed 
scores are unreliable.

However, as noted by Crocker and Algina (1986), researchers rarely, if ever, have 
perfectly reliable measures in practice, so Equation 7.2 yields an overestimate of  
the correlation that would be obtained from actual tests. McDonald (1999), however, 
points out that “in many applications, we wish to know how well the given test 
predicts, in spite of its measurement properties” (p. 227), and Equation 7.2 answers 
this question.

Logistic Regression

The discussion to this point has been based on the assumption that both the test 
score and the criterion can be treated as continuous. However, in some situations, 
the out- come to be predicted takes the form of categories, such as whether a person 
passes or fails, responds to treatment or not, or drops out or does not drop out of 
school. With categorical outcomes, the overarching validity argument is that the test 
can accurately classify respondents into the correct category. To obtain evidence 

Equation 7.1

Equation 7.2
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supportive of this argument, researchers would administer the test to respondents 
and obtain information on their subsequent status on the categorical variable. A 
regression method such as logistic regression, which is suitable for categorical 
outcomes, would then be used to determine the degree to which the test accurately 
predicts the outcome. Although space concerns preclude a full treatment of logistic 
regression here, readers unfamiliar with logistic and other regression techniques 
suitable for categorical data are referred to Cohen, Cohen, West, and Aiken (2003) or 
other regression texts. However, because the topic of classification accuracy, which 
is relevant to measurement validity, is not covered in depth in most regression texts,  
I include a brief discussion of this topic in the following paragraphs.

Classification Accuracy. One outcome of logistic regression models is the predicted 
probability, given a particular score on the test, that a respondent is either “positive” 
(passes, drops out, responds to treatment) or “negative” (fails, does not drop out, 
does not respond to treatment). Note that for dichotomous outcomes, only one 
probability is obtained because the probability of a negative classification is simply 
one minus the probability of a positive classification (because the probabilities must 
sum to one). Cut scores are chosen by first determining a probability above which a 
person would be classified as a “positive” and below which the person would be 
classified as a “negative.” For example, probabilities of 0.6 or above might be 
considered as a positive, and probabilities less than 0.6 as negatives. After deciding 
on this probability, the logistic regression equation can be used to determine the test 
score that corresponds to that probability. This score is then set as the cut score for 
classifying people as positives or negatives. Classification accuracy can then be 
determined by comparing the results of these classifications to the actual status of 
the person.

With a dichotomous (two-category) outcome, there are four possible outcomes: 
classification of a person as being in the positive category either correctly (true 
positive) or incorrectly (false positive), and classification of a person as being in the 
negative category either correctly (true negative) or incorrectly (false negative). These 
four terms give rise to two further specifications: sensitivity, or true positive rate, and 
specificity, or true negative rate. Sensitivity is calculated as the number of true positive 
classifications divided by the total number of actual positive outcomes (i.e., number 
of true positive + false negative classifications). Sensitivity measures answer the 
question, “Of those with observed positive outcomes, what proportion were correctly 
classified as positive on the basis of the test?” Specificity is calculated as the number 
of true negatives divided by the total number of actual negative outcomes (i.e., true 
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negatives + false positives) and addresses the question, “Of those with observed 
negative outcomes, what proportion was correctly classified as negative on the basis 
of the test?” The calculations for sensitivity and specificity are illustrated in Table 7.3.

Table 7.3  •   Numbers of Respondents Correctly and Incorrectly Classified by a Test

In this illustration, the sensitivity of the test, or the proportion correctly classified as 
having a positive outcome, is .7, or 70%. The specificity, or proportion correctly 
classified as having a negative outcome, is .9, or 90%. Is this good? The answer to this 
question depends on the relative consequences of false positives and false negatives  
in any given situation. The terms sensitivity and specificity were originally developed in 
the context of medical studies. In those studies, a “positive” outcome is usually the 
presence of a disease (although this does not seem particularly positive), so a false 
positive would mean a patient is classified as having a disease when it is not really 
present, and a false negative would mean that the patient is not classified as having  
the disease when it really is present. In this case, a false negative is probably more 
consequential than a false positive because a person classified as a false negative 
would not receive needed treatment, whereas a false positive would likely be identified 
as such upon further testing. In educational settings, sensitivity and specificity are 
often calculated for the purpose of diagnosing learning disabilities. Because students 
diagnosed with such disabilities usually receive additional resources, it could be argued 
that a false negative classification is more serious than a false positive. Whereas a  
false positive diagnosis would result in a student receiving unneeded services, a false 
negative diagnosis would result in needed services being withheld.

Although ideally we would prefer to minimize both false positives and false negatives, 
this is possible only if the test is 100% accurate, which is an unlikely scenario. The 
interplay between false positives and false negatives can be seen from Figure 7.1, 
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which shows the proportions of true and false positives and negatives for three 
different test cut points. Recall that decisions regarding classification of a respondent 
as positive or negative are made on the basis of a particular cut score on the 
predictor test. These cut scores can be chosen by the test user to minimize false 
positives or false negatives. In Figure 7.1, three cut scores are shown as vertical lines 
in the center of the figure. The shaded ellipse represents the obtained test scores and 
outcomes. The cut score represented by the heavy black line in the center of the 
figure would balance false positives and negatives fairly evenly. Choice of the lower 
cut point to the left would minimize false negatives but increase false positives, 
whereas the higher cut point to the right would minimize false positives at the 
expense of false negatives. This is somewhat similar to the situation in statistical 
hypothesis testing, in which minimization of Type I errors comes at the expense of 
Type II errors. To determine the “optimal” cut score, therefore, researchers must first 

Figure 7.1  •  False positives and false negatives for three different cut scores.
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decide whether it is more important to minimize false positives or false negatives. 
Researchers can then try out different cut scores, using them to make positive and 
negative classification decisions, and calculating the sensitivity and specificity values 
for each. To illustrate, I constructed the hypothetical data in Table 7.4 in which 
dropout status is predicted by a test score. Three different cut scores on the test are 
used to determine dropout status: low, medium, and high. Numbers in the body of 
the table represent the number of people with each dropout status.

As can be seen in Table 7.4, use of the low cut score maximizes sensitivity (.98), or 
the proportion of true positives, and minimizes the proportion of false negatives (.02). 
In this scenario, a true positive is a student who is predicted to drop out and does 
drop out, whereas a false negative is a student who is not predicted to drop out but 
actually does. Use of the high cut score results in the greatest specificity (.97), or the 
largest proportion of students correctly predicted not to drop out. The proportion of 
false positives, or students who are predicted to drop out but do not, is lowest using 
the high cut score at 0.03. Use of the medium cut score results in the largest 
combined total for sensitivity and specificity. This cut score would therefore result in 
the greatest number of students being correctly classified overall. If test users were 
most concerned with minimizing false positives, the high cut score should be used, 
whereas if false negatives were of most concern, the low cut score should be used. If 
test users want to obtain the largest number of correct decisions overall, the medium 
cut score should be used. Note that these results are consistent with Figure 7.1, 
which shows that the number of false positives decreases as the cut score increases, 
and the number of false negatives decreases as the cut score decreases.

Predicted 
outcome

Low cut score Medium cut score High cut score

Actual outcome

Dropout No dropout Dropout No dropout Dropout No dropout

Dropout 98 78 82 28 37 6

No Dropout 2 122 18 172 63 194

Total 100 200 100 200 100 200

Sensitivity 98/100 = .98 82/100 = .82 37/100 = .37

Specificity 122/200 = .61 172/200 = .86 194/200 = .97

Sensitivity  
+ Specificty 1.59 1.68 1.34

Table 7.4  •  Determination of Dropout status using Three cut Points
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As is evident from the previous discussion, selection of a cut point involves a trade- 
off between sensitivity and specificity. Table 7.4 shows these values for three possible 
cut points, but a more fine-grained examination of the relationship between the two 
can be obtained from a receiver operator characteristic (ROC) curve, which plots the 
percent- age of true positives (sensitivity) against the percentages of false positives  
(1 – specificity) for each possible cut score. The ROC curve thus provides a graphical 
way of showing the percentages of true positives and false positives for each possible 
cut score.

Group Differences

Evidence about group differences is relevant in any situation for which logic or  
theory (or, one hopes, both) dictates that one group should obtain higher scores  
than another on the test of interest. For example, those clinically diagnosed with 
depression would be expected to obtain higher (more depressed) scores on a 
depression scale than those who were not so diagnosed. Or, I might expect that 
scientists would obtain higher scores on the GOSH test than would professional 
wrestlers because scientists have presumably had more practice than wrestlers in 
hypothesis generation. Studies of group differences, typically referred to as known 
groups studies, can shed light on score interpretation and use. If diagnosed and 
nondiagnosed groups were found to have equivalent mean scores on a depression 
instrument, this would call into question the meaning of scores as measures of 
depression. If on one hand, students who had taken a measurement theory course 
and those who had not taken such a course obtained the same scores on a test of 
that content, I would be hesitant to use that test to assign grades in my measurement 
theory course. On the other hand, if the expected group differences were found, the 
meaning of the scores as measures of the intended construct would be enhanced.

Another type of differences are within-person differences, or differences in scores 
obtained from people at two or more different times. Many skills and abilities, such 
as motor coordination and reading ability, increase steadily throughout childhood. 
Other abilities increase up to a certain point and then decrease. For instance, 
vocabulary generally increases throughout early adulthood, reaches its peak in 
middle age, and declines slowly after that point. Reasoning ability shows a similar 
pattern but declines more quickly after its peak in late adolescence. In the case of the 
GOSH test, I would expect students’ hypotheses to become increasingly sophisticated 
throughout their school careers, possibly reaching a peak in adulthood and then 
leveling off. For constructs such as these that are expected to change in a particular 
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way across time, longitudinal studies can provide evidence for the validity of scores.  
A finding that scores change over time as expected would support interpretations of 
the scores as measures of the intended construct.

Convergent and Discriminant Evidence

An important aspect of the theory surrounding a construct is an explication of its 
expected relations with other constructs as well as with observed variables. These 
relations are important to understanding a construct because they help to situate the 
construct within existing theory. In addition, explication of a construct’s network of 
relations provides a basis for distinguishing it from similar constructs. Finally, 
knowledge of such networks helps in understanding a construct’s possible utility for 
practical purposes such as prediction, and for theoretical purposes such as 
elaboration of related theories. Explication of this network of relations is sometimes 
referred to as embedding the construct in a nomological network. As discussed 
earlier in this chapter, the concept of a nomological network was introduced in the 
classic article by Cronbach and Meehl (1955), who defined it as “the interlocking 
system of laws which constitute a theory” (p. 290). In this section, I focus on two 
important features of a construct’s relations: its convergence with other constructs 
and its discriminability from other constructs.

Constructs are often hypothesized to share certain characteristics with other 
constructs. If such similarities make up part of the theory underlying a construct, 
evidence of such convergence is relevant. For example, depression and anxiety are 
both considered to be aspects of negative affect, and they often covary. An empirical 
finding of independence between scores from scales purported to measure 
depression and anxiety would likely cause researchers to question whether the 
scales used to measure one or both of these were valid. Discriminant evidence refers 
to the fact that constructs should not be redundant; that is, a construct should not be 
a reformulation of another construct. Thus, researchers proposing a construct such 
as test anxiety must be prepared to differentiate it from an existing construct such as 
performance anxiety. In the case of the GOSH test, I would have to explain how 
generating sound hypotheses differs from the broader construct of inductive 
reasoning or from creativity.

Messick (1989) defines trait validity as the notion that “constructs should not be 
uniquely tied to any particular method of measurement nor should they be unduly 
redundant with other constructs” (p. 46). The second part of this definition refers to 
discriminant evidence. In the first part of the definition, Messick refers to the fact that 

R O U T L E D G E R O U T L E D G E . C O M

https://www.routledge.com/Multiple-Regression-and-Beyond-An-Introduction-to-Multiple-Regression/Keith/p/book/9781138811959?utm_source=shared_link&utm_medium=post&utm_campaign=B181002579
https://www.routledge.com/Measurement-Theory-and-Applications-for-the-Social-Sciences-1st-Edition/Bandalos/p/book/9781462532131?utm_source=shared_link&utm_medium=post&utm_campaign=B181002577


185

VALIDITY

Excerpted from Measurement Theory and Applications for the Social Sciences

CHAPTER 7

different methods of measurement can yield scores that are quite dissimilar. For 
example, it is well known in educational measurement that students can score quite 
differently on essay and multiple-choice tests of the same content because these 
testing formats require different types of knowledge and response processes. Similarly, 
measures of personality based on self-reports and on reports by others may show little 
convergence. The extent to which scores diverge across different methods of 
measurement is referred to as method variance. In general, the presence of method 
variance is undesirable because it suggests that scores are tied to a specific type of 
measurement, and this narrows the interpretation of the construct. Ideally, we would 
like to see scores converge across different methods of measurement.

In a classic article, Campbell and Fiske (1959) introduced the multitrait–multimethod 
(MTMM) matrix as a way of simultaneously assessing the degree to which measures 
of the same construct using different methods converge (lack of method variance) 
and the degree to which measures of different, but related, constructs converge 
(convergent evidence). To construct an MTMM matrix, a researcher obtains scores on 
traits, or con- structs, that are similar but differentiable. All of the traits are 
measured by at least two methods, such as self and peer ratings, paper-and-pencil 
measures and observations, or whatever methods are appropriate. Correlations 
among all the traits measured by all methods are then entered into a matrix. A 
hypothetical MTMM matrix for the GOSH is shown in Table 7.5. In the matrix, there 
are three traits or constructs: ability to generate sound hypotheses (GOSH), ability to 
reason inductively (ARI), and creativity (CRE). Although the three constructs are likely 
related, my hypothesis is that they are differentiable. Thus, although I expect that they 
will be positively correlated, their correlations should not be so high as to suggest 
that they are measuring the same construct. Each of the three traits is measured by 
two methods: a written, open-ended test and a multiple- choice test. Ideally, three or 
more methods would be used. I illustrate the concept with only two methods here 
simply for ease in presentation.

The entries in the table are as follows: The diagonal entries in parentheses are the 
reliability values for each trait/method combination (i.e., the value of .79 is the 
reliability coefficient for the GOSH measured by an open-ended test). The bolded 
values on the bottom left-hand side (.60, etc.) are the so-called validity coefficients,  
or the monotrait–heteromethod coefficients. These are correlations of the same trait 
measured by different methods and should be high if method variance is not 
excessive. Low values indicate that scores lack generalizability across methods.  
That is, an examinee could obtain very different scores from the open-ended and 
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multiple-choice tests. The coefficients in Table 7.5 are reasonably high, given that 
open-ended tests likely measure a different aspect of the three traits than can be 
measured using a multiple-choice test. These validity coefficients should be larger 
than the heterotrait–monomethod coefficients shown in the triangles enclosed in solid 
lines. The heterotrait–monomethod coefficients are correlations of different traits 
measured by the same method and should be lower than correlations of the same 
trait measured by different methods (e.g., the validity coefficients). If this is not the 
case, it would indicate that substantial method variance exists, resulting in high 
correlations among same-method measures, even though these are not measuring 
the same thing. In Table 7.5, the heterotrait–monomethod coefficients are lower than 
the validity coefficients, indicating that method variance is not a substantial problem. 
Finally, the heterotrait–heteromethod coefficients shown in triangles enclosed in 
dashed lines should be the lowest in the table, because these are correlations among 
measures that share neither trait nor method. This is the case in Table 7.5, as the 
heterotrait–heteromethod coefficients are lower than either their heterotrait–
monomethod or monotrait–heteromethod (validity) counterparts.

At this point, you may be wondering how to determine whether a given correlation 
should be considered “high” or “low.” The answer is that these are relative terms and 
depend on the particular application. One advantage of the MMTM is that it provides 
some context for determining what is high or low. With a matrix, the monotrait– 
heteromethod (validity) correlations should be highest, heterotrait–heteromethod 
correlations should be lowest, and heterotrait–monomethod correlations should be 
somewhere in between. It is this pattern of correlations, rather than their absolute 
sizes that is important. In the current example, I relied on the interocular method, 
more commonly known as eyeballing, to discern this pattern. However, methods of 
CFA described in Chapter 13 can provide more rigorous tests of MTMM structures.

Method 1: Open-ended Method 2: Multiple-choice

Traits A1 B1 C1 A2 B2 C2

Method 1: 
Open-ended

A1: GOSH (.79)

B1: ARI .40 (.75)

C1: CRE .30 .20 (.70)

Method 2: 
Multiple-choice

A2: GOSH .60 .35 .25 (.85)

B2: ARI .25 .65 .20 .45 (.83)

C2: CRE .20 .20 .50 .35 .25 (.80)

Table 7.5.  Hypothetical MTMM Matrix
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Evidence Based on Consequences of Testing

Although not all theorists agree that test consequences fall under the purview of 
validity, evidence for consequences of testing has been included in the latest version 
of the Standards, so here I include examples of the possible forms such evidence 
might take. Before doing so, however, I provide a brief overview of recent discussions 
of consequences in testing. In a previous section I alluded to the fact that tests are 
typically given with the expectation that they will yield certain positive consequences 
(e.g., selecting the most capable employees, preventing unqualified people from 
entering professions, determining the best type of therapy for a client). In these 
examples, the consequences share two important features. First, they are intended 
consequences; that is, the purpose of testing, at least in part, is to accrue these 
benefits. Second, they are positive consequences, in the sense that the benefits of 
testing (obtaining qualified employees) outweigh the negative consequences (e.g., 
potential employees who did not do well on the test but have important job skills not 
measured by the test may not be hired).

In contrast, much of the recent theorizing in the area of test consequences has 
focused on those consequences that are unintended and negative. For example,  
if medical school admissions decisions were based solely on high scores on the 
MCAT, this may have the unintended consequence of yielding doctors who lack 
communication skills (although I am not, of course, suggesting this is the case).  
A commonly cited unintended consequence of state-level achievement testing is  
that such testing programs result in a narrowing of the curriculum to focus only on 
the material included on the test. Turning to negative testing consequences, 
situations in which the test scores of certain gender- or ethnic-based groups result 
in their being selected at lower rates for jobs or scholarships, or at higher rates for 
remedial classes (known as adverse impact), are common examples.

Although consequences originally entered into the validity framework in their positive 
form, more recently the focus has shifted to studies designed to detect negative 
consequences of testing. In addition, the topics of whether such studies should be 
included in the validity framework and of whether a finding of negative consequences 
invalidates a test are the subjects of much discussion. There is no consensus on 
these issues, but most theorists feel that a validity study should, at the very least, 
include information on whether negative consequences are outweighed by positive 
consequences. If there are negative consequences, the test and testing procedures 
should be investigated to determine whether these consequences are due to a source 
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of invalidity in the test. For example, if students whose first language is not English 
obtain low scores on a math test because the test contains many word problems, the 
test probably will not yield valid inferences about such students’ math achievement. 
Thus, the negative consequence of these students’ obtaining low scores would be due 
to a source of invalidity in the test. Note, however, that this would not necessarily 
affect the inferences that could be made about the math achievement of students 
who are native English speakers; valid inferences may still be made on the basis of 
these students’ scores.

As noted in an earlier section, many theorists have argued for the consideration of 
test consequences as part of test validity. Others, however, argue that the concept of 
validity is already sufficiently complex and that the inclusion of yet another aspect of 
validity overburdens the concept. For example, Mehrens (1997) stated that proponents 
of the inclusion of consequences under the validity heading apparently feel that “one 
should confound the results of using data in a decision-making process (which is 
what I think is what such individuals mean by consequential validity) with the 
accuracy of the inference about the amount of the characteristic an individual has” (p. 
17). Mehrens notes that such a confounding of concepts may not be a good idea. He 
goes on to point out that consequences are, by definition, tied to a specific use of a 
test but that valid inferences can be made whether or not the test is used for some 
purpose. Thus, he argues that (some) test inferences may be valid even if negative 
consequences accrue from (some) test uses.

Others have argued that consequences are important but should not be included under 
the validity heading. These researchers have argued instead that terms such as utility 
(Lissitz & Samuelsen, 2007), evaluation (Shadish et al., 2002), overall quality (Borsboom 
et al., 2004), or justification (Cizek, 2012a) be used instead. Theorists such as Markus 
(2014) state that consequences have a bearing on test use whether or not they are 
included in one’s definition of validity. If they are not included in one’s definition of 
validity, consequences are simply discussed separately. Markus points out that 
inclusion of consequences in the validity definition helps to ensure that consequences 
are not overlooked or marginalized and makes it easier to link consequences to 
sources of test invalidity. Markus feels that exclusion of consequences from the validity 
definition would remove the investigation of consequences from the purview of those 
gathering validity evidence and make these the responsibility of others (such as schools 
or other organizations), which may or may not be a good thing.

This leads us to the final point of contention in the consequences-as-part-of-validity 
debate: if consequences are to be included as part of validity, who should be responsible 
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for investigating these? Clearly, unintended consequences are more difficult to 
investigate than intended consequences for the simple reason that we do not necessarily 
know what the unintended consequences are. Kane (2013) argues that, because 
consequences are tied to test use, test users are in the best position to evaluate them. 
Test developers, however, often have greater technical expertise and more experience in 
testing issues, and so may be better at spotting potential consequences. Haertel (2013) 
suggests that those in academic disciplines such as sociology, anthropology, economics, 
and law, may, depending on the nature of the test, be able to help identify likely 
consequences. He suggests that testing experts work together with colleagues in these 
areas, as well as with interested stakeholders, to carry out studies of test consequences. 
The inclusion of stakeholders in the process is important because arguments about 
consequences depend on values, and for the argument to persuade stakeholders (e.g., 
parents, employers, health care professionals, members of the general public), the 
stakeholders must share the values of the test developers.

Intended Testing Consequences

Suppose I argue that using the GOSH test in graduate school admissions decisions 
will result in a greater likelihood of selecting students who will graduate within a 
specified time-frame. Such claims are common in testing because tests are typically 
used in the expectation that they will yield some type of benefit. These claims may be 
either explicit, as in my GOSH test claim, or implicit. Explicit claims can and should 
be evaluated to determine whether the anticipated benefits actually accrue, and if so, 
whether these can reasonably be attributed to use of the test. Simply showing that 
students with high GOSH scores graduate within a certain amount of time does not 
completely verify my claim because students with low GOSH scores might graduate in 
the same amount of time. To rule out this possibility, I would have to show empirically 
that students with low GOSH scores take longer to graduate. If high GOSH scores are 
required for admission to an institution, I may not be able to obtain graduation 
information from low GOSH scorers. However, I may be able to find a school in which 
the GOSH test is not used for admission, give the test to all the students, keep track 
of their times to graduation, and determine whether the expected pattern occurs. Or I 
could make a strong logical argument in which I show that the skills measured by the 
GOSH are the same as those used by successful graduate students.

In some cases, so-called extra-test claims are made. These are claims that go beyond 
the interpretations and uses of test scores specified by the test developers. For 
example, one argument for the use of performance assessments in lieu of paper-and-
pencil tests was that performance assessments would be fairer tests of the knowledge 
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of minority students. Unfortunately, there appears to be no evidence that this is the 
case (Linn, Baker, & Dunbar, 1991). As noted in the Standards, those making such 
claims are responsible for providing evidence that they actually accrue. Because such 
claims are outside the specified interpretations and uses of test scores, additional 
studies would likely be required to obtain evidence to support them. For example, if I 
were to claim that use of the GOSH test in graduate school admissions would enhance 
the reputation of graduate programs, I would need some data to back up this claim. 
Because data on people’s perceptions of academic programs are not commonly 
collected, I would have to conduct research studies to gather this evidence.

Unintended Testing Consequences

As discussed earlier in some detail, the use of tests can have both intended and 
unintended consequences. For example, given the extended-answer format of the 
hypothetical GOSH test, it would likely be expensive and time consuming to score.  
If so, this may add to the cost of an admissions application for programs using the test. 
Admissions decisions might also be delayed because of the time needed to score the 
test. As in any use of testing, these negative consequences would have to be weighed 
against the anticipated positive consequences in making a decision about whether to 
use the test. A commonly discussed unintended consequence in educational and 
employment testing is the presence of score differences for groups defined by gender, 
race, ethnicity, age, or disability status. As noted in the Standards, “In such cases … it is 
important to distinguish between evidence that is directly relevant to validity and 
evidence that may inform decisions about social policy but falls outside the realm of 
validity.” For example, selection tests for positions as firefighters require applicants to 
carry heavy weights, and there may be members of some groups, such as women and 
older adults, who are not able to do so. However, the ability to carry heavy weights is 
clearly necessary for carrying out the job of a firefighter, so the fact that members of 
some groups are disproportionately represented does not imply any lack of validity of 
the test. But, in addition to physically fighting fires, firefighters are required to interact 
with the public. Suppose that women were found to be better at these interactions than 
men (not that I am suggesting this is the case). If a measure of public-interaction ability 
were not included in the test battery, fewer women might be hired as firefighters. This 
unintended consequence can be traced to construct underrepresentation—a source of 
invalidity—and is thus relevant to validity concerns.

Of course, unintended consequences are not always negative. For example, in many 
states, teachers are hired to score assessments given as part of the state’s testing 
program. In this way, teachers meet other teachers from around the state and gain 
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knowledge of their teaching practices. In addition, teachers obtain a better 
understanding of the state’s testing program. Such consequences of the test, though 
not necessarily intended, are clearly positive. Therefore, in evaluating evidence based 
on consequences, all of the consequences, both positive and negative, must be weighed 
to make an overall judgment. One piece of evidence that should be included in such a 
calculation is the consequence of not testing. In the firefighter example, officials may 
decide that the consequences of testing are sufficiently onerous that the test should not 
be used. In that case, however, how would firefighters be selected? Should all 
applicants be hired on a trial basis, and those who are successful given permanent 
jobs? This option has a certain appeal but would not be cost effective because many 
more applicants than needed would be trained, at considerable expense. Another test 
battery could be developed, but this would also be expensive. Thus, as in any judgment, 
decisions regarding the use of tests must involve careful weighing of the pros and cons.

SUMMARY

The Standards (2014) suggest five types of validity evidence: evidence based on test 
content; evidence based on response processes; evidence based on internal 
structure; evidence based on relations to other variables; and evidence for 
consequences of testing. The basic validity argument underlying evidence based on 
test content is that the items on the test are appropriate for measuring the construct 
in terms of both content and cognitive level. Evidence for this can take the form of the 
match of items to the test blueprint, or table of specifications; expert reviews of the 
test content and of the cognitive processes required; and identification of any sources 
of construct irrelevance or construct underrepresentation. Evidence based on 
response processes should address the degree to which test items require 
respondents to use the cognitive processes that were intended. For example, if a 
respondent is able to adequately answer a critical thinking item by simply reciting 
factual information from memory, the intended cognitive process has not been 
evoked. Evidence based on response processes can be obtained from think-aloud 
protocols in which respondents are asked to verbalize their thoughts as they respond 
to items; tracking respondents’ eye movements and/or response times as they 
answer questions; studies comparing the performance and response strategies of 
experts and novices; respondents’ concept maps; and experimental studies in which 
item features thought to affect responding are systematically manipulated. 
Researchers should also specify the logic model that underlies the processes 
through which item responses are thought to lead to the desired inferences.
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The validity argument underlying evidence based on internal structure is, broadly 
speaking, that the relations among items, and among items and subtests, mirror 
those expected from theory. Such evidence may take the form of item and/or 
subscale intercorrelations, internal consistency coefficients for items thought to form 
an identifiable scale, results from exploratory and confirmatory factor analyses, item 
response theory and/or generalizability theory, and DIF studies. Establishing 
evidence based on relations of test scores to other variables should be based on a 
theory explicating how and why test scores should relate to other variables. This 
theory should include information about the expected direction and strength of the 
hypothesized relations. The evidence can take many forms, such as correlations of 
test scores with the hypothesized variables, prediction of outcomes, differences 
among groups thought to differ on the construct being measured, or studies 
designed to reveal the extent, if any, of contamination resulting from method effects.

Finally, evidence of the consequences of testing should be reported whenever possible. 
Both positive and negative consequences of testing should be discussed, so that 
potential test users can make an informed decision about whether the positive are 
likely to outweigh the negative in a particular testing situation. Although researchers 
cannot be expected to anticipate every possible consequence, careful consideration of 
likely positive or negative consequences may bring to light possibilities that had not 
previously been thought of. Such an exercise might therefore be a valuable addition to 
the validation process. Evidence based on consequences can also be focused on the 
degree to which intended benefits of testing actually accrue. If unintended 
consequences are found, researchers should determine, to the degree possible, 
whether these are due to sources of test invalidity such as test irrelevance or construct 
underrepresentation. Negative consequences that are due to such sources undermine 
the validity of the test and suggest that the test should be modified to avoid these 
consequences. Alternatively, such negative consequences might alter the 
interpretations that can be made or the ways in which the test can be used.
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1. What, if anything, is problematic with the definition of validity as the degree to 
which a test “measures what it’s supposed to measure”?

2. What is the “tripartite” view of measurement validity? What is one objection  
that has been raised against this view?

Questions 3–10 refer to the following hypothetical situation: A researcher has 
developed a test to measure problem-solving imagination (PSI), defined as “the  
ability to imagine new solutions to existing problems.” The PSI consists of short 
descriptions of existing problems to which test takers respond by writing as many 
possible solutions as possible within a given time limit. These responses are scored 
by trained raters in three areas: (a) number of ideas, (b) creativity of ideas, and (c) 
likelihood of success of the ideas. PSI subscale scores are provided in each of the 
three areas, and an overall score, which is an equally weighted average of subscale 
scores, is also provided. The proposed interpretation of PSI total score is that higher 
scores indicate greater levels of problem-solving imagination. The PSI has been 
designed for use in research on imagination and problem solving. The test developer 
does not recommend use of the PSI for selection or classification decisions.

3. Could construct-irrelevant variance could be a threat to the validity of this test? 
Why or why not?

4. Could construct underrepresentation be a threat to the validity of this test?  
Why or why not?

5. As one form of validity evidence, the test developer showed that scores on the PSI 
were related to tests of creativity, problem solving, and imagination, as shown in 
Table 7.6. Is this evidence persuasive? Why or why not? What other information 
would be useful in evaluating this evidence?

Creativity Problem solving Imagination

Correlation of PSI with: .60 .33 .65

Table 7.6  •  Correlation Values for Question 5

6. The developer of the PSI would like to design a study to obtain validity evidence 
based on response processes. Give an example of this type of evidence that would 
be relevant to the PSI.

EXERCISES
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7. The developer of the PSI obtained correlations among the three subscale scores 
as evidence of validity based on internal structure. The correlations are shown in 
Table 7.7, with values of interrater agreement (nominal agreement) shown in 
parentheses on the diagonal.

Number of ideas 
(Number)

Creativity of ideas 
(Creativity)

Likelihood of 
success of ideas 
(Success)

Number (.95)

Creativity .68 (.60)

Success .25 .34 (.53)

Table 7.7  •  Correlations Among PSI Subscores

a. Do these correlations support the validity of PSI scores as measures of 
problem solving imagination? Why or why not?

b. The correlations between Number and Success and between Creativity  
and Success are quite low. Why might this be?

8. The test developer did not provide any evidence showing that PSI scores were 
predictive of a particular outcome, such as success in gifted education programs. 
Is this problematic? Why or why not?

9. What are some possible consequences (either positive or negative) of using the PSI?

10. Suppose that the test developer decided that the PSI could be used to select 
students for special educational programs for gifted children. How, if at all, 
would this change your answer to Question 9?
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This chapter investigates issues of experimental validity and links this with the 
different threats to validity relevant to experiments, in particular, and to all research 
methods in general.

• The variation among scores recorded in an experiment can be divided into  
three sources: variance from the treatment (the independent variable under 
investigation), systematic variance caused by confounding and unsystematic 
variance coming from random errors.

• Experimental validity concerns the issue of whether we are correct in inferring 
that manipulation of an IV causes a change in a DV.

• Threats to validity are the many ways in which it is possible to be wrong in  
making an inference about a cause–effect relationship.

• Statistical conclusion validity concerns whether statistical errors have been  
made that either lead to a false conclusion that an effect exists when it does not, 
or to a false conclusion that it does not exist when it does.

• Internal validity refers to the issue of whether an apparent effect would have 
occurred anyway, without the application of the experimental ‘treatment’.  
This can occur through sampling biases, history effects and other extraneous 
variables unconnected with manipulation of the independent variable.

• Construct validity concerns generalisation from the particular operational 
measure of a construct to the construct itself. It includes most examples of 
confounding, and  is intimately connected with the operationalisation of variables. 
It might concern samples, treatments, measures or settings.

• A major task in experiments is to avoid confounding, which can occur through 
lack of control in variables associated with the independent variable. These 
include: expectancies, participant reactivity effects, demand characteristics and 
other variables systematically changing with the independent variable.

• External validity concerns whether an effect generalises from the specific people, 
setting and time it was observed in to the whole population, other populations, 
other settings and other times.

• One check on external validity is replication across different settings or 
populations; another is the use of meta-analysis.

• Problems with replication and details of the Reproducibility Project are discussed.
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THE INTERPRETATION OF CAUSES IN EXPERIMENTS 

A little boy once said to another ‘Frogs have their ears in their legs, you know. I can 
prove it’. ‘Rubbish!’ said the other. ‘How could you possibly prove that?’ The first boy 
(nasty little brat) proceeded to chop off a frog’s legs and started to shout at the frog 
‘Jump! Go on jump! … See, he can’t hear me!’

This ‘experiment’ of course has several faults that I’m sure the astute reader will have 
spotted. Apart from being ethically tasteless, the boy has confounded the independent 
variable (ears) with a variable essential for demonstration of the dependent variable 
(jumping) and did not run a control condition first to convince us that frogs with legs 
(and hence ears) can understand English and will obey commands. In this chapter we 
are going to review all the likely sources of error in experiments that might cause us to 
assume, wrongly, that we have demonstrated an effect when none exists, or to assume 
that an effect didn’t occur when, in fact, it did. Validity concerns whether our 
conclusions are correct.

WHY ELSE WOULD YOU GET SO HEATED?

If we run our aggression experiment with some participants in a hot room  
and some in a cold room, and use a questionnaire to measure consequent 
aggression, how certain can we be that it was the change in temperature that 
caused any heightened aggression in the hot room? Try to think of alternative 
interpretations of the results.

The following alternative explanations are possible:

• The hot room participants were already more aggressive.

• It wasn’t the heat but a change in humidity that caused the aggressiveness 
to increase.

• The experimenter treated the hot room participants more negatively.

• Some participants guessed what the experiment was about because they 
talked to earlier participants and they wanted to help the experimenter  
get the desired results.

• The temperature was so high that some of the hot condition participants 
guessed what was going on when they saw the subject of the questionnaire.

PAUSE FOR THOUGHT
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In this chapter we consider several factors that can lead to misinterpretation of the 
results of a study and link these to issues in the design of experiments and other 
research designs. We look first at general influences on the dependent variable. In 
the ideal experiment only the manipulation of the independent variable will cause any 
change in the dependent variable. We want no alternative explanation of the effect to 
be feasible. In reality, of course, there are always several possible influences upon 
the dependent variable and these can be considered in terms of sources of variance.

SOURCES OF VARIANCE IN THE EXPERIMENT 

Whenever we take any sample of measures we end up with variance. We will deal  
with this concept statistically in Chapter 13. However, for the moment, let’s just 
consider it non-technically. If we measure the lengths of matches in a box we will find 
variance among the lengths around the average. Since all matches are intended to be 
the same length, statisticians often refer to this kind of variance as error variance. 
Even if the match-making machine is working at its best, there will still always be a 
little, perhaps tiny, variance among match lengths. This kind of error variation is 
unsystematic. It is random in its effects on individual matches. Turning to psychology, 
if we measure the recall of a sample of children for a 15-item word list we will also 
obtain variance among their scores. Because psychology relies on statistical theory 
our analysis, too, assumes that all uncontrolled variance is error variance. It may be, 
however, that children who eat spinach are better memorisers. If we can show this  
to be so, then we can remove some of the error variance and explain the overall 
variance as partly caused by the systematic variance related to spinach eating. That 
is, some of the variance among children’s scores is not random.

In the perfect experiment, then, there would be no error variance. All variance in the 
dependent variable would be the result of manipulation of the independent variable.  
If we had asked our participants to recall a word list in hot and cold conditions then 
all variance in the recall scores should be the result solely of the temperature 
change. In a real-life experiment, however, there will be many sources of variance 
– from the independent variable, from confounding variables and from error, as 
depicted in Figure 4.1. The ‘treatment’ and the ‘confounding’ here both have 
systematic effects – they produce a difference in one direction only. The errors 
(sometimes referred to as random errors) are unsystematic – they affect both groups 
roughly equally and in unpredictable directions in each instance. The researcher’s aim 
in a good experiment is to control and/or balance out systematic errors while attempting 
to keep unsystematic errors down to a minimum.

KEY TERMS 

Error variance
Variance among scores  
caused by the operation of 
randomly acting variables.

Random error
Any error possible in 
measuring a variable, 
excluding error that is 
systematic.
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We can consider the sources of variation depicted in Figure 4.1 by looking at an 
experiment conducted by Bernard et al. (2016) who showed 3–5-year-olds stories 
about two cartoon children, Anna and Sophie, who fought over a doll with one child 
winning it. In this and a similar story the winning child was identified by the 
researchers as the dominant child. The child participants were then shown another 
cartoon with the same characters but this time they were pointing, in opposite 
directions, to where they thought a lost dog had gone. The child was asked in what 
direction they thought the dog had gone. In another test the two characters pointed to 
a new strange object and gave it two different names. The child was asked what the 
correct name was. The results generally supported the hypothesis that children are 
influenced by a dominant child’s views with a significant percentage of children 
agreeing with the dominant child.

Ideally we would want all the variations in the children’s judgement to be explained  
by the difference in the independent variable – that is, the dominant child vs. the 
subordinate child. However this was not the case and we need to think about other 
influencing variables. Suppose one of the cartoon characters had simply looked more 
attractive to most of the children. This factor would be systematic and it might explain 
why the children chose the dominant child. It would confound the scores and we 
would declare the wrong effect – that the dominance explained the differences in 
choice rather than the attractiveness of the characters. On the other hand, suppose 
the children generally preferred the name Sophie to Anna and suppose Anna was the 
dominant child. We might conclude that there is no effect when in fact there is one, 
so long as these factors are neutralised in the testing.

KEY TERM 

Figure 8.1  •  Variation in the results of an experiment (after Leary, 1995)

KEY TERM 

Validity
The extent to which an effect 
demonstrated in research is 
genuine, not produced by 
spurious variables and not 
limited to a specific context.
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In addition to the possible confounding variables in this experiment, causing 
systematic variance, there will also be a myriad sources of error variance: attention 
given by each individual child, personal reaction to the experimenter presenting the 
scenarios, degree of understanding of the questions, ambient temperature, small 
sounds in the room, fluctuations in light and so on. Not everything can be controlled 
nor need it be. Unsystematic errors caused by any of these variables are assumed to 
occur in each condition randomly and hence roughly equally so they do not produce a 
systematic bias in scores. However, if there are a lot of them, we may find that any 
subtle treatment effect is buried under so much distorting ‘noise’. If the children do 
not concentrate on the stories, because of all the distraction, then the stories will not 
have the desired effect.

VALIDITY IN EXPERIMENTS AND OTHER RESEARCH DESIGNS 

Early in the twentieth century Pfungst (1911) (a psychologist) investigated a horse that 
apparently could count, read and solve maths problems, all of which he demonstrated 
by tapping out answers with his hoof. It turned out that the horse was actually 
responding to subtle clues given off quite unwittingly by his trainer. What Pfungst did 
was to question the validity of the inference, from the observed data, that Hans the 
horse could do maths. Validity has to do with the truth of  the inferences we make 
about the relationships we hope we observe between IV and DV. Validity can be 
queried in any study that tests a hypothesis but the term experimental validity is 
reserved for those studies that really are experiments. In scientific investigation we 
want to know what causes what, we are interested in causal relationships, and the 
advantage of a true experiment is that we know the

Question: We have just suggested that the possible influence of finding one 
character or one name more attractive needs to be removed from the 
experiment. How might the researchers do this?

Solution: The researchers did indeed neutralise these factors and perhaps 
others. They counterbalanced the order in which scenarios were presented, the 
names of the characters in roles and the choices that each character made.

PAUSE FOR THOUGHT
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IV changes before the DV does because we manipulate the IV. In other sorts of 
studies, ones that we will consider in Chapter 19 and often called correlational,  
we cannot be sure that the DV changed after the IV did. As regards validity, in an 
experiment we are asking, in a sense, did the experiment really work?

The thinking on experimental validity has been dominated over the past four or  
five decades by the work of Thomas Cook, Donald Campbell and Julian Stanley,  
with the first two of these having no relation with their more famous namesakes!  
A particularly influential book was the 1979 publication by Cook and Campbell of 
Quasi-experimentation. In this, they outlined four general types of validity and 
introduced the term threats to validity to refer to any influence on our research 
variables that might provide an alternative explanation of our effect or that might 
limit the generality of what we appear to have found. In general, threats to validity  
are limitations on the interpretations of our results. These types of validity have 
become extremely widely known across fields as diverse as psychology, business 
management, engineering, economics, sociology, educational research and so on, 
but, as with many popular concepts, they are used with varying degrees of accuracy 
and faithfulness to the original meanings. In 2002, even Cook and Campbell 
themselves moved the goal-posts by redefining some of the validity types (Shadish, 
Cook and Campbell, 2002).

What we’ll do here is to use their basic types of validity as a basis for outlining many 
of the problems and unwanted effects that occur in psychological studies, but we will 
not stick to their detailed terminology nor go into the kind of extensive debate they 
present concerning the precise relationship between the various threats to 
experimental validity. Despite the variety of technical terms you are about to 
encounter the overriding aim here is to help you to develop a highly critical eye when 
considering the design and procedures of experiments. A handy question to 
continually ask is ‘Ah, but, what else might have caused that to happen?’ Most of the 
answers will be some form of threat to validity and to get you started on this crucial 
approach to studies, take a look at the highly suspect one described in the following 
Pause for thought box. The superscript numbers refer to specific flaws.

KEY TERM 

Threat to validity
Any aspect of the design  
or method of a study that 
weakens the likelihood  
that a real effect has been 
demonstrated or that might 
obscure the existence of  
a real effect.
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PAUSE FOR THOUGHT

A PROJECT FULL OF HOLES

Consider the following research project carried out by a student at Ripoff 
University College, where staff have responsibility for 60 students per class,  
one hour a week and therefore have very little time to monitor each student’s 
research project.

Tabatha feels she can train people to draw better. To do this, she asks student 
friends to be participants in her study, which involves training one group and 
having the other as a control. She tells friends that the training will take quite 
some time so those who are rather busy are placed in the control group and 
need only turn up for the test sessions.1 Both groups of participants are tested 
for artistic ability at the beginning and end of the training period, and 
improvement is measured as the difference between these two scores. The test 
is to copy a drawing of Mickey Mouse. A slight problem occurs in that Tabatha 
lost the original pre-test cartoon, but she was fairly confident that her post-test 
one was much the same.2 She also found the training was too much for her to 
conduct on her own so she had to get an artist acquaintance to help, after 
giving him a rough idea of how her training method worked.3

Those in the trained group have had ten sessions of one hour and, at the end  
of this period, Tabatha feels she has got on very well with her own group, even 
though rather a lot have dropped out because of the time needed.4 One of the 
control group participants even remarks on how matey they all seem to be and 
that some members of the control group had noted that the training group 
seemed to have a good time in the bar each week after the sessions.5 Some of 
her trainees sign up for a class in drawing because they want to do well in the 
final test.6 Quite a few others are on an HND Health Studies course and started 
a module on creative art during the training, which they thought was quite 
fortunate.7

The final difference between groups was quite small but the trained group did 
better. Tabatha loathes statistics so she decides to present the raw data just as 
they were recorded.8 She hasn’t yet reached the recommended reading on 
significance tests* in her RUC self-study pack.
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TYPES OF VALIDITY 

STATISTICAL CONCLUSION VALIDITY

‘Sharon’s awfully good at guessing people’s star signs. She got Susie’s today and last 
week she guessed the two delivery men’. If we are the slightest bit sceptical about 
Sharon’s horoscopic talents we might ask just how many times out of how many tries 
does Sharon in fact get it right? People have selective memories and often only 
remember the correct guesses as ‘amazing!’ Three out of five might be a good start 
but if she guesses only three out of 24 we might not be so impressed. Likewise, if ten 
spinach-eating children recall an average of 12.2 out of 15 words and ten spinach-
hating children recall 12.1 words, most people would recognise that this difference is 
too close to confidently claim that spinach caused it and we would likely put the 
difference down to random error variance. Chapter 16 will deal with statistical 
significance in some detail.

Inappropriate statistical procedures, or other statistical errors, may be responsible 
for the appearance of a difference or correlation that does not represent reality. We 
may simply have produced a ‘fluke’ large difference between samples, we may have 
entered data incorrectly, we may have used the wrong kind of statistical analysis and 
so on, all matters dealt with in Chapters 13 to 24. It is worth noting here though that 
two possible and opposite wrong conclusions can be drawn. We can appear to have 
demonstrated a ‘significant’ difference when in fact what occurred was just a fluke 
statistical occurrence (known technically as ‘Type I error’ – see p. 454). Through 
misuse of statistics we might also conclude from our analysis that there is no effect 
when in fact there really is one – a ‘Type II error’ (p. 456).

Now, please list all the things you think Tabatha might have got a bit wrong in 
this study. In particular, list all the reasons why she might have obtained a 
difference between her two groups other than the specific training plan she 
used. You should find several of these appearing in the discussion of validity 
below. A list of critical points appears on p. 125.

* A statistical significance test tells us whether a difference is one that could be 
expected simply on a chance basis (see Chapter 16).
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INTERNAL VALIDITY

The question to be asked to establish whether an experiment study has internal 
validity is simply this: Did the manipulation of the independent variable cause the 
observed changes in the dependent variable?

If the answer is ‘yes’ then the experiment has internal validity. When we conduct an 
experiment, we may observe what appears to be an effect of the independent variable 
on the dependent variable. However, the apparent effect might be caused by 
something entirely unrelated to the manipulation of the independent variable; in other 
words, internal validity is concerned with whether there really is a causal link between 
the manipulation of the independent variable and the dependent variable, even if this 
link is not the one expected by the experimenters. In an experiment to see whether 
chewing gum improves memory a (highly incompetent) researcher might ask 
participants to learn a word list in a control condition and then ask the same 
participants to learn a second list while chewing gum. If memory improves in the 
second condition we don’t know whether it is chewing gum or the practice effect  
that is responsible. However we do know that there is an effect. Manipulating the IV 
has caused the DV to change in value. This experiment does have internal validity.

If manipulation of the IV did not cause the DV to change then the experiment lacks 
internal validity. We have already encountered several threats to internal validity  
and a pretty clear one would be sampling bias. In Chapter 3 we saw that having 
psychology students in one condition and watch repair trainees in another might 
produce a significant difference between the two groups’ performance but that this 
difference is not in any way caused by the manipulation of the independent variable.  
This difference would have occurred even if ‘treatment’ had not been given or the 
sampling bias might have turned a small treatment effect into an apparently large one. 

As another example, events might occur outside the research context that  
affect one group more than another. For instance, children attending a ‘booster’  
class in school might be expected to gain in reading ability over control-group 
children. However, members of the booster class may also have just started watching 
a new and effective educational television programme at home. It may be the TV 
programme that causes the effect not the booster programme. Internal validity 
threats can work in the opposite direction too. Suppose the control-group children 
are the ones who mostly watch the TV programme. They might improve their reading 
too so that the booster programme might be considered ineffective. Some common 
threats to internal validity are described in Box 8.1.

KEY TERM 
KEY TERM 

Internal validity
Extent to which an effect  
found in a study can be  
taken to be genuinely  
caused by manipulation  
of the independent variable.
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Box 8.1  •  Some common threats to internal validity

HISTORY EFFECTS

In field experiments, where  a ‘treatment’  is  to  be  applied  that  might  last  
quite  some  time, it  is particularly important  to  use  a  control  group  for  
comparison  because  something  relevant  might  happen that all participants 
in the research programme are exposed to. For instance, in the summer of 
2002 two children were abducted and tragically killed in highly publicised 
circumstances. If a safer parenting programme had been running at the time, 
then interpretations of the programme’s success might have been 
compromised by the fact that parents in general probably paid a lot more 
attention to the safety of their children during that period. A control group 
would tell the researchers how large this independent effect might be and this 
can be subtracted from the apparent programme effect.

SELECTION (BIASED SAMPLING)

Suppose your tutor has females in the class solve anagrams of animal words 
and males solve anagrams of legal terms. Since the animal anagrams were 
solved more quickly she claims that animal anagrams are easier to solve. You 
might just point out the possible confounding caused by having females do one 
task and males do the other. Perhaps females are better at anagrams. It 
doesn’t matter whether females are, in fact, better at anagrams. What matters 
is the potential for a sampling bias. As we saw in the independent samples 
design, it is essential to allocate participants randomly to conditions. Many 
student practical projects lack attention to this ‘threat’ where, very often, it is 
easily avoided with a simple allocation procedure. Other selection biases can 
occur where, for instance, certain types of people are more likely to volunteer 
for one condition of an experiment than another. Again, random allocation 
should solve this problem but in quasi-experiments, to be discussed in the next 
chapter, random allocation is often not possible.

ATTRITION

This term refers to participant drop-out rate which could be different in each 
condition. A stress management programme group might be compared with a 
control group, and every week all participants are asked to attend for various 
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physiological measurements and questionnaire administration. If people 
dropping out of the control group tend to be the more stressed people, then the 
final comparison may show little stress reduction for the programme since the 
baseline comparison group now contains people relatively low in stress. If more 
highly stressed people drop out of the experimental group then it might falsely 
appear that the programme is effective.

MATURATION

In long-term studies on children some effects can become either accentuated 
or obscured because children in either the control or experimental groups are 
maturing at different rates.

TESTING AND INSTRUMENTATION

Participants may appear to improve on a test simply because they have taken it 
before. At an extreme, they may even go and check out the meanings of some 
words in a verbal knowledge test between pre-test and post-test in, say, an 
educational intervention programme. A rise in verbal knowledge may then be 
recorded which has nothing to do with the intervention IV. If more people do this 
in an experimental group than in a control group again a difference might be 
detected not caused by manipulation of the IV. This would be an example of a 
‘testing’ effect – a change within participants because of repeated tests. An 
instrumentation problem occurs when the measure itself alters. This might 
happen where two ‘equivalent’ versions of a memory or anxiety test are not in 
fact equivalent. Quite often teams of observers or raters are trained to assess, 
say, children’s playground behaviour or participants’ written story endings for 
aggression. Raters may become more accurate in their second round of using 
an assessment scale and so record apparently more (or less) aggression during 
a second condition or in a second group.
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CONSTRUCT VALIDITY AND THE PROBLEM OF CONFOUNDING VARIABLES

Very often, an effect really does occur when the independent variable is manipulated, 
but not for the reasons the researcher thinks; that is, the independent variable itself 
is not the variable causing the effect. Something else varies with it and causes the 
change. The most common type of threat here is from confounding, a concept we have 
already encountered and will investigate in greater detail below. Shadish, Cook and 
Campbell (2002) argued that when confounding occurs we make an assumption 
about the wrong psychological construct. For instance we might ask participants to 
form a vivid mental image of each word in a to-be-learned list and find that these 
participants recall the words better than participants asked only to ‘study’ each word. 
We might interpret this as evidence that imaging words causes better recall whereas, 
in fact, the instruction to image might merely have made the task more interesting. 
Hence task interest has caused the difference not imagery. Construct validity 
concerns how closely our interpretations of a construct are related to the real thing. 
That is, how closely our definitions and measures of variables correspond to the 
underlying reality. We have weak construct validity when, as in the imagery example 
just presented, our intended IV (a ‘treatment’) is not the actual causal variable in an 
experiment. We have poor construct validity if a questionnaire intended to measure 
extroversion (an ‘outcome measure’) in fact only measures sociability. According to 

KEY TERM 

Construct validity
Extent to which conceptions 
and operational measures of 
variables encompass the 
intended theoretical 
constructs. The constructs can 
be of persons (samples), 
treatments (IVs), observations 
(DV measures) and settings. 
See also Chapter 8.

WHAT DOES DOODLING DO?

In an article with the above title Andrade  
(2010) showed that participants who were asked to fill in shapes and circles while 
listening to a recorded message containing several names among a lot of other 
distracting material were better able to recall those names later than were 
participants who did no doodling. So what was the true causal variable? The 
participants were considered to be bored as they had previously participated in 
unconnected research. The authors postulate that doodling itself might have had 
a direct effect on memory by encouraging deeper processing of the message 
contents or doodling might improve memory by reducing day-dreaming, 
something which occurs more often when people are bored. The procedures of 
the experiment itself cannot help us to decide between these alternatives. 
Further studies can improve construct validity by ruling out one of these 
alternatives as the true causal factor.
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Shadish et al. construct validity in an experiment can apply to samples and settings 
as well as to treatments and outcomes. For instance, a sample intended to represent 
nursing staff might in fact include a good proportion of maintenance staff as well; a 
study focusing on rural schools might in fact include some suburban schools as well.

DEALING WITH CONFOUNDING VARIABLES

We saw in Chapter 3 that improvement through therapy might be caused only  by the 
special attention that clients receive, and not the specific therapeutic treatment used. 
If the researchers assume that it is the specific therapeutic procedures that are 
producing an effect then they are working with the wrong psychological construct of 
their independent variable in the model they are presenting. The special attention is 
completely correlated with the therapeutic treatment (if you get one then you get the 
other). It is a confounding variable. Using a placebo group who get attention but not 
the specific treatment, and comparing these two groups with a control group, would 
cast better light on what is the effective variable – see Figure 8.2.

Figure 8.2  •  Role of placebo group in identifying the confounding variable of attention

TACKLING CONFOUNDS – THE HEART OF SCIENCE?

Attempts like this to eliminate possible confounding variables as alternative 
explanations are really the heart of scientific activity. It doesn’t matter that the 
proposed confounding variable may well have no effect at all. The name of the game 
is to produce a refined test that can rule it out. This is in keeping with the principle of 
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falsifiability outlined in Chapter 1. If the placebo group do no better than the control 
group, then the therapeutic procedure is supported and the competing explanation of 
placebo attention is weakened. If, however, the placebo group do as well as the full 
therapy group, then it would appear that attention alone might be the explanation of 
any improvement found using this kind of therapy. We then have to alter the 
psychological construct which explains therapeutic improvement.

Suppose we wished to test for a difference between people’s recall for concrete and 
abstract words. We create two lists, one for each type of word. However, it could well 
turn out, if we don’t check thoroughly, that the abstract words we choose are also 
more uncommon; they occur less frequently in people’s speech and in common 
reading. Any effect we find may be the result of uncommon words being harder to 
learn rather than abstract words being harder to learn. We can easily adjust for this 
by using commonly available surveys of word frequencies in the popular media (see  
p. 85 for a relevant web address).

INTERNAL VS. CONSTRUCT VALIDITY

Many textbooks, courses and examination boards do not make a clear distinction 
between the concepts of internal validity and construct validity. Very often construct 
validity issues are treated as a part of a generic concept of internal validity which will 
encompass several of the confounds discussed in the rest of this chapter. However 
the conceptual difference is an important one and not just a matter of fretting about 
terminology. There are two major ways in which we might be wrong in assuming that 
the IV of concreteness has caused a difference in memory recall. The first way of 
being wrong is if a variable entirely unconnected with manipulation of the independent 
variable has caused the difference to occur (e.g. sampling bias). If this is so the 
apparent relationship between IV (concreteness) and DV (number of words recalled) 
has no internal validity. The second way of being wrong is where we make an 
incorrect interpretation of what, related to the overall IV, is in fact causing the 
difference to occur (e.g. frequency rather than concreteness). I hope that Table 8.1 
will help convey this important distinction between internal and construct validity.

The critical student will always be alert for possible confounding variables, as 
presumably were Coca-Cola’s publicity workers when they challenged Pepsi Cola’s 
advertising campaign tactics some years ago, as explained in the next Pause for 
thought box.
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There was a significant effect: concrete words were recalled better than abstract words.

Manipulation of IV did not cause 
the DV to change

Manipulation of IV did cause the DV to change 

But intended IV did not directly 
cause change

Intended IV directly  
caused change

No internal validity. Internal validity OK  
but construct validity problem.

Internal validity  
and construct validity.

Example: 
Sampling bias: through bad luck, 
even though participants were 
randomly allocated to conditions, 
those in the concrete words 
condition were better 
memorisers to start with. The 
memory difference would have 
occurred anyway without the IV. 
Concreteness makes no 
difference. 

Example: 
It is not concreteness itself  
that makes the difference. 
Concrete words are also more 
frequently found in general 
literature. Concreteness has 
been confounded with frequency. 
Frequency is the effective IV so 
concreteness is the wrong 
construct. 

Example: 
If we run the experiment again 
using concrete and abstract 
words of equal frequency in 
general literature, this will 
control for frequency and if the 
effect still occurs there is better 
evidence for concreteness as the 
cause of the difference found. 

THE COKE–PEPSI WARS

In the 1970s, Pepsi, concerned about Coca-Cola’s 3–1 lead in sales in the Dallas 
area of the United States, published a promotion supposedly showing that more 
than half the Coke drinkers tested preferred Pepsi’s flavour when the two colas 
were served in anonymous cups. Coke was served in a glass marked ‘Q’ while 
Pepsi was served in a glass marked ‘M’. A year later, the Coke lead was down 
to 2–1. Coca-Cola fought back by running its own consumer-preference test – 
not of the colas but of the letters used to mark the cups. They showed that 
people apparently like the letter ‘M’ better than they do ‘Q’. One Chicago 
marketing executive speculated that Q was disliked because of the number of 
unpleasant words that begin with ‘Q’ (quack, quitter, quake, qualm, queer …).

Whether or not this perverse explanation is correct (what’s wrong with ‘quack’?), 
what would you do to check out Coca-Cola’s claim?

What Coca-Cola actually did is printed in the end notes to this chapter.1

Source: Adapted from Time, 26 July 1976.

PAUSE FOR THOUGHT

Table 8.1  •  The distinction between internal and construct validity
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EXAMPLES OF TACKLING CONFOUNDS IN PSYCHOLOGICAL RESEARCH

4 DID YOU REALLY DISTORT WHAT I SAW?

In a famous series of experiments by Elizabeth Loftus and her colleagues (e.g., Loftus 
and Palmer, 1974), participants were asked leading questions after seeing a film of a 
car accident. For example, ‘How fast were the cars going when they smashed into each 
other?’ was asked in one condition, whereas ‘hit’ was substituted for ‘smashed into’ in 
another condition. The people in the ‘smashed into’ condition tended to recall a greater 
accident speed and this can be taken as evidence for the distortion of original 
memories by leading questions. The researchers also offered the explanation that 

Very many studies in research journals are designed to rule out possible 
confounding variables, and creating these designs is, to some extent, what 
drives discovery along. Look back at the exercise on p. 40 in Chapter 2. Assume 
that in each example research is carried out that supports the link between 
independent variable and dependent variable (e.g., groups under greater stress 
do have poorer memory performance). Can you think of a confounding variable 
in each example that might explain the link? Can you also think of a research 
design that might eliminate this variable as an explanation of the link?

Possible answers:

1. Physical punishment may be related to social class and social class might 
also partly explain why some children are encouraged or otherwise learn to 
be more aggressive.

2. Distraction by too many tasks, not stress itself, might cause memory 
deterioration.

3. Parents who provide more visual and auditory stimulation might also 
produce more language examples to learn from.

4. Trusted people might also have more of the social skills associated with 
producing compliance.

5. Hard to discern one here but perhaps the instruction in the boy condition is 
given in a less delicate tone.

PAUSE FOR THOUGHT
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perhaps participants may simply have responded to what they thought was required of 
them, and were not suffering permanently distorted memories.

Loftus tackled this alleged confounding variable (immediate research demand) by 
re-doing the experiment but also asking participants to recall, one week after the 
original test, extra information about the film. They were asked, for instance, whether 
they recalled any broken glass in the incident. It was assumed that participants would 
not recall at this point the exact question they were asked the week before. Those 
participants who had been in the ‘smashed into’ condition one week earlier tended to 
report glass more frequently (there wasn’t any in fact) and this supported the view 
that original memories had been more or less permanently distorted by the questions 
asked immediately after viewing the incident. Lindsay (1990) even told participants 
that information given to them after viewing a film of an office robbery was all wrong 
and  to ignore it. Nevertheless, the information appeared to distort the participants’ 
later recall of events in the film.

2 NICE SMELL – GOOD MEMORY

A rich vein of research from the early 1980s has been the use of ‘mood induction’ to 
produce temporary up or down moods in participants, and to measure several types 
of consequent effects. Typically, one group of participants is given sad materials or is 
instructed explicitly to get into a sad mood, while a second group is induced or 
instructed into a happy mood. They might then be asked to recall memories (e.g., of 
childhood) or to recall words from a set of both ‘happy’ and ‘sad’ words given earlier 
in a memory task. Ehrlichman and Halpern (1988) argued that induction or 
instruction techniques might not only create a temporary mood but also ‘set’ thought 
processes in the mood direction. Hence, participants might not be recalling sadder 
things because they were in a sadder mood – they may simply have sad events more 
readily available because the mood-induction procedure gives ‘cues’ to this kind of 
information; the instructions make it clear what is expected.

In order to eliminate this possible confounding variable, Ehrlichman and Halpern 
attempted to create a mood in participants simply by  exposing them to pleasant or 
unpleasant smells. In support of their predictions, those exposed to a pleasant smell 
recalled happier memories than did those exposed to an unpleasant smell. This was 
important as it supports the theory that temporary mood affects mental processes, 
even when overt mental processes have not been used to induce that mood. 
Interestingly, the reverse procedure works too. Participants induced into a negative 
mood were more likely to correctly identify previously experienced unpleasant tastes 
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than pleasant tastes, whereas the reverse was true for those undergoing positive 
mood induction (Pliner and Steverango, 1994).

Confounding variables can lead us to Example from the text

Wrongly identify the causal component of the 
independent variable

Concreteness of word seen as producing easier 
recall rather than word frequency in literature.

Assume the intended independent variable has an 
effect when it doesn’t

Therapy doesn’t work; attention is effective alone.

Assume an effect doesn’t occur when it does Because the ‘subordinate’ character in a cartoon 
story might have been drawn as more attractive in 
child participants’ eyes, they may give this 
characters’ answers rather than, as researchers 
predicted, those of the ‘dominant’ character.

Table 8.2  •  The misdirection of confounding variables

THREATS TO VALIDITY – A NUISANCE OR A KEY TO DISCOVERY?

We are about to look at quite a long list of factors within experimental and other 
designs that can be threats to validity. Most of these can be considered as problems 
with constructs; that is, the changes observed in the dependent variable are not 
caused directly by changes in the independent variable but by some other 
uncontrolled factor related to manipulation of the IV in the experimental setting. 
Often, the variables involved are seen as ‘nuisance’ variables that interfere with 
interpretations of results and can be avoided by more careful design, attention to 
procedures, materials and so on. However, as we said earlier, unwanted variables 
can lead to dramatic research developments. When Pavlov was investigating digestive 
systems in dogs, it was their feeders’ footsteps and the sight of their food buckets 
that acted as confounding variables causing the dogs to dribble before they were 
given food. These ‘nuisance’ variables, however, were instrumental in leading Pavlov 
to his monumental work on classical conditioning.

We should also sound a note of caution before starting out on a discussion of what 
can possibly bias results and interfere with the optimum performance of participants 
in an experiment. Some of the proposed effects outlined below, if they exist, are very 
subtle indeed. However, consider an experiment by Hovey in 1928 where two groups 
of students were asked to complete an intelligence test. One group was in a quiet 
room. The other group took the test in a room with ‘seven bells, five buzzers, a 
500-watt spotlight, a 90,000-volt rotary spark gap, a phonograph, two organ pipes of 
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varying pitch, three metal whistles, a 55-pound circular saw … a photographer taking 
pictures and four students doing acrobatics!’ (Rosnow and Rosenthal, 1997: 32). 
There was no difference in the performance of the two groups!

EXPECTANCY AND THE SOCIAL PSYCHOLOGY OF THE PSYCHOLOGY EXPERIMENT 

EXPERIMENTER AND RESEARCHER EXPECTANCY EFFECTS

Since psychology experiments are carried out by humans on humans, it has been 
argued that the necessary social interaction that must occur between experimenter 
and participant makes the psychological experiment different in kind from those in the 
natural sciences. Is it possible that, completely beyond the level of conscious 
awareness, the experimenter’s eagerness to ‘get a result’ could be a confounding 
variable? Experimenters rarely ‘cheat’ but they are human and might, without realising 
it, convey to participants what they are expecting to happen. Rosenthal and Fode (1963) 
showed that students given groups of rats labelled ‘bright’ and ‘dull’ (the rats in reality 
possessed a random mix of maze-learning abilities) produced results consistent with 
the labels; ‘bright’ rats ran faster than ‘dull’ rats! This was originally used to show that 
experimenter expectancies can even affect the behaviour of laboratory rats (Figure 4.3). 
In their legendary publication Pygmalion in the Classroom, Rosenthal and Jacobson 
(1968) reported that (randomly selected) children whose teachers were manipulated to 
‘overhear’ that they were expected to make late gains in academic development, 
actually made significant gains compared with non-selected children. This suggested 
that teachers had responded to the ‘dropped’ information by somehow, unknowingly, 
giving the ‘late bloomers’ enriched attention.

A total of 40 experiments between 1968 and 1976 failed to show further evidence of 
experimenters passing on to participants influences that investigators (those running 
the research project) had ‘planted’. However, Rafetto (1967) led one group of 
experimenters to believe that sensory deprivation produces many reports of 
hallucinations and another group to believe the opposite. The experimenters then 
interviewed people who had undergone sensory deprivation. The instructions for 
interviewing were purposely left vague. Experimenters reported results in accordance 
with what they had been led to believe. Eden (1990) demonstrated that where army 
leaders were told (incorrectly) that their subordinates were above average, platoon 
members performed significantly better than when this information was not given. 
Some studies have shown that experimenters can affect participants’ responses 
through facial or verbal cues, and that certain participants are more likely to pick up 
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experimenter influence than others, particularly those high in need for approval – see 
Rosnow and Rosenthal, 1997. In the publication just cited Rosenthal himself reports 
from meta-analyses (see p. 122) of hundreds of expectancy studies in several quite 
different areas that overall effects are far above chance levels. In fact, the Rosnow 
and Rosenthal text is a little gem as a sourcebook for all manner of sometimes 
unbelievable experimenter and participant expectancy and bias effects, including 
many features of volunteers, the problems of student dominance in psychology 
experiments and so on.

Figure 8.3  •  ‘Bright’ rats run faster!

PARTICIPANT EXPECTANCY, HAWTHORNE EFFECTS AND DEMAND CHARACTERISTICS

If participants who need approval are affected by experimenter influence, as  was just 
mentioned, then this suggests that they perhaps want to get the ‘right’ result and do 
well. Participant expectancy refers in general to the ways in which research 
participants interact with the researcher and research context, perhaps even 

KEY TERM 
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guessing what is expected of them. It was used to explain some famously reported 
effects (see Box 8.2) allegedly demonstrated during a massive applied psychology 
project conducted in the 1920s at the Hawthorne electrical plant in the USA 
(Roethlisberger and Dickson, 1939) but reported by Olson, Hogan and Santos (2006) 
to be more myth than reality.

Participant expectancy then refers to the expectation on the part of participants that 
their behaviour should alter in an experimental situation. Orne (1962) demonstrated 
hypnosis on a couple of volunteers among a group of students. He untruthfully 
emphasised that ‘catalepsy of the dominant hand’ (a kind of paralysis and numbness) 
was a common reaction of hypnotised subjects. He then asked for more volunteers 
from the student audience and had them hypnotised by an experimenter. Of these 
nine students five showed catalepsy of the dominant hand while two showed 
catalepsy of both hands. Among a control group not given the initial hypnotism 
demonstration, none showed catalepsy of the dominant hand while three showed 
catalepsy of both hands. It was arranged that the experimenter did not know from 
which group (aware or not of the catalepsy effect) each of his subjects to be 
hypnotised came. It seems the experimental group students had acted in accordance 
with what they had been led to expect from the demonstration. The fact that three 
students in the control group showed non-specific catalepsy was explained by Orne 
as possibly because he had tested students in general for catalepsy.

Box 8.2  •  The Hawthorne Studies - What Effect?

Among many experimental manipulations and observations carried out during 
famous work-performance research at the Hawthorne electrical plant in the 
USA, the productivity of five female workers was assessed under varying 
conditions of rest breaks and changes to the working day and week 
(Roethlisberger and Dickson, 1939). In several other experiments lighting 
conditions were varied and in one informal condition with only two workers, 
productivity under extremely low light conditions was investigated. It was found 
that productivity generally increased with changes to rest breaks and working 
conditions but sometimes dipped when rest breaks were terminated. Overall 
there was no reliable relationship between lighting conditions and productivity 
though it was maintained and even increased under the very low lighting 
conditions, but no more than the researchers had predicted. This last result has 
captivated textbook authors to the point where it is often reported that whatever 

KEY TERM

Participant expectancy
Effect of participants’ 
expectancy about what they 
think is supposed to happen  
in a study.
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DEMAND CHARACTERISTICS

The suggestion that students pick up cues from the experimental setting and 
procedure as to what is expected in the experiment to be conducted was further 
investigated by Orne. If participants wish to behave as expected they would need  
to know what was required of them. Orne (1962) argued that there are many cues  
in an experimental situation that give participants an idea of what the study is about, 
what behaviour is under study and, perhaps, what changes are expected of them. 
Those cues that may reveal the experimental hypothesis Orne named demand 
characteristics and offered the following definition of them:

The totality of cues that convey an experimental hypothesis to  
the subject become significant determinants of the subject’s 
behaviour. We have labelled the sum total of such cues as the 
‘demand characteristics of the experimental situation’.

(1962: 779)

Orne and Scheibe (1964) asked participants to undergo ‘sensory deprivation’. Some  
of the participants were asked to sign a liability release form and were shown a ‘panic 
button’ to use if required. These participants reacted in a more extreme manner to 
the ‘stress’ (simply sitting alone in a room for four hours) than did a control group. 
The button and release form presumably acted as cues to the participants that their 
behaviour was expected to be disturbed. An antidote to the confounding effects of 

changes were made to the lighting, productivity increased. The effects are 
reported as being the result of the workers being observed by researchers and 
being unused to this kind of attention. However, the rest break and working 
week study continued for five years so the workers in fact had plenty of time to 
get used to being observed. The effects were confounded by researchers 
changing pay and incentive systems partway through the experiment and 
removing two of the ‘least co-operative’ of the five workers from the rest break 
studies. However, despite a lack of clear evidence of its effects in the 
Hawthorne project (see Olson, Hogan and Santos, 2006), research methods 
terminology has taken up the term Hawthorne effect to refer to the situation 
where participants’ behaviour is affected simply by the knowledge that they are 
the focus of an investigation and are being observed.

KEY TERMS 

Hawthorne effect
Effect on human performance 
caused solely by the knowledge 
that one is being observed.

Demand characteristics
Cues in a study which help the 
participant to work out what is 
expected.
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demand characteristics was proposed by Aronson and Carlsmith (1968), who argued 
that experimental realism (see p. 144) should lower the potency of demand 
characteristics, because participants’ attention is entirely grabbed by the interest of 
the procedure.

 PARTICIPANT REACTIONS TO DEMAND CHARACTERISTICS AND EXPECTANCY

It should be noted that demand characteristics refer only to the cues that can inform 
a participant about what is expected. Whether the participant acts in accordance with 
those assumed expectations is a different matter.  Participants could react to demand 
characteristics in several ways. They may engage in what is termed ‘pleasing the 
experimenter’. This was one of the explanations offered by Loftus for her car crash 
results described earlier. In fact, Weber and Cook (1972) found little evidence that 
participants do try to respond as they think the experimenter might wish. Masling 
(1966) even suggested that a ‘screw you’ effect might occur as participants attempt to 
alter their behaviour away from what is expected!

Contrary to these findings, however, Orne (1962) famously demonstrated the concept of 
the ‘good subject’. He wanted to show that hypnotised participants would be more 
willing than those who were awake. In trying to devise a task that participants would 
refuse to continue he asked an awake participant to add up thousands of two-digit 
numbers. The participant did not give up, as Orne had expected, but tried Orne’s 
stamina by continuing for over five and a half hours! Other participants even continued 
for several hours when told to tear each work-sheet up into 32 pieces after completing 
the sums! Orne argued that research participants are typically very obedient and very 
concerned to do their best for science.

One special related problem is that of enlightenment, referring to the increasing 
awareness of psychology students (who comprise the significant majority of psychological 
research participants) and to a lesser extent, the general public, about psychological 
research findings, even if these are often poorly understood. Participants may act in 
accordance with what popular culture says should happen in psychology experiments.

EVALUATION APPREHENSION

Riecken (1962) suggested that research participants have a strong motive to ‘look good’ 
– a phenomenon which later became known as social desirability. Rosenberg (1969) 
coined the term evaluation apprehension to describe participants’ anxiety that their 
performance will be under scrutiny. The interesting question here is, then, do participants 

KEY TERMS 

Pleasing the experimenter
Tendency of participants to act 
in accordance with what they 
think the experimenter would 
like to happen.

Enlightenment
Tendency for people to be 
familiar with psychological 
research findings.

Social desirability
Tendency of research 
participants to want to ‘look 
good’ and provide socially 
aceptable answers.

Evaluation apprehension
Participants’ concern about 
being tested, which may affect 
results.
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behave according to what they think are the requirements of the experiment or do they 
rather behave in a way which they think will put them in the best light? There seems to be 
no clear answer since, in differently designed experiments intended to settle the issue, 
Sigal, Aronson and Van Hoose (1970) found that participants responded in the direction of 
creating a favourable self-image rather than follow the strongly hinted-at expected 
behaviour of altruism. Adair and Schachter (1972) critically analysed this study and then 
produced results suggesting the opposite pattern; participants favoured following the 
demand characteristic, i.e., co-operate with the scientific aim, rather than behave to look 
good. Rosnow et al. (1973) carried out a further follow-up and found, guess what, results 
in the opposite direction from Adair and Schachter. Several other studies followed and it 
seems that the two competing motivations can be manipulated by subtly different 
research designs, and that personality may also play a role.

REACTIVE AND NON-REACTIVE STUDIES

What all this tells us is that research participants are active in the research situation. 
We cannot treat them simply as persons to be experimented upon. Along with the 
expectancies of the experimenter these factors show the experimental situation to  
be unlike those in any other science. Uniquely, in psychology both researcher and 
researched can interact subtly with one another and at the same level. Although 
biologists may deal with living organisms at least they cannot suspect their 
laboratory animals of trying to figure out what the experimenter is after, with the 
exception possibly of chimpanzees!

Studies in which it is likely that the participant will react to being studied have been 
termed reactive designs or they are said to use a ‘reactive measure’. It could be argued 
that the close presence of the researcher, the unfamiliarity of the surroundings and the 
formality of procedures in a psychological laboratory add to the distortion from reality 
that reactive measures create. The general point, however, is that participants are 
people and people are active, social, enquiring human beings. They are not passive 
‘subjects’ who are simply experimented on. Their social adjustments, thoughts and 
constructions of the world around them will interact with psychological research 
arrangements designed specifically to investigate the operation of those very thoughts, 
constructions and behaviour.

It must be emphasised that any research study, experimental or not, in so far as 
participants are aware of being participants, can be affected by all the social and 
expectancy variables just described. Social desirability, in particular, is probably more 
potent in surveys and interviews than in many simple experiments.

KEY TERMS 

Reactive study/design
Study in which participants 
react in some way to the 
experience of being studies/
tested.

Standardised procedure
Tightly controlled steps taken 
by experimenter with each 
participant and used to avoid 
experimenter bias or 
expectancy effects.
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DEALING WITH EXPECTANCIES AND OTHER BIASES 

STANDARDISED PROCEDURES

In order to reduce the effects of any experimenter bias, and to control random errors 
in general, researchers usually run their investigations using a set of strictly 
standardised procedures, identical for all participants in a specific condition. In large 
studies the researcher often directs several experimenters to run the conditions and 
the standardised procedure ensures that every participant receives exactly the same 
instructions as every other participant in that condition. In addition, the procedure 
should be identical for participants in the common parts of all other conditions. For 
instance, members of an experimental group who receive caffeine, and members of 
a control group who don’t, should all be given exactly the same instructions and 
treatment for the recall task which is the common part of an investigation into the 
effects of caffeine on memory.

Student-run practicals are notorious for employing very varied treatments of 
participants with different information from each student tester. Even for a single 
tester, with the best will in the world, it is difficult to run an identical procedure with 
unfamiliar students in the afternoon and with recruited friends in the evening. Paid 
researchers must do better than this but, nevertheless, it would be naïve to assume 
that features of the tester (accent, dress, looks, etc.), their behaviour or the 
surrounding physical environment do not produce unwanted variations.

Even with standardised procedures, experimenters do not always follow them. 
Friedman (1967) argued that this is partly because experimenters may not recognise 
that social interaction and non-verbal communication play a crucial role in the 
procedure of an experiment. Male experimenters, when the participant is female, are 
more likely to use her name, smile and look directly at her (Rosenthal, 1966). Both 
males and females take longer to gather data from a participant of the opposite sex 
than a same-sex participant (Rosnow and Rosenthal, 1997: 26). Written procedures 
do not usually tell the experimenter exactly how to greet participants, engage in 
casual pleasantries, arrange seating and how much to smile. Where variations are 
systematic, as for the male experimenter bias, they may well produce a significant 
confounding effect.

KEY TERMS 
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BLIND AND DOUBLE BLIND PROCEDURES

Because participants may behave according to expectations, procedures are often 
organised to keep participants unaware of which condition of an experiment they are 
participating in. This is known as the operation of a single blind. Meda et al. (2009) 
tested participants on a driving simulator under three conditions: high alcohol, 
moderate alcohol and a placebo condition with no alcohol. The participants, however, 
did not know which treatment they had received. Even so, higher alcohol levels were 
related to greater speed and more driving errors such as white line crossing along with 
fMRI scan differences. Procedures can also be called ‘single blind’ when, say, a 
researcher who is judging the aggressive content of dreams, is not told the sex of the 
person whose dream they are assessing, in order to avoid bias or expectancy effects. 
Spector, Orrell and Woods (2010) gave cognitive stimulation therapy to a group of 
dementia patients while other patients served as controls. They were assessed for 
various cognitive functions by a ‘blind’ researcher unaware whether the patient had 
received the training or not. The trained patients improved, or declined less, on aspects 
of language function compared with controls.

Where both participant and experimenter are unaware of the precise treat- ment 
given, we have what is known as a double blind procedure. Klaassen et al. (2013), for 
instance, took fMRI scans of participants who had drunk decaffeinated coffee either 
with caffeine added or not but neither they nor the experimenters knew which they 
had consumed before either of their trials. They performed once with and once 
without caffeine in a counterbalanced design. The MRI scans showed caffeine effects 
on the early stages of a working memory task but not for retrieval.

EXTERNAL VALIDITY 

In a sense, construct validity asks whether the effect demonstrated can be 
generalised from the measures used in the study (e.g., IQ test) to the fuller construct 
(e.g., intelligence). External validity asks a similar question. It asks whether the 
apparent effects demonstrated in an investigation can be generalised beyond the 
exact experimental context. In particular, can effects be generalised from:

• the specific sample tested to other people;

• the research setting to other settings;

• the period of testing to other periods.

KEY TERMS 

Single blind
Procedure in an experiment 
where either participants or 
data assessors do not know 
which treatment each 
participant received.

Double blind
Experimental procedure where 
neither participants nor data 
gatherers/assessors know 
which treatment participants 
have received.

External validity
Extent to which results of 
research can be generalised 
across people, places and 
times.
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Replications of studies usually involve at least one of these tests of validity. Bracht 
and Glass (1968) called the first of these population validity and the second ecological 
validity but see Box 4.3.

POPULATION VALIDITY

As we saw in Chapter 1, in 1996, the Guardian reported a Reader’s Digest ‘experiment’ 
in which ten wallets, each containing £30, were dropped in each of several UK cities. 
On the basis of numbers of wallets returned intact, the Guardian article claimed that 
Glaswegians (eight returned) were more honest than people in Cardiff (four returned). 
Hopefully, most readers would dismiss the ludicrous leap from a sample of ten 
people to several hundred thousand as completely invalid.

Population validity concerns the extent to which an effect can be generalised from 
the sample studied to the population from which they were selected and also to other 
populations. The results of a class experiment can’t necessarily be generalised to all 
students, nor can they be generalised to all other groups of people. The matter of 
how important this issue is varies with the type of study. Work in cross-cultural 
psychology (see Chapter 9) has shown us that many effects, written about in student 
textbooks as apparently universal are, in fact, largely limited to individualistic (mainly 
‘Western’) societies, e.g., the ‘fundamental attribution error’ and the ‘self-serving 
attributional bias’. Note the use of the term ‘fundamental’ as evidence of the belief 
that this effect is universal. Some psychologists extrapolate to whole continents with 
terms such as ‘the African mind’ (see Jung’s quotation and Lynn’s [1991a] estimate of 
the ‘black African IQ’ on p. 256). We noted in Chapter 2 that students form the large 
majority of participants in psychology experiments. Worldwide, psychology research 
participants have been mainly white, mainly Western and, until the 1970s, mainly 
male. Things have changed though – 82% of UK psychology students are now female 
(UCAS End of Cycle, 2015 Data Resources).

GENERALISATION ACROSS SETTINGS

Along with generalisation to populations we will want to know if the effect 
demonstrated in a specific study could be expected to operate more widely. If not,  
it is of little practical use. We very often want to know if the effect observed in a 
constrained experimental setting (I hesitate to say ‘laboratory’) would be observed in 
the so-called real world outside, remembering of course that many laboratory 
experiments are initiated by events originally observed in that real world. Take, for 
example, the string of studies on bystander intervention all triggered by the tragic 

KEY TERMS 

Population validity
Extent to which research  
effect can be generalised 
across people.

Ecological validity
Widely overused term which 
can generally be replaced with 
‘representative design’. Also 
used to refer to the extent to 
which a research effect 
generalises across situations. 
The original meaning comes 
from cognitive psychology and 
refers to the degree to which a 
proximal stimulus predicts the 
distal stimulus for the 
observer. Should not be 
automatically applied to the 
laboratory/field distinction.
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murder of Kitty Genovese in New York, which was observed by many people who 
could have intervened. We discuss the true role of the laboratory in Chapter 5.

Generalisation of an effect to other settings is often referred to as ecological validity. 
However, there is much confusion and argument about the ‘hijacking’ of the term from 
its original use in cognitive psychology (Brunswik, 1947) and it has also become a 
substitute for the term ‘realism’ in loose research methods talk; see Box 8.3. For an 
extended discussion, see the Companion Website at http://routledge.com/cw/coolican.

Basically the term has obtained a wide and conflicting variety of meanings and is not 
scientifically useful. It is often used to describe an effect, materials, a finding and 
even an entire study. Shadish, Cook and Campbell (2002) see it as an advised 
procedure rather than any form of validity as defined here. In common parlance it 
simply asks a question about whether studies, procedures or materials are realistic 
or natural with the implication that they jolly well should be.

GENERALISATION ACROSS TIME

There is also a question of historical validity asking whether an effect would stand the 
test of time and work today as it did some years ago. The question is often asked 
concerning Asch’s conformity studies since the 1960s happened just after them and US 
youth learned to reject the highly conservative principles and norms of McCarthyism.

Box 8.3  •  The Three Faces (at least) of Ecological Validity

Use of the term ‘ecological validity’ has become widespread and over-
generalised to the point of being somewhat useless. Over 20 years ago, 
Hammond (1998) referred to its use as ‘casual’ and ‘corrupted’ and to the 
robbing of its meaning (away from those who continue to use its original sense) 
as ‘bad science, bad scholarship and bad manners’. There are three relatively 
distinct and well-used uses of the term and I refer to the last as the ‘pop 
version’ to signify that this use, though very popular, is a conceptual dead end 
and tells us nothing useful about validity.

1  •  THE ORIGINAL TECHNICAL MEANING

Brunswik (e.g., 1947) introduced the term ‘ecological validity’ to psychology as 
an aspect of his work in perception ‘to indicate the degree of correlation 
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between a proximal (e.g., retinal) cue and the distal (e.g., object) variable to 
which it is related’ (Hammond, 1998: para 18). This is a very technical use.  
The proximal stimulus is the information received directly by the senses – for 
instance, two lines of differing lengths on our retinas. The distal stimulus is the 
nature of that actual object in the environment that we are receiving information 
from. If we know that the two lines are from two telegraph poles at different 
distances from us, we might interpret the two poles as the same size but one 
further away than the other. The two lines have ecological validity in so far as 
we know how to usefully interpret them in an environment that we have learned 
to interpret in terms of perspective cues. The two lines do not appear to us as 
having different lengths because we interpret them in the context of other cues 
that tell us how far away the two poles are. In that context their ecological 
validity is high in predicting that we are seeing telegraph poles.

2  •  THE EXTERNAL VALIDITY MEANING

Bracht and Glass (1968) defined ecological validity as an aspect of external 
validity and referred to the degree of generalisation that is possible from results 
in one specific study setting to other different settings. This has usually had an 
undertone of comparing the paucity of the experimental environment with the 
greater complexity of a ‘real’ setting outside the laboratory. In other words,

people asked how far will the results of this (valid) laboratory experiment 
generalise to life outside it? On this view, effects can be said to have demonstrated 
ecological validity the more they generalise to different settings and this can be 
established quantitatively by replicating studies in different research contexts. At 
least on this view so-called ecological validity is measurable. An A Level question 
once described a study and then asked candidates whether it had high or low 
ecological validity to which the correct answer should be ‘Impossible to tell without 
further information on effects and replications’. It should be noted that on the 
original definition, above, only a stimulus could have ecological validity. On this 
popular alternative view only an effect could have ecological validity. It does not 
make sense at all to talk of a study having ecological validity.

3  •  THE ‘POP’ VERSION

The pop version is the simplistic definition very often taught on basic psychology 
courses. It takes the view that a study has (high) ecological validity so long as it 
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captures real life (e.g., Howitt, 2013), or if the materials used are ‘realistic’, or 
indeed if the study itself is naturalistic or in a ‘natural’ setting. The idea is that 
we are likely to find out more about ‘real life’ if the study is in some way close to 
‘real life’, begging the question of whether the laboratory is not ‘real life’.

The pop version is in fact unnecessary since Brunswik (1947) also introduced a 
perfectly adequate term – representative design. In a thorough discussion of 
ecological validity, Kvavilashvili and Ellis (2004) bring the original and external 
validity usages together by arguing that both representativeness and 
generalisation are involved but that generalisation improves the more that 
representativeness is dealt with. However, they argue that a highly artificial and 
unrealistic experiment can still demonstrate an ecologically valid effect. They 
cite as an example Ebbinghaus’s memory tasks with nonsense syllables. His 
materials and task were quite unlike everyday memory tasks but the effects 
Ebbinghaus demonstrated could be shown to operate in everyday life, though 
they were confounded by many other factors. Araújo, Davids and Passos (2007) 
argue that the popular ‘realism’ definition of ecological validity is a confusion of 
the term with representative design and this is a good paper for understanding 
what Brunswik actually meant by ‘ecological validity’. The term is in regular use 
in its original meaning by many cognitive psychologists. They are not clinging to 
a ‘dinosaur’ interpretation in the face of unstoppable changes in the evolution of 
human language. It is probably best to leave the term there and use 
‘representative design’ or mundane realism (see p. 144) when referring to the 
approximation or not of experimental conditions to ‘real life’.

The problem with the pop version is that it has become a knee- jerk mantra – 
the more realistic, the more ecological validity. There is, however, no way to 
gauge the extent of this validity. Teaching students that ecological validity refers 
to the realism of studies or their materials simply adds a new ‘floating term’ to 
the psychological glossary that is completely unnecessary since we already 
have the terminology. The word to use is ‘realism’ or ‘representativeness’.

MILGRAM VS. HOFLING – WHICH IS MORE ‘ECOLOGICALLY VALID’?

A problem with the pop version is that it doesn’t teach students anything at all 
about validity as a general concept. It simply teaches them to spot when 
materials or settings are not realistic and encourages them to claim that this is 

KEY TERM 

Representative design
Extent to which the conditions 
of an experiment represent 
those outside the laboratory to 
which the experimental effect 
is to be generalised.
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a ‘bad thing’. It leads to confusion with the laboratory–field distinction and a 
clichéd positive evaluation of the latter over the former. For example, let’s 
compare Milgram’s famous laboratory studies of obedience (see Chapter 11) 
with another obedience study by Hofling et al. (1966) where nurses working in  
a hospital, unaware of any experimental procedure, were telephoned by an 
unknown doctor and broke several hospital regulations by starting to 
administer, at the doctor’s request, a potentially lethal dose of an unknown 
medicine. The pop version would describe Hofling’s study as more ‘ecologically 
valid’ because it was carried out in a naturalistic hospital setting on real nurses 
at work. In fact, this would be quite wrong in terms of generalisation since the 
effect has never been replicated. The finding seems to have been limited to that 
hospital at that time with those staff members. A partial replication of Hofling’s 
procedures failed to produce the original obedience effect (Rank and Jacobson, 
1977),2 whereas Milgram’s study has been successfully replicated in several 
different countries using a variety of settings and materials.

In one of Milgram’s variations, validity was demonstrated when it was shown 
that shifting the entire experiment away from the university laboratory and into 
a ‘seedy’ downtown office, apparently run by independent commercial 
researchers, did not significantly reduce obedience levels. Here, following the 
pop version, we seem to be in the ludicrous situation of saying that Hofling’s 
effect is more valid even though there is absolutely no replication of it, while 
Milgram’s is less so, simply because he used a laboratory! It is clear that people 
generally use low ecological validity to mean simply ‘artificial’, for which 
‘artificial’ is an honest and non-quasi-scientific term. The real problem is that 
there is no empirical test of ‘validity’ in the pop notion of ecological validity. It is 
certainly a somewhat ludicrous notion to propose that, solely on the basis of 
greater ‘naturalness’, a field study must be more valid than a laboratory one. 
(For an extended version of this debate, see the Companion Website at  
www.routledge.com/cw/coolican.)

PROBLEMS WITH REPLICATION

We saw in Chapter 1 that one way to support the validity of an effect is to conduct 
replications of the original study that demonstrated it. We also saw that there are 
problems in getting pure replications published. Unfortunately for the scientific model 
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of psychology, which many psychologists adhere to, it is the exception, rather than 
the rule, to find a procedure that ‘works’ reliably every time it is tested. The world  
of psychological research is littered with conflicting results and areas of theoretical 
controversy, often bitterly disputed. Confusion occurs because researchers use 
different constructs, in different research settings, on different populations and at 
different historical moments.

However it appears that it is not just a few controversial findings that are difficult  
to replicate. Take a look at Box 8.4. The facts reported in the box could make any 
student new to psychology rather sceptical about whether they are ever reading  
about valid findings. The first thing to note however is that this phenomenon of 
non-reproducibility is not at all confined to psychological science. Begley and Ellis 
(2012), for instance, reported that the findings of only six out of 53 high profile papers 
in cancer biology research could be replicated.

Box 8.4  •  Could You Do That Again Please? Problems with Reproducing 
Psychological Effects

In the late 2000s there had been increasing doubts about the validity of findings  
in psychological studies with the allegation that many werethe result of 
improperly used statistics and even, in some notable cases, outright fraud. In 
2011 Brian Nosek of the University of Virginia set up the Reproducibility Project 
which aimed to investigate the reliabilityof the findings of a large number of 
psychological studies. In 2015 the world of psychological research was severely 
shocked by an article in the journal Science (Open Science Collaboration, 2015, 
with corresponding author Nosek) which was of consequence enough to reach 
the national press in several countries. The project had involved 270 researchers 
who were also joint authors of the report. Each researcher had attempted to 
replicate one or more of 100 studies in order to see if the findings of the studies, 
in general, cognitive and social psychology, could be repeated. Surprisingly, 
where 97 of the original 100 studies reported significant effects only 35 of the 
replications could do so, representing an overall 36% replication success rate 
(significance testing is explained in Chapter 16).

It was also found that the average effect size (see p. 458) of the replication 
findings was just less than half of the average original effect size. Because the 

KEY TERM 

Reproducibility Project
Large study designed to assess 
the extent to which the findings 
of 100 psychological studies 
could be repeated in 
replications. Surprisingly low 
reproducibility was found.
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Why do so many study findings fail to replicate? The answer is not that psychologists 
are just a bit sloppy in their research; other sciences suffer the same problems. At 
the moment there is no definitive answer but some of the reasons for replication 
failure are:

Because of the way in which differences in studies are declared to 
be ‘sig- nificant’ we would expect around 5% of the original 
significant findings to be Type I errors (see p. 454), that is they 
would be ‘fluke’ differences in  the first place. There will also be 
marginal results where the effect is sometimes significant and 
sometimes falls just short. This is a problem of power (p. 456) and 
this is usually approached by increasing participant numbers. 
There will also be slight differences between types of participant, 
measures used, exact procedures and so on. 

In a strong rejoinder to Nosek’s article, Gilbert et al. (2016) make the above 
arguments about error and power in greater detail. They also point out that the OSC 
‘replications’ often used samples from different populations from the original (e.g. 
Italians instead of US Americans as the sample in measuring attitudes to African 
Americans) or quite different procedures (e.g. replicating an original study that asked 
Israelis to imagine the consequences of military service with one that asked 
Americans to imagine the consequences of a honeymoon). The OSC project mostly 
replicated each of the 100 studies just once. Gilbert et al. point to a much more 
powerful approach (the ‘Many Labs’ project: MLP), also supervised by Nosek, which 
replicated studies 35 to 36 times and achieved a replication rate of 85%.

Apart from technical issues there is also the increasing pressure on university 
researchers, and particularly those working for private concerns (e.g. drug 
companies), to come up with published papers, preferably in the more prestigious 

researchers only selected studies with easier methods and because the original 
articles were from prestigious journals it is possible that the replication failure 
rate is even higher than the 64% found in this study (Baker, 2015).

Interviewed about the findings Nosek said, ‘There is no doubt that I would have 
loved for the effects to be more reproducible. I am disappointed, in the sense 
that I think we can do better’ (Sample, 2015).
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journals. Data will not be directly fraudulent but may have been ‘tweaked’ or 
reanalysed under pressure to produce ‘good’ results. One prevailing problem with the 
world of research is that almost all published papers report a positive effect and very 
rarely are papers published that demonstrate no effect or, as we saw in Chapter 1, 
demonstrate a failure to replicate an earlier finding. Young researchers and PhD 
students looking to advance their careers would not anyway be doing themselves any 
favours by presenting no-result papers.

Given these factors, and the nature of psychology as mostly not an exact science, the 
evolutionary process of research entails that many first-time effects are reported but 
that not so many of these are replicated and stand the test of time.

META-ANALYSIS 

One of the ways in which researchers can check up on which effects do appear to be 
standing up against other work, and to weigh up the evidence for specific theories 
and hypotheses in a research area, is to consult a research review. These are 
published periodically in psychology journals. Examples will be found in, for instance, 
the Annual Review of Psychology. The problem here is that reviewers can be highly 
selective and subjectively weight certain of the studies. They can interpret results 
with their own theoretical focus and fail to take account of common characteristics of 
some of the studies which might explain consistencies or oddities. In other words, 
the traditional review of scientific studies in psychology can be relatively unscientific.

Meta-analysis is an approach to this problem, employing a set of statistical techniques 
in order to use the results of possibly hundreds of studies of the same or similar 
hypotheses and constructs. Meta-analysis uses secondary data, results gathered from 
other studies, rather than the usual primary data which are the results collected by 
researchers directly in their studies. In meta-analysis studies are thoroughly reviewed 
and sorted as to the suitability of their hypotheses and methods in testing the effect in 
question. The collated set of acceptable results forms a new ‘data set’. The result of 
each study is treated rather like an individual participant’s result in a single study.  
The statistical procedures are beyond the scope of this book but they do centre on the 
comparison of effect sizes across studies and these are introduced and explained in 
Chapter 17. Here are some examples of meta-analytic research.

• In one of the most famous and earliest meta-analytic studies, Smith and Glass 
(1977) included about 400 studies of the efficacy of psychotherapy (i.e., does it 
work?). The main findings were that the average therapy patient showed 

KEY TERMS

Meta-analysis
Statistical analysis of results  
of multiple equivalent studies 
of the same, or very similar, 
effects in order to assess 
validity more thoroughly.

Secondary data
Results gathered from  
other studies

Primary data
Results collected by 
researchers directly in  
their studies
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improvement superior to 75% of non-therapy patients, and that behavioural  
and non-behavioural therapies were not significantly different in their effects.

• Fischer and Chalmers (2008) found 213 effect sizes from 171 articles (across  
22 countries involving 89,138 participants) that included sufficient statistical 
information and which used the Life Orientation Test (LOT) on medically fit 
participants over 18. The LOT was employed as a measure of optimism and the 
researchers found that there was very little cross-cultural variation in levels of 
LOT but that higher optimism was consistently related to higher levels of 
individualism (see p. 260) and egalitarianism.

• Kvam et al. (2016) reduced 151 initial articles reporting the effects of physical 
exercise on depression down to 23 studies that fitted their criteria. These 
included the central requirements that participants had a medical diagnosis  
of unipolar depression as their main disorder, had engaged in a formal  
programme of physical exercise as treatment and that the study included a 
control group for comparison. Findings were that exercise significantly reduced 
depressive symptoms over control groups but that it did not produce significant 
improvement compared with other treatments (therapy or medication) though 
exercise coupled with medication approached a significant improvement over 
medication alone.

Meta-analysis takes account of sample size and various statistical features of the 
data from each study. There are many arguments about features that merge in the 
analysis, such as Presby’s (1978) argument that some non-behavioural therapies 
covered by Smith and Glass were better than others. The general point, however, is 
that meta-analysis is a way of gathering together and refining knowledge (a general 
goal of science) in a subject area where one cannot expect the commonly accepted 
and standardised techniques of the natural sciences. It also brings into focus the 
various external threats to validity producing variation in a measured effect.
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QUESTIONS

1. Of the designs outlined below:

a. Which are not likely to be affected by demand characteristics?

b. Which could be subject to researcher bias?

c. In which could ‘blind’ data-gathering or ‘blind’ assessment be employed?

i. A ladder is placed against a street wall to see whether more males or 
females avoid it.

ii. Randomly allocated students are asked to write essays in silence or 
listening to loud music.

iii. Boys with no brothers and boys with two brothers are observed under 
laboratory conditions to see which group exhibits greater aggression.

iv. A researcher, dressed either casually or smartly, approaches 
passengers at a station to ask for directions. The aim is to see whether 
more people agree to help the smartly dressed person than the other.

v. Under laboratory conditions, people are asked to make a speech, 
contrary to their own view, first alone and then in front of others.  
Their attitude strength is measured after each presentation.

vi. Drug addicts are compared with a control group on their tolerance of 
pain, measured in the laboratory.

vii. Researchers visit various grades of worker at their place of employment 
and take them through a questionnaire on their attitude to authority. It is 
thought that salary level will be related to degree of respect for authority.

viii. One of two very similar homes for the elderly passes from local 
government to private control. Workers in each are compared on job 
satisfaction over the following year, using informal interviews.

ix. Children in one school class are given a six-month trial of an 
experimental new reading programme using a multi-media approach.  
A second class of children receive special attention in reading but not 
the new programme. Improvements in reading are assessed.

x. The number of days off sick for workers in a large factory is measured 
monthly for one year before and one year after the national introduction 
of new regulations under which people may ‘self-certificate’ sicknesses 
lasting under four days to see if there is any change in numbers of days 
off sick.

EXERCISES
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2. Each of the following statements from students discussing their practical work 
contains a reference to a form of validity threat. Pick ‘statistical conclusion’, 
‘internal’, ‘construct’ or ‘external’ for each one and, where possible, name or 
describe the threat.

a. I mucked up the stats!

b. Didn’t you test participants with the scale we were given in class then?

c. Useless questionnaire; didn’t cover aggression – it was more to do with 
etiquette.

d. Course they knew what was going on; they know how to hide their prejudices.

e. We put the ones who turned up late into the control condition because it took 
less time.

f. I bet you egged them on in the imagery condition!

g. I don’t think it would work on the geography students.

h. It was noisy in the student refectory; would the recall difference have 
occurred if they were tested in their own rooms?

i. We used 20 mg of caffeine in one condition and 40 mg in the other but I  
think the 40 mg was too low. They didn’t show any significant difference in 
reaction time.
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ANSWERS

1. (a) i, iv, x (for vii and viii demand characteristics are possible if participants are 
aware of participating in a scientific study). 
(b) all. 
(c) all; in each case data gatherers/assessors need not know the true or full 
purpose of the research though hard to avoid the obvious in ii and iv.

2. (a) statistical conclusion;  
(b) internal (changed instrument);  
(c) construct;  
(d) construct (social desirability/‘looking good’);  
(e) internal validity (biased allocation to conditions);  
(f) construct (experimenter expectancy/bias);  
(g) external (population validity);  
(h) external (setting);  
(i) construct validity (levels of independent variable too narrow).

Critique of Tabatha’s drawing experiment on p. 102.

1. Non-random and biased allocation to groups; internal validity threat.

2. Change in instrumentation; internal validity threat.

3. Loose procedure; internal validity threat.

4. Attrition; internal validity threat.

5. Possible demoralisation of control group; construct validity threat since this 
varies with the IV.

6. Confounding; construct validity threat since the class rather than the training 
might be the effective variable.

7. History effect – an event occurring concurrently with treatment; internal validity 
threat (would make a difference even if IV not applied).

8. Statistical conclusion validity.

KEY TERM

Experimenter expectancy
Tendency for experimenter’s 
knowledge of what is being 
tested to influence the outcome 
of research.
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TRICKY BITS

SAMPLE SIZES NOT A THREAT

When evaluating studies don’t be tempted to criticise the fact that there were 
different numbers in each condition of an experiment. This doesn’t matter unless it is 
extreme. Forty-three in one group and 57 in the other is not a problem, for instance. 
The statistical analysis will take account of the different numbers in making 
statistical inferences as you will see in Chapters 16 to 24.

CONFOUNDING VARIABLES

In tests or exams you might be asked about a described experiment, ‘What else could 
have caused this difference?’. You are being asked to identify a confounding variable. 
For instance, if an experiment is described in which learner drivers either receive 
simulator training or are placed in a control group and if the simulator drivers learn 
faster, you might be asked what else (other than the simulator experience) might 
have caused the difference. Your answer must explain the difference and not be just a 
general ‘problem’. So, ‘The drivers might be nervous’ or ‘Some of the drivers might 
already have motorbike experience’ will not answer the question. However, ‘More of 
the simulator group might have had motor bike experience’ will explain the difference 
and is a good answer. Always be sure to link the explanation to the specific difference.

INTERNAL VALIDITY VS. CONSTRUCT VALIDITY

Remember that internal validity is lacking if the effect would have occurred even if 
the IV had not been manipulated. Order effects or acting in accordance with the 
suspected hypothesis (‘pleasing the experimenter’) can only occur because the IV is 
manipulated and hence these are threats to construct validity, not internal validity.

DEMAND CHARACTERISTICS DO NOT IMPLY PLEASING THE EXPERIMENTER

Demand characteristics are just cues that can give a participant an idea of what the 
experimenter is trying to show. They do not directly imply that participants will act on 
this information. They may as a consequence of receiving the cues help the 
experimenter (pleasing the experimenter), behave as they think people should in 
these circumstances (social desirability), do nothing or even hinder.
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ECOLOGICAL VALIDITY – A ‘KNEEJERK’ CRITICISM

Do not be tempted to say simply ‘The experiment lacked ecological validity (EV)’. In 
the ‘pop’ use of EV this answer could be stated after any experiment and does not 
therefore indicate any useful knowledge. In its original meaning EV applies to stimuli. 
In its generalisation meaning it applies to effects. It cannot apply to whole studies, 
designs or theories. If you are talking about a study’s materials and procedures 
needing to be realistic use ‘representative design’ or ‘mundane realism’, and spell 
out exactly what you mean – if it suffers from artificiality – explain how and why it does. 
Artificiality is not, in itself, a problem (see p. 143).

STANDARDISATION AND STANDARDISED PROCEDURES

Don’t confuse these two. Standardisation of a psychological scale or test is dealt with 
in Chapter 8 and refers to a technical process of ensuring comparability of 
populations on the scale. Standardised procedures simply refer to carrying out the 
procedures of the experiment in an identical manner.

FURTHER READING AND LINKS

• Kvavilashvili, L. and Ellis, J. (2004) Ecological validity and real-life/ laboratory 
controversy in memory research: A critical and historical review. History of 
Philosophy and  Psychology, 6, 59–80. This is a deep, complex but excellently 
argued examination of the ecological validity concept.

• Rosnow, R.L. and Rosenthal, R. (1997) People studying people: Artifacts and ethics 
in behavioral research. New York: W.H. Freeman. An absorbing run through very 
many evidenced effects of researchers and setting on participants and participant 
effects on researchers. This volume has been subsumed into: Artifacts in 
Behavioral Research: Robert Rosenthal and Ralph L. Rosnow’s Classic Books, 2009, 
OUP books.

• Shadish, Cook and Campbell (2002) Experimental and quasi- experimental designs 
for generalized causal inference. Boston, MA: Houghton Mifflin. Good for the next 
chapter too but relevant here for the seminal description of types of ‘threats to 
validity’. 
Nosek’s reproducibility article at: http://science.sciencemag.org/ 
content/349/6251/aac4716 
Monya Baker’s article on the reproducibility crisis: www.nature. com/news/
over-half-of-psychology-studies-fail-reproducibility- test-1.18248 
Account by Alan Bellows of the fascinating phenomenon of Hans the Clever 
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Horse: www.damninteresting.com/clever-hans-the-math- horse/ 
Hammond’s excellent critique of the high-jacking of the term ecological validity: 
www.brunswik.org/notes/essay2.html

GLOSSARY 

Demand characteristics  
Cues in a study which help the participant to work out what is expected.

Double blind 
Experimental procedure where neither participants nor data gatherers/assessors 
know which treatment participants have received.

Enlightenment 
Tendency for people to be familiar with psychological research findings.

Error variance 
Variance among scores caused by the operation of randomly acting variables.

Evaluation apprehension 
Participants’ concern about being tested, which may affect results.

Experimenter expectancy 
Tendency for experimenter’s knowledge of what is being tested to influence the 
outcome of research.

Hawthorne effect 
Effect on human performance caused solely by the knowledge that one is being 
observed.

Meta-analysis 
Statistical analysis of results of multiple equivalent studies of the same, or very 
similar, effects in order to assess validity more thoroughly.

Participant expectancy 
Effect of participants’ expectancy about what they think is supposed to happen in  
a study.

Pleasing the experimenter  
Tendency of participants to act in accordance with what they think the experimenter 
would like to happen.
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Primary data 
Results collected by researchers directly in their studies 

Random error   
Any error possible in measuring a variable, excluding error that is systematic.

Reactive study/design 
Study in which participants react in some way to the experience of being studied/tested.

Representative design 
Extent to which the conditions of an experiment represent those outside the 
laboratory to which the experimental effect is to be generalised.

Reproducibility Project 
Large study designed to assess the extent to which the findings of 100 psychological 
studies could be repeated in replications. Surprisingly low reproducibility was found.

Secondary data 
Results gathered from studies the researcher does not conduct

Single blind 
Procedure in an experiment where either participants or data assessors do not know 
which treatment each participant received.

Social desirability 
Tendency of research participants to want to ‘look good’ and provide socially 
acceptable answers.

Standardised procedure 
Tightly controlled steps taken by experimenter with each participant and used to 
avoid experimenter bias or expectancy effects.

VALIDITY

Validity 
The extent to which an effect demonstrated in research is genuine, not produced by 
spurious variables and not limited to a specific context.

Construct 
Extent to which conceptions and operational measures of variables encompass the 
intended theoretical constructs. The constructs can be of persons (samples), 
treatments (IVs), observations (DV measures) and settings. See also Chapter 8.
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Ecological 
Widely overused term which can generally be replaced with ‘representative design’. 
Also used to refer to the extent to which a research effect generalises across 
situations. The original meaning comes from cognitive psychology and refers to the 
degree to which a proximal stimulus predicts the distal stimulus for the observer. 
Should not be automatically applied to the laboratory/field distinction.

External 
Extent to which results of research can be generalised across people, places and times.

Internal 
Extent to which an effect found in a study can be taken to be genuinely caused by 
manipulation of the independent variable.

Population 
Extent to which research effect can be generalised across people.

Threat to 
Any aspect of the design or method of a study that weakens the likelihood that a real 
effect has been demonstrated or that might obscure the existence of a real effect.

NOTES 

1. As a scientific test, Coca-Cola put its own drink into both the ‘M’ and ‘Q’ glasses. 
Results showed that most people preferred the Coke in the ‘M’ glass. The 
consistent use of ‘Q’ associated with the competitor’s drink had apparently 
confounded Pepsi’s advertising ‘research’.

2. Unlike in Hofling’s study, nurses were familiar with the drug and were able to 
communicate freely with peers.

The fully updated companion website provides additional exercises, 
testbanks for each chapter, revision flash cards, links to further 
reading and data for use with SPSS.

www.routledge.com/cw/coolican
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